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The central issue in the study of semantic ambipuity has concerned
whether all senses of a polysemous word are initially accessed as opposed to
only the contextually relevant sense. As a simplifying assumption, many
theorists assume implicitly that the content of each retrieved sense is static,
containing the same information across retrievals. Other theorists make
this assumption explicitly {e.g., Fodor & Pylyshyn, 1988, p. 45}. But when
investigators have assessed the stability of individual word senses, they
have generally observed variability in the information retrieved. Reports of
semantic variability in retention include Anderson and Ortony (1975),
Anderson, Pichert, Goetz, Schallert, Stevens, and Trollip (1976), Barclay,
Bransford, Franks, McCarrell, and Nitsch (1974), Geis and Winograd
(1975), Greenspan (1986), Thompson and Tulving (1970), and Tulving
and Thompson (1973). Reports of semantic variability in lexical access
include Barsalou (1982), Conrad (1978), Johnson-Laird {1987), Tabossi
(1988), Tabossi and Johnson-Laird (1980), and Whitney, McKay, and
Kellas (1985). A review of variability in the representations that underlie
decision making can be found in Kahneman and Miller (1986).

We distinguish strong from weak semantic ambiguity. Strong semantic
ambiguity (for lexical units) occurs when a single word refers to multiple
categories. “Spring” exhibits strong ambiguity because it refers to a season,
a type of mechanical device, and a water source. Weak ambiguity occurs
when a word refers to a single category but the information retrieved for
the category varies. Although “dog™ has only one standard sense, it may
access large, brown, and mean on one occasion and small, white, and
nervous on another. We assume weak ambiguity also occurs for each sense
of a word that exhibits strong ambiguity. The insect sense of “bug” may
access black, poisonous, and crawls on one occasion and yellow, harmless,
and glides on another,

The amount of weak semantic ambiguity that occurs for individual word
senses is surprisingly high. Barsalou {1987, 1989) and Barsalou and Medin
(1986) review work that has systematically assessed the extent to which the
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representations of categories vary between and within individuals. Differ-
ent individuals often appear to represent the same category in substantially
different ways. When individuals produce definifions for words, the over-
lap in propositions between two individuals’ definitions for the same word
is only 44% on the average. When individuals judge typicality for catego-
ries, the judgments of one subject typically only account for about 25% of
the variance in the judgments of another subject for the same category.
When individuals judge whether entities belong to categories, they fre-
quently disagree on the membership of particular entities. Within the same
subject, category representations vary less but still vary substantially over
time. When the same individual produces definitions for words, only 67%
of the propositions in one session are produced in a second session 2 weeks
later. When the same individual judges typicality for categories, judgments
in one session only account for around 65% of the variance in judgments 2-
weeks later. When the same individual judges whether entities belong to
categories, surprising numbers of membership decisions change over a
i-month period.

These assessments of between- and within-subject agreement have typi-
cally been performed while holding context as constant as possible. All
subjects experience the same experimental context, and a given subject
experiences the same experimental context in both sessions. However,
when context is manipulated, even more substantial changes in category
representation occur. When different subjects judge typicality from differ-
ent points of view, they represent the same categories in very different
manners. Roth and Shoben (1983) demonstrate similar effects through

- manipulating sentence coniexts.

Although weak ambiguity appears robust, care must be taken in inter-
preting these findings. After reviewing various interpretations, Barsalou
{1989) concludes that instability probably does not reflect underlying dif-
ferences in the content of category knowledge. Different individuals appear
to have highly similar category knowledge in long-term memory, and a
given individual’s knowledge in long-term memory appears to remain
fairly stable over time. Instead, differences in the acecessibility of category
knowledge in long-term memory produce instability: The information
retrieved to represent a category on a particular occasion is the small subset
of category knowledge that is currently most accessible. At any point in
time, the most accessible information in a category may vary widely
between individuals, even though they share common knowledge. At any
two points in time, the most accessible information in a category may vary
widely for the same individual, even though the content of underlying
knowledge has not changed. Because the most accessible information
varies, the information retrieved to represent a category in working mem-
ory varies, thereby producing instability. The reader should note that we
will use the term “representation” throughout this paper-in referring to
temporary representations of categories in working memory, as well as to
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stable category knowledge in long-term memory. The particular sense we
intend on a given occasion will be clear from context.

Barsalou (1987, 1989) suggests that frequency, recency, and context are
responsible for differences in accessibility. Frequently processed informa-
tion is more accessible than infrequently processed information. Recently
processed information is more accessible than less recently processed in-
formation. Contextually relevant information is more accessible than less
relevant information. Because these three factors vary dynamically be-
tween and within individuals, they produce variation in the knowledge
activated for a category.

1t is important to note that some degree of stability typically accompa-
nies instability. Complete lack of agreement rarely occurs for definitions,
typicality judgments, or membership decisions. Instead, some agreement
always remains. Barsalou (1982, 1987, 1989) proposes that some category
knowledge is context-independent, being automatically activated across all
contexts to produce stability. Information acquires a context-independent
status when it has been consistently mapped to a category frequently
enough to develop an aufomatic relation with the category (Schneider &
Shiffrin, 1977; Shiffrin & Schneider, 1977).

Overview

Although most theorists agree that a complete cognitive theory requires
assumptions about both representation and processing, in practice, work
often focuses more on one than the other. It is probably fair to say that
work on both strong and weak ambiguity has focused more on processing
than representation. Work on strong ambiguity has primarily focused on
the selective versus multiple access issue without worrying much about the
representation of word senses. Work on weak ambiguity has primarily
focused on how the retrieval of category information varies between indi-
viduals, within individuals, and across contexts. In this paper, we develop a
theory of knowledge that emphasizes representation; although we also
include processing assumptions.

The theory we propose is tentative in the sense that we have not collected
extensive data to support it directly. Prior work that we each have per-
formed motivates this theory but does not test it. Nevertheless we believe
that much work in the literature indirectly supports our proposal, and we
will cite this work as we proceed. Most importantly, we view our theory as
having value in organizing a diversity of findings in the literature and as
providing directions for future research. ‘

We begin by motivating and defining the constroct of syste)naticz’ry.
After briefly reviewing related work on correlated attributes, we define two
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structural forms of systematicity that we believe underlie human knowl-
edge: attribute systematicity and value systematicity. We then discuss the
relation between frames and systematicity (Minsky, 1975), the role of
higher-order relations in systematicity (Gentner, 1983, 1988), and the
relation between decomposition and systematicity (Fodor & Pylyshyn,
1988). In the section on benefits of systematicity for processing, we propose
that systematicity is central to important uses of knowledge. We show how
systematicity can facilitate the learning of categories, enable the generation
of inferences, and produce stability in the retrieval of category information.
In the section on systematicity in primitive forms of knowledge, we pro-

" pose that systematicity underlies three primitive forms of knowledge: onfo-

logical kinds, basic object frames, and basic event frames. We argue that

. these three forms of knowledge are acquired effortlessly and naturally from

experience during early childhood. In the section on systematicity in ab-
stract forms of knowledge, we propose that more abstract forms of knowl-
edge develop later from these primitive forms, requiring more complicated
cognitive processing. These abstract forms include generalized actions,
scripts, taxonomic superordinates, and goal-derived categories. Conse-
quently, our theory addresses developmental progressions in knowledge, as
well its structure. _

Although we touch on a variety of processing issues in presenting this
theory, our emphasis will be on the retrieval of information during the
construction of category representations. As we discuss various types of
knowledge, we will consider how systematicity could produce stability and
instability in the representations of each. We will also discuss possible roles
that these stabilities and instabilities play in the semantic representation of
nouns and verbs. In the section on integrations and extensions, we inte-
grate our main points concerning the evolution of knowledge and the
stability of category representations. We then extend our analysis to stabil-
ity during the comprehension of texts. In the last section, we assess our
proposal and note its imitations.

Systematicity

CORRELATED ATTRIBUTES

Our construct of systematicity is closely related to Rosch’s (1973, 1978)
ideas on the structure of the environment and its role in natural categories.
Rosch noted that perceived attributes in the physical world do not occur
independently of one another. Instead attributes enter into correlations to
produce the “correlational structure of the environment”™ (Rosch, Mervis,
(Gray, Johnson, & Boyes-Braem, 1976, p. 385). For example, the attribute
of wings is not equally likely to occur with all other aftributes. Instead
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wings is correlated with beak, feathers, and nest building but not with
scales, roots, or requiring batteries.!

Rosch and her colleagues further argued that these correlational patterns
underlie natural categories in a number of important ways. In category
acquisition, people form categories around sets of things that share correla-
tional structure (Rosch et al., 1976). A category such as birds stands out in
the environment because its exemplars generally possess the same corre-
lated attributes. In contrast, people do not construct categories that violate
these correlations. For example, people do not acquire a category that is
the union of birds and cars, because no common set of correlated attri-
butes generally occurs across members of the union. But because birds and
cars individually embody sets of correlated attributes, people form catego-
ries around each of these two sets. :

Rosch and her colleagues extended this idea to account for category
goodness and category structure. Good categories embody many correlated
attributes and share few correlated attributes with competing categories.
Basic-level categories, such as bird, apple, and shirt, are privileged because
their respective members share many correlated attributes that do not
occur in contrast categories (e.g., fish, banana, and shoe, respectively). For
category structure, correlated attributes determine how central an exem-
plar is in its category (Rosch & Mervis, 1975, p. 602). Prototypes and
typical members are central because they match the category’s attributes or
its “family resemblance structure.” For example, robin is typical because it
has many of the correlated attributes associated with birds (e.g., small,
sings, flies), whereas ostrich is atypical because it does not have many of
these correlated attributes. o

Actually Rosch and her colleagues never measured correlations between
attributes directly. Instead they only assessed the role of independent
attributes in category learning, preference, and structure. However, a cor-
relation between each of several individual attributes and a category does
not imply that the attributes correlate with each other. Nevertheless, a fair
amount of direct evidence has accrued since then to support the impor-

“ tance of correlated attributes, as we review next.

The line between the real and imaginary often follows correlational
structure. Mythological animals are typically composed by disrupting ac-
tual correlations, and even children show sensitivity to the anomalous
nature of such animals (Nash, 1982). Similarly, disrupting well-established
correlations in natural kind categories poses a serious dilemma for biolo-
gists (Gould, 1985). During the nineteenth century, the first reports that

'Rosch and her colleagues actually used feazure in refering to what we call attribute.
Their use of feature and our use of aifribute so far are ambiguous, becau%e either
could refer to an attribute or one of its values (e.g., an attribute could be either color
or red). Later in this section, we distinguish between attributes and values

explicitly.
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platypuses lay eggs and nurse their young caused great uproar. Biologists
were divided into two camps: Either the platypus lays eggs but does not
nurse, or it nurses but does not lay eggs. The apparent pairing of these
properties vielated such strong beliefs about correlations that 30 years of
empirical validation were necessary for its acceptance. In a laboratory
setting, Malt and Smith (1984) similarly found that undergraduates’ typi-
cality judgments of natural categories are sensitive to property correlations.
Subjects rate birds that preserve a common correlation as more typical
than birds that disrupt it (e.g., the correlation between neutral color and
living by the sea).

" Medin and his colleagues have provided extensive arguments for the
importance of correlated atiributes in categorization. According to the
Medin and Schaffer (1978) context model, configural information such as
correlated attributes and exemplars enters into category membership deci-
sions. The substantial support for this and other exemplar models is con-
sistent with the importance of correlated attributes (cf. Brooks, 1978, 1987;
Estes, 1986a, 1986b; Hintzman, 1986; Jacoby & Brooks, 1984; Nosofsky,
1984, 1986). More directly, Medin, Altom, Edelson, and Freko (1982)
have found that correlated attribuies facilitate generalization.? Medin,
Wattenmaker, and Hampson (1987) have further found that causal princi-
ples encourage the use of correlated attributes in category formation {cf.
Murphy & Medin, 1985).

Billman, Richards, and Heit {1988) note that generalization in accord
with correlated attributes does not actually mean that people are induéing
and directly using correlations in categorization decisions. Instead people
might be good at generalizing categories with correlated atiributes simply
because these categories optimize the similarity of new exemplars to old
exemplars during generalization. New exemplars may be more similar on
the average to categories with correlated attributes than to categories with-

- out correlated attributes. Thus correlated attributes could facilitate general-

ization through similarity even when people do not explicitly induce and
use correlations.

Billman et al. assessed whether correlated attributes affect category gen-
eralization when the similarity between new and old exemplars 15 con-
trolled. If correlated attributes determine categorization when similarity is
not a factor, this would suggest that people are indeed inducing correla-
tions. These experiments focused on what people learn from observational,
incidental exposure to exemplars, when they are not intentionally learning

2Wﬁ:_use generalization when referring to how people extend knowledge from
previous category members to new category members (e.g., from previously experi-
enced dogs to new ddgs). Whereas many authors refer to this as transfer, we use
transfer when referring to how people apply knowledge from a previously expern-
enced category to a mew and different category (e.g., from calculators to
computers).
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a category or trying to learn rules. Instead the exposure task was exemplar
memorization, a task that focuses on differences between exemplars rather
than on their commonalities. Subjects were only told that categories were
involved after the final exposure to exemplars. If subjects induce correla-
tions under these conditions, then the tendency to do so would appear
quite robust.

The learning exemplars in one set of experiments were pictures of
animals that instantiated a correlation between two body parts. In one
stimulus set, striped curved tails always co-occurred with round green
heads; whereas blue puffy tails always co-occurred with jageed yellow
heads. Thus values for the attributes of sead and tail were correlated. In
another set of experiments, the exemplars described individuals on attri-
butes such as university, intended profession, sport, hometown, and ethnic
background, two of which were correlated. Here, for example, values for
school and sport might covary, with students from Berkeley playing fennis,
and students from Columbia playing volleyball Both the attributes and
values composing the correlations were completely counterbalanced to
control for possible differences in attribute and value salience, as well as for
preexperimental biases toward particular correlations. In some experi-
ments, the correlations between attributes were perfect; in others they were
not. The complexity of exemplars, both individually and as a group, varied
across experiments. ' , .

The generalization test following exposure assessed whether or not sub-
jects selectively used the correlated attributes in generalizing a category to

novel exemplars. On each trial, subjects decided which of two novel exem-

. plars was more likely to have come from the same category as the original
exemplars. One novel exemplar preserved the correlational rule available
in learning, and the other disrupted it. Both exemplars, however, were
‘equally similar to the originally learned instances. Exemplar similarity was
matched on a stringent measure that controlled the distribution of attri-
bute matches and matches of attribute combinations between a test exem-
plar and the learning set. Thus, these tests assessed whether subjects show
sensitivity to correlated aftributes when similarity to the learning exem-
plars remains constant.

Subjects generalized in accord with correlated atiributes. Individual sub-
jects either used the correlation consistently in generalizing or performed at
chance, producing a bimodal distribution of scores. Across these experi-
ments, about half the subjects learned and used the correlated attributes
when the correlations were perfect, and about a quarter learned and used
the correlation when it was not perfect (these proportions are substantially
higher than one would expect by chance). Thus, even in a covert and
nondirective learning task, some subjects abstracted and used correlated
atiributes. These experiments provide direct evidence for the importance
and availability of correlated attributes even in situations where abstrac-
tion is not encouraged. In more explicit learning situations, people would
probably induce correlations even more readily {cf. Medin et al., 1987).
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ATTRIBUTES AND VALUES

At this point we need to infroduce more precise terminology. Most prior
work on categories and correlation refers to the characteristics of exemplars
simply as “features,” “properties,” or “attributes.” However, our analysis
requires the well-known distinction between attributes and the values they
assume (also see Smith & Osherson, 1984; Smith, Osherson, Rips, &
Keene, in press). This distinction explicitly captures the idea that some
properties (values) specify contrasting levels or special cases of another
property (the atiribute). For example, the values of round and square
specify special cases of the attribute shape. This distinction is clearest when
both attributes and values have monomorphemic labels (e.g., “color” and
“green”). However, an unlimited variety of more complex aitribute-value
relationships exists (e.g., values of aufomatic station scanning and preset
station settings for the attribute of station funing mechanism in stereo
receivers).

Specifying what can be an attribute is an old and difficult problem
(Armstrong, Gleitman, & Gleitman, 1983). Identifving relevant attributes
from the set of possible atiributes is comparably difficult (Carey, 1985;
Lakoff, 1987; McCauley, 1987; Murphy & Medir;, 1985). Furthermore,
whether a property is an attribute or a value is not simply a matter of
logical analysis. For example, /eg might be a value for the attribute of limb,
confrasting with wings and fins; or leg might be an attribute with different
values for people, horses, and dogs; or leg might be a relatively undifferen-
tiated property (e.g., to an infant who has seen only human legs). As
Garner (1974) noted, the specification of a property as an attribute or value
intimately depends on the set of entities currently under consideration. We
further assume, along with many others since Hubel and Wiesel (1962),
that biological as well as contextual factors dictate the specification of
attributes and values.

SyYSTEMS OF CORRELATIONS

We propose that there is more to optimal category structure than isolated
correlations. Instead, we propose that a system of correlations--what we
refer 10 as “systermaticity” —produces category coherence and structure
(Billman, 1983, 1985; Biliman & Heit, in press; Billman, Heit, & Dorfman,
1987). As we suggest next, systematicity produces coherence both at the
level of attributes (attribute systematicity) and at the level of values (value
systematicity). As we discuss throughout the remainder of this paper,
attribute and value systematicity appear to play central roles in both the
structure and processing of knowledge.

Attribute Systemﬁticity

Attribute systematicity (AS) is assessed solely in terms of attributes—it has
nothing to do with attribute values. AS is the extent to which all members
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of a category have values on the same attributes, regardiess of whethfzr
. members have the same or different values. As AS increases, the probzf‘oﬂ-
ity of any two attributes co-occurring in a membt?r gpproaches 1. Consider
Figure 10.1a. Exemplars E1, E2, E3, and E4 exhibit high AS because they
share attributes A, B, C, and D. In contrast, exemplars ES, 6, E7, and E8
exhibit low AS because they only share attribute Q. .
Throughout we refer to predictive relations as “correianon§. However,
we do not intend to limit our discussion to linear correlations between
multivalued attributes whose. values fall on ordered scales, such as height
and weight. Instead, we also need to consider relations between other sorts

ABCD ABCD ABCD ABCD
(R T T T T T R IO IO
1111 2222 83333 4444
QEFG QH!I J QKLM QNOP
10 T T T T U A I AR
5555 6666 7777 8888
{a)
ABCD ABCD ABCD ABCD
N A A
1111 1111 2222 2222
ABCD ABCD ABCD ABCD
0 T T O T T T A A N B
1122 1221 2112 2211

{b)

Ficurg 10.1. (a) Exemplars El, E2, E3, and E4 represent a category with Ingh AS:
exemplars ES, E6, E7, and E8 represent a category with low AS. (b) Exemplars E9,
E10, E11, and E12 represent a category with high V§; exemplars E13, E14, E15,
and E16 represent a category with low VS.
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of information, such as whether wings co-occur more often with feathers
than with gills. Hénce conditional probabilities across a table of predictive
and predicted information are a more exact expression of what we have in
mind. :
There are many possible measures of systematicity. For example, AS
could increase with the number of attribute correlations that fall above
some minimal value; or AS could increase with the percentage of attribute
correlations above some minimal value; or AS could increase with the
number of attribute correlations that involve the most predictive attri-
butes. These examples are certainly not exhaustive. For example, more
informative measures would include information about the levels of attri-
bute correlations, as well as their number.

Natural categories vary widely in AS. For example, dog has high AS
because most members have values on the same attributes {e.g., Jegs, firr,
color, weight, temperament). Artifact has low AS because most members do
not have values on the same attributes (e.g., wheels, pockets, handles,
rogf ). Categories that intuitively display a high level of coherence typically
seem to have high AS. We suspect that AS is closely related to what Rosch
and her colleagues had in mind when stressing the importance of corre-
lated structure.

Obviously a critical problem in assessing AS is specifying the relevant
attributes. One can obtain high or low AS for the same category, depending
on the attributes chosen. Later, when we discuss specific forms of knowl-
edge, we suggest principled ways of selecting relevant attributes.?

Value Systematicity

Value systematicity (VS) depends on and is enabled by AS, being comput-
able only across exemplars that share attributes. VS is the extent to which
values of one attribute predict values of another, averaged over pairs of
shared attributes. As VS increases, the average probability that the values

for one attribute predict the values for another attribute approaches 1.

Consider Figure 10.1b. Exemplars E9, E10, E11, and E12 exhibit high

*t is important to distinguish between attributes that could apply to a category
member versus ones that could not. Although cars do not have wings, they possibly
could. On the other hand, although cars do not reproduce, it is impossible that they
could. Consequently, it makes sense to say that a car has the value of #o value for
wings, but it does not make sense to say that a car has the value of no value for
means of reproduction. X no value is allowed as a value for either kind of attribute,
then measuring attribute systematicity becomes difficult if not impossible, because
categories like vehicle have high attribute systematicity (i.e., all vehicles would have
values, not only for wheels, propellers, engines, and pedals, but also for beaks, fur,
and means of reproduction). But following Barsalou and Bower (1984), we assume
that people normally do not include attributes having no value in category repre-
sentations. Consequently we expect that AS is best defined only over those attri-
butes that have a value other than no value.
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VS because the values for attributes A, B, C, and D are mutually predictive.
If the value of A is known to be 1, then one can infer that the values of B,
C, and D are also 1; whereas if the value of A is known to be 2, then one
can infer that the values of B, C, and D are also 2. In contrast, exemplars
Ei3, E14, E15, and E16 exhibit no VS because the values for A, B,C,and
D are not mutually predictive. Knowing the value of A does not provide
any information about the values for B, C, and D. Measuring the predictive
relations and systematicity that underlie VS can take many forms, as was
just discussed for AS.*

Natural categories vary widely in VS. Animal has high VS because values
for shared attributes often appear correlated (e.g., values for locomotion,
limb, reproduction, ltemperature regulation). Artifact has low VS because
values for shared attributes often appear uncorrelated (e.g., values for
material, shape, and color). '

FRAMES AND SUBCATEGORIES

We assume that AS and VS are central to “carving nature at its joints.” Not
only do people acquire information about patterns of AS and VS across
entities, they also use this information to create categories. For example,
certain categories may be salient because they have high AS: A set of
entities stands out as a group because the entities share values on the same
attributes. Bird may stand out because its exemplars share a large number
of attributes, providing them with high AS.

A stable pattern of attributes can be represented as a frame (Minsky,
1975; Rumelhart & Ortony, 1978). A frame consists of .a stable set of
variables that are integrated by an invariant set of relations and that take
on different values across exemplars. The frame for chair might contain
spatially organized variables for seat, back, legs, and arms that take on
different values across individual chairs. These variables, or slots, are
-essentially what we refer to as “attributes,” and their relatively stable
presence across exemplars constitutes high AS. Some theorists assume that
a frame simply contains an unordered list of attributes. Following other
theorists, we assume that relations connect a frame’s attributes, integrating
them into a pattern of systematicity. In later sections, we discuss spatial,
temporal, causal, and intentional relations that organize frame attributes.

Within a category having high AS, various subcategories may stand out

40ne could assess VS only for attributes common to all category members. For
vehicle, VS could be assessed for weight and color because they are common 10 all
exemplars; however, VS would not be assessed for wings and wheels because not all
exemplars have them, Alternatively, VS could be assessed over any attribuie that
applies to some category members (e.g., wings and wheels would be included for
vehicle). We opt for the latier so that we can discuss VS in categories having low
AS, such as vehicle. )
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because exemplars exhibit VS across the frame’s shared attributes. In bird,

“for example, duck contains a fairly stable pattern of values across the

attributes of mouth, neck, feet, locomotion, etc. Other subcategories such as
eagle and hummingbird contain different stable patterns of values.
Whereas some categories exist because their members share a common
frame (e.g., birds), others exist because they share a set of correlated values
that instantiate a frame (e.g., duck). Shipley (1988) proposes that people are
predisposed to believe that a particular attribute for a category (e.g., diet for
animal) has a homogeneous value for each of its subcategories (e.g., ba-
nanas for all monkeys, honey for all bears). These “gverhypotheses,” as
Shipley refers to them, reflect a bias to increase VS in category knowledge.

Consequently AS and VS are intimately related. AS represents a frame

that remains relatively invariant across a category’s exemplars. VS reflects

the extent to which the variability of values across frame attributes is
systematic and predictable. High AS in a category enables and often ac-
companies high VS in its subcategories. Both contribute to the overall
coherence of a category. Regardless of how one ends up distinguishing
attributes and values, we believe that AS and VS will combine in this
manner to produce category coherence.

HigHER-ORDER RELATIONS.

So far, we have only addressed first-order relations between attributes. But
as Gentner (1983, 1988) notes, higher-order relations often integrate first-
order relations. Imagine that Wanda prevents children from stealing apples
by buying a dog. This situation can be represented as: PREVENT [BUY
[Wanda, dogl, STEAL [children, apples]]. As can be seen, the higher-order
relation, PREVENT, integrates the two first-order relations, BUY and
STEAL. - '

We assume that higher-order relations are central to conceptual organi-
zation, often being organized around hidden causal attributes that interre-
late first-order relations. For example, if we observe Wanda buying a dog,
we might infer that she has the goal of preventing her apples from being
stolen, where this goal is a hidden causal atiribute. After reviewing various
Jiteratures, Murphy and Medin (1985) and Wellman and Gelman (1988)
conclude that hidden causal atiributes are used ubiquitously in acquiring
and organizing knowledge (also see Medin et al, 1987; Watienmaker,
Dewey, Murphy, & Medin, 1986). Numerous empirical results in the social
cognition literature, espécially regarding trait inferences, further attest to
the importance of hidden causal attributes (see Fiske & Taylor, 1984, fora
review). As we discuss throughout this paper, hidden causal attributes
contribute to systtinaticity in many domains.

Gentner (1983, 1988) uses “systematicity” in referring to the role of
higher-order relations in analogical reasoning. In fier structure-mapping
theory of analogy, systematicity is the extent to which higher-order rela-
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fions are common to the base and target domains of an analogy. Good
analogies have many higher-order relations in common, fﬁh‘ereas poor
analogies have few. Gentner’s construct of systematicity is similar to ours
in that higher amounts of integration are increasingly optimal. One differ-
_ ence is that we focus less on the height of higher-order relations and more
on the breadth of first-order relations (i.e., how densely attributes and
atiribute values are interrelated). However, full development of our ap-
proach requires assessments of higher-order relations as well. Anot?xer
difference is that we are interested in the statistical degree of correlation
between attributes. For example, systematicity in Figure 10.1 can vary
continuously as the average correlation across all possible attribute pairs
varies. In contrast, the relations in structure-mapping theory typically
represent the presence or absence of conceptual relations. In many cases,
these all-or-none relations represent logical or physical necessities in the
structure of a domain. :

DECOMPOSITION

One might suppose that an implementation of systematicity would essen-
tially be equivalent to a connectionist network (McCleil_&nd & Rumqihart,
1986; Rumelhart & McClellatid, 1986). In both, relations might simply
reflect correlational strength and nothing else between all possip}}a pairs of
representational units. If so, then implementations of systematicity would
not allow decomposition, as noted by Fodor and Pylyshyn (1988). But as
we discuss later, the relations in AS and VS simultaneously represent
correlational strength and conceptual relations (e.g., spatial,. tempgrgl,
causal, and intentional relations). Consequently, our view of systei.naticlty
supports decomposition in the sense that Fodor and Pylyshyn raise. The
various elements in a pattern of systematicity can be extracted and recom-
bined in rule-governed manners to form new representations. Althougl; we
do not propose productive mechanisms for doing this, our representations
support them. .
Because we only propose connections between attributes that are posi-
tively correlated, our construct of systematicity differs furtheF from stan-
dard connectionism. To make our account connectionist in this regarc}, we
would have to include cohnections between attributes that are negatively
correlated (i.e., inhibition). If these relations were unlabeled, they \f&’(?l%ld
complicate decomposition (Fodor & Pylyshyn, 1988). One ;)_0§31bﬁ1ty
would be to include negative relations only when they are explicitly no-
ticed. Because these relations are not passively established, as they wquld
be in a connectionist system, they might typically be labeled by relations
"that express contrast, mutual exclusivity, or impossibility. In- gfmeral, by
only representing correlations that are conceptually labeled, we capture
some statistical learning capability, while retaining decompositionality.

We disagree with Fodor and Pylyshyn (1988, p. 68) that the statistical -
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information represented by correlations between attributes is rarely rele-
vant to human cognition. Even cursory readings of the literature in cogni-
tive and social psychology reveal how ubiquitous statistical information is
in human knowledge and performance. Although people often do not
process frequencies and probabilities in a stafistically normative manner,
they nevertheless are extremely sensitive to this information, from the
most perceptual to the most conceptual sorts of processes. The papers in
Kahneman, Slovic, and Tversky (1982) and in Sternberg and Smith {1988)
clearly document the extensive role that statistical information plays in
human decision making and reasoning.

The statistical nature of our labeled relations differs in another impor-
tant regard from what Fodor and Pylyshyn (1988) have in mind. Fodor
and Pylyshyn appear committed to the view that semantic relations are
utilized according to the rules of logic. For example, once something has
been placed in a particular category, attributes related to the category are
logically entailed; they must be part of its representation (e.g., pp. 41 ~48).
In contrast, our statistical relations are not processed strictly according to
the rules of logic. Instead we assume that much of the quasi-logical charac-
ter that people impose on relations has its basis in probabilistic reasoning
and intuitive theories. ' :

Probabilistically, a system with access to correlational information might
infer that relations whose correlations fall above some threshold {e.g., .50)
are entailed. What this threshold might be is an empirical question. But
once statistical relations become interpreted in this manner, logical labels
may be attached to them. People’s intuitive theories of the world may also
impose a quasi-logical character on relations. As numerous theorists have
proposed, such theories often cause people to believe that certain relations
are necessary or have other logical interpretations during various forms of
reasoning and decision making (Carey, 1985; Cheng & Holyoak, 1985;
Lakoff, 1987; McCauley, 1987; Murphy & Medin, 1985; Rips, 1988).
People may impose such interpretations on relations even when the corre-
lations underlying them are low or nonexistent (Chapman & Chapman,
1969; Murphy & Medin, 1985). Strength of belief reflects both theory and
observation.

Consequently, we adopt virtues of both the connectionist and symbol
processing frameworks. The correlational nature of our relations provides
us with some of the statistical information that makes connectionist Sys-
tems powerful learners. But because these relations are also conceptually
labeled, they support compositional symbol processing.

*Fodor and Pylyshyn (1988, pp. 37-41) also use the term systematicity. For them,
systematicity refers Yo the principle that the ability to understand one idea entails
the ability to understand-certain other ideas. Understanding “Doug loves Luke”
entails understanding “Tuke loves Doug.” Fodor and Pylyshyn’s concept of sys-
tematicity, although related, is thus distinct from ours.
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Benefits of Systematiéity for Processing

Why might systematicity be an optimal organization for human knowl-
edge? We next discuss how systematicity benefits three important uses of
knowledge: Eearmng, inference, and retrieval. In our discussion of retrieval,

we consider various ways in which systematicity can produce stability and
instability in category representations.

LLEARNING

If systematicit-y structures the environment (Rosch et al.,, 1976), and if
organisms have evolved to seek this systematicity, then AS and VS in a2
conceptual domain should facilitate category learning. In contrast, the
absence of systematlcaty should make learning difficult. We consider the
roles of AS and VS in turn.

Attribute Systematicity

Imagine that a learner, with a bias toward secking systematicity, tries to
identify which pairs of attributes co-occur in a new category. Consider the
three categories in Figures 10.2a, 10.2b, and 10.2¢. As indicated by the
dashed lines, exemplars in any of these three categories can have either of
two values (1 or 2) on any of 12 attributes (A through L). However, not all
attributes need be present in a particular exemplar. The solid lines repre-
‘sent those pairs of attributes that tend to co-occur frequently with one
another across exemplars. In Figure 10.2a, for example, attributes A, B, K,
and L are connected by the six possible correlations between them to form
" a pattern of AS. Pairs of attributes that are not connected may never
co-occur or may co-occur unreliably. We make no assumptions in these
examples about correlations between attribute values.

Imagine that a learner receives exemplars from the category represented

in Figure 10.2a and tries to identify attributes that frequently co-occur (i.e.,
attributes that co-occur in the same exemplars, regardless of their specific
values). As soon as the learner detects any of the six correlations in Figure
10.2a, a bias toward systematicity would facilitate detecting the remaining
five correlations. How might this bias work? Billman and Heit (in press)
suggest that it takes the form of focused sampling. Although Biliman and
Heit only address focused sampling in learning VS, it can be readily
extended to learning AS: As evidence about co-occurring attributes accu-
mulates, assume that attributes in any undiscovered co-occurrence relation
are likely to co-occur with the initially discovered co-occurring attributes.
When one regularity is discovered, assume it is related to whatever other
regularitics may exist. '
Imagine a learner first detects the correlation between A and Bin Flgure

10.2a. A bias toward systematicity predicts that other attributes in the .
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FiGUre 10.2. (a) Attributes A, B, K, and L generally co-occur across category
members to form a pattern of AS. (b) Only attributes K and L co-oceur across
category members. {c) Six pairs of attributes are correlated across category mem-
bers but do not form a pattern of AS.

category entering into a co-occurrence relation also co-occur with A and B.
3y focusing attention on A, B, and the attributes with which they co-occur,
it becomes easier to identify the five remaining correlations (A-K, A-L,
B-K, B-L, K-L). For example, even the most distant correlation — between
K and L—is easily acquired after discovering the A-K, A-L; B-K, or B-L
correlation. By biasing search to A, B, and the attributes with which they
qorrelate, a learner expends less effort searching for nonexistent correla-
tions. Because neither G nor H would be found to co-occur with either A
or B, little effort would be made 1o look for a correlation between G and H.

If G and H did co-occur, learners with a bias toward systematicity might in
fact miss it.

In contrast, consider Figure 10.2b, where the only attributes that fre-
quently co-occur are K and L. The only way to find this correlation is to
search the entire space of possible correlations, because no other structure
draws attention to the relevant attributes. In the process, many more
negative cases would be tested than for Figure 10.2a (e.g., G-H). Figure
10.2c demonstrates that the organization of correlations— not just their
number—is critical for systematicity and its benefits in learning. Even
though the category in Figure 10.2¢ has the same number of correlations as
the category in Figure 10.2a, the organization of the correlations in Figure

@@@@@@@@
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10.2¢ provides no help in detecting correlations. Finding the correlation
between A and B, for example, provides no assistance in finding the
correlation between K and L. A and B provide no information about what
other attributes are correlated. Thus the entire space of correlations must
be searched to find the correlation between K and L, just as in Figure
10.2b.

Consequently, AS in a category, combined with a bias to seek systemat-
icity, facilitates detecting the correlations that constitute the AS and pro-
duces category coherence. Detecting the K-L correlation is much easier in
Figure 10.2a than in Figures 10.2b and 10.2¢. The primary drawback to
this heuristic is that it biases the learner against discovering isolated corre-
lations. But to the extent that the structure of the environment is correlated
{(Rosch et al., 1976a), seeking systematicity should provide more benefit
than cost in discovering attribute correlations.®

Value Systematicity

Imagine that a learner, with a bias toward seeking systematicity, tries to
identify which pairs of atiributes have correlated values in a new category.
As we discussed earlier, discovering co-occurring sets of attribute values
within a category is important for establishing its subcategories. Consider
the two categories in Figures 10.3a and 10.3b. Solid lines between lettered
squares represent those pairs of atfributes that tend to co-occur frequently
with one another across exemplars. Because attributes A, B, C, D, E,and F
are all interconnected in Figures 10.3a and 10.3b, the two categories have
the same pattern of AS. Solid lines between numbered circles represent
values that are correlated with one another across exemplars. In Figure
10.3a, the solid line between A-1 and B-1 means that whenever A has value
1, B is likely to have value i. Dotted lines between values represent values
that co-occur to some extent but that are not correlated. In Figure 10.3a,
the dotted lines from C-1 to D-1, D-2, and D-3 mean that whenever C has
value 1, D can take any of its three values. Because C-2 and C-3 are

¢We only claim here that focused sampling predicts facilitation when subjects.
receive no external feedback about the correctness of their responses during learn-
ing. Instead of relving on external feedback, a learner, who is using focused sam-
pling, generates predictions about additional atiribute correlations whenever a
correlation is detected. Internal feedback about these predictions is provided by
testing whether they are confirmed in observed exemplars. The result is that any
individuat correlation is learned faster when other cuies covary with it. Facilitation
from correlated cues contrasts with predictions and findings from learning with
external feedback. In several studies with external feedback, learning a given corre-
lation appears to be independent of (Trabasso & Bower, 1968} or inhibited by
{MacKintosh, 1975; Zeaman & House, 1963) the presence of other correlated cues.
Consequently the presence or absence of explicit feedback may moderate the

effects that systematicity has on learning.
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FiGURE 10.3. (a} Values for atiributes, A, B, E, and F are inter-

correlated to form a pattern of VS, (b) Two

pattern of VS.
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pairs of attributes have correlated values but do not form a
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similarly related to D-1, D-2, and D-3, the values for C and D are not
correlated. The reader should assume that attribute pairs for which no
connections between values are shown are actually connected in the same
way as the values for C and D (i.e., values for all these pairs of attributes are
uncorrelated). We have not shown these dotted lines in order to keep
Figures 10.3a and 10.3b simple. For example, each value of A in Figure
10.3a sometimes co-occurs with each value of C such that the values of A
and C are uncorrelated. '

As can be seen, VS is higher in Figure 10.3a than in Figure 10.3b. In
Figure 10.3a, the values of A, B, E, and F are correlated. if the value for A
is 1, then we can predict that the values for B, E, and F are also 1. If the
value for E is 2, then we can predict that the values for A, B, and F are also
2. Once the value for any of these four attributes is known, the values of the
remaining three can be predicted.

In contrast, consider Figure 10.3b. Here only two pairs of attributes have
correlated values: The values of A are correlated with the vatues of B, and
the values of E are correlated with the values of F. Because these two
correlations do not enter into a pattern of systematicity, much less predic-
tion is possible. If the value for A is 1, then one can only predict that the
value for B is 1 —no predictions can be made for the values of C, D, E, or
F. Consequently, VS is substantially lower in Figure 10.3b than in Figure

10.3a. ,

If learners are biased to seek systematicity, then it should be much easier
to detect correlations between attribute values in Figure 10.3a than in
Figure 10.3b. If a learner first detects the correlation between the values for
A and B in Figure 10.3a, then this will facilitate detecting the correlation
between the values for E and F. If the learner primarily searches for
correlations involving attributes already found to have correlated values,
all correlations will be detected, and unnecessary tests will be minimized.
For example, because the values of neither A nor B correlate with the
values of C or D, little effort will be made to find a correlation between

the values of C and D. Again, if there were an isolated correlation between

the values of C and D, it could be missed. .

" In contrast, consider Figure 10.3b. If a learner first detects the correla-
tion between the values for A and B, this will provide no help in detecting
the correlation between E and F. Because the values of neither A nor B
correlate with the values of E or F, search will not focus on E and F and
allow their correlation to be detected easily. Instead this correlation can
only be detected by searching the entire correlation space. In the process,
many more negative cases would be tested than for Figure 10.3a {e.g.,

testing the values for C and D).

" If learners have a bias toward seeking systematicity, then VS ii} a cate-
gory has the parallel strength and weakness of AS: VS facilitates the
discovery of correlations that constitute systematicity but inhibits the dis- -

covery of isolated correlations.
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Empirical Support

Bll%rpan and Heit (in press) show, computationally, that focused sampling
famhtatea_; gonyerging on systematicity. But do people actually benefit from
sy'ste_matimt;\( In the manner suggested by focused sampling? To explore
this issue, Billman and her colleagues investigated adults’ ability to leamn
the‘ rules of a miniature, artificial language (Billman, 1983,.1985; Billman
Heit, & Dorfman, 1987). Because systematicity underlies manyslinguistic’
categories, language learning is a good place to look for focused sampling
‘Rich patterns of VS -between semantic, morphological phonological.
agreement, and distributional attributes typically specify ca’tegories such as’
noun, ma;culine noun, and noun phrase. Consider English verbs. Their
attributes mc;lude inflection with ing, inflection with ed, multipk; argu-
ments, negation with not, and reference to actions. Because values for no
single attribute p'erfectly predict any linguistic category, systematicity
among many attributes might be the basis for inducing these categories
from t_he avatlable input (Maratsos & Chalkley, 1980).

Subjects in these experiments were exposed to miniature artificial lan-
guages by pbscrving sentences and scenes. In some conditions, the linguis-
tic categones were specified by patterns of VS; as in Figure 10.§a. Different
categories shared attributes but contrasted on their values, with values
being co_n'eiated across attributes. For example, noun categox,‘ies in one set
of experiments were specified by correlated values for referent type, stem
vowel, and ending type. In the comparison condition, the same cate,g:oﬂes

- were based on only one set of correlated values instead of three,

Fol}_owmg learning, subjects’ sensitivity to each correlation was assessed
when it I}ad occurred in isolation versus when it had occurred as part of a
systematic set of relations. Thus learning the identical correlation was
compared th}} or without systematicity. If people use focused sampling
then gystelz_aapcity should facilitate acquiring the target correlation be:
cause 1d§:m§fy1ng any correlation should lead to the target. But if peopie do
not capl?a-hze on the informativeness of an identified correlation then
systematicity should not help. ’

_ The experiments mimicked natural language acquisition in several cru-
cial respects. All structures in the artificial language occur in some natural
language ‘oqt are unlike English or other common Indo-European lan-
guages. l?upng learning, subjects watched animated displays accompanied
by descriptive sentences in “Neptunese.” Subjects received no tutoring or
feedback about the target correlations or linguistic categories but simply
observed. the input sentences and scenes. Five experiments were run using
several different grammars. In some, the contrasting categories were analo-
gous to noun subs;\zftegories. In others, they were relational categories with
;?:;aégonis.phrase stru\ct_ure rules, somewhat analogou; to verbs and

Across experiments, subjects were more likely to learn a target correla-
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tion when it occurred in a pattern of systematicity than when it occur}'ed in
isolation. This suggests that learners have proced}lres, not only for discov-
ering correlations, but also for selectively converging on systems of Forre}a—
tions. If the environment, either physical or linguistic, does provide gc_iz
“correlational structure,” as Rosch and her co]league_s suggested, then it is
not surprising that evolution has produced this sort of learning

mechanism.

" INFERENCE

There are at least two different forms of category-based inference: §nfen*{ng
that known category information applies to a new exemplar, and inferring
that new information found in an exemplar applies to a category. System-
aticity facilitates the ability to draw both inferences.

Category-to-Exemplar Inferences

Imagine that Figure 10.2a represents the attribute structure of a‘cgtegory. If
we discover that some new entity has attribute K, the 'syst‘emgncﬂy under-
lying this category enables us to infer that the entity is likely to have
attributes A, B, and L. In contrast, imagine that F1g1'1re 10.?b or 10.2¢
represents the attribute structure of a category. No_w if we dascoyer that
some entity has attribute K, we can only infer that it a{so has attribute L.
The same amount of given information for a new entity produces more
inferred information in Figure 10.2a than in Figures 10.2}3 and.l().ZC. As
AS increases for a category, the power to produce attribute inferences
Ses. .
mi;esasimilariy supports category-to-exemplar inferences. Imagine that the
shared attributes in Figure 10.3a represent the frame for. a category a;d
that the three correlated sets of values represent three of its su.bcategones
(e.g., A-1, B-1, E-1, and F-1 represent one subca'tegory}. If. we discover that
some entity has value 1 for attribute A, we can infer that it has value 1 for
attribute B, E, and F as well. In contrast, consider Figure 10.1:1]3. If we
discover that some entity has value 1 for attribute A, we can ogiy infer tpat
it has value 1 for attribute B. The same amount of given ';nformaﬁon
produces more inferred information in Figure 10.3a than in Fxgpre 10.3b.
As VS increases for a category, the power to produce vaiue. inferences
increases. : o

Gelman and Markman (1986, 1987) demonstrate the. importance of
categories in inference. When people discover_ that an entity belongs to a
category, they assume that this licenses a variety of mferences‘aboutrthe
_ entity: Attributes observed for previous category members are hkt_aiy to be
true of the newly assigned member. We suggest la‘ger that natural 'kl_nds and
highly specific categories may typically have higher systematicity than
artifacts and less specific categories. Interestingly, Gelman (1988) reports
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that these high-systematicity categories encourage greater inferencing than
these low-systematicity categories. Consequently, systematicity appears re-
lated to drawing category-based inferences: Once we know that an entity
belongs to a particular category, we are increasingly likely to infer that it
exhibits category attributes to the extent those attributes are systematically
related. :

Exemplar-to-Category Inferences

Upon discovering that some new attribute is true of a known exeraplar,
people may use systematicity to draw inferences about the attribute’s scope
of application. One possible heuristic is to identify the exemplar’s domi-
nant category, retrieve the frame (AS) associated with that category, and
integrate the new atiribute into the predictive relations that the frame
represents. If people are biased to seek systematicity, they may initially
assume that the new attribute correlates highly with other attributes in the
category’s frame. Upon discovering that a particular person has a spleen,
for example, children may retrieve the frame for Auman and integrate
spleen into it. :

Of course, the degree to which ‘such inferences are drawn also depends
on the particular attribute. Upon discovering that a particular car has a gas
filter, people may infer that all cars have gas filters. But discovering that a
particular car has a television would probably not lead to an analogous
inference. People’s intuitive theories of the world must be central in deter-
mining which attributes become generalized (Carey, 1985; Keil, 1987;
Lakoff, 1987; McCauley, 1987; Murphy & Medin, 1985; Rips, 1988;
Schank, Collins, & Hunter, 1986). The degree to which such inferences are
maintained also probably reflects experience. Someone might find it plau-
sible to infer initially that all cars have gas filters, only to modify that
inference later upon discovering that some cars do not.

The integration of novel attribute values appears similar but different. If
a new value is encountered for an attribute that has typically had some
other value across category members, the new value may not be general-
ized. Discovering that a 1966 Volkswagen Bug has an oval steering wheel
will probably not lead to the inference that all 1966 Bugs have oval steering
wheels. Instead, previous experience with round steering wheels will domi-
nate. But if the new value is for an attribute never before encountered, the
value may be integrated with preexisting correlated values that specify the
category, assuming it seems plausible to do so. Discovering that a 1982
Toyota Celica has rear disc brakes will probably lead to the inference that ,
all 1982 Celicas have rear disc brakes, along with four-cylinder engines,
rear-wheel drive, and other correlated values.

The point is that \syste_maﬁcity tay guide the Integration of new attri-
butes and values into knowledge. A new attribute may typically be inte-
grated into the frame (AS) for the exemplar embodying the attribute, when
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the attribute could plausibly apply to other category members. A new value
. may similarly be integrated into the appropriate set of correlated values.

RETRIEVAL

Stability

Our central thesis is that systematicity underlies the stability of category
representations. Consider how the AS in Figure 10.2a might produce
stability. As we discussed earlier, the'connections between attributes simul-
taneously represent correlational strength and conceptual relations. In the
following examples, we further assume that these connections transmit
spreading activation, where the amount of activation is some function of
correlational strength (cf. Collins & Loftus, 1975). Imagine that attribute A
in Figure 10.2a becomes active. Because A is associated with B, K, and L,
activation spreads from A to these other attributes. They in turn send
activation back to A and to each other, with activation passing back and
forth among attributes over time. In this synergistic or quasi-connectionist
manner, the pattern of attributes settles into a stable, mutually reinforcing
pattern of activation. '

Why would this synergistic activation of attributes produce stability?
Imagine on one occasion that only K were initiafly active. Imagine on
another occasion that only L were initially active. In both cases, the same
pattern of attributes— A, B, K, and L —would eventually emerge. Regard-
less of which attribute is initially active, activation settles into the same
pattern of attributes. Because the information activated imitially for a
category may vary widely, systematicity in category knowledge ensures
that some stability occurs across its representations in different contexts.
Along these lines, Whitlow, Smith, and Medin (1982) report that sentence
sets with correlated predicates lead to better retrieval, reducing interference
(fan effect) among associated items.

VS similarly produces stability. Imagine that each set of correlated
values in Figure 10.3a represents a subcategory (e.g., A-1, B-1, E-1, and
F-1). If A-1 becomes active on a particular occasion, activation spreads

from A-1 to B-1, E-1, and F-1 to produce a stable, mutually reinforcing-

pattern of activation. Regardiess of which value is initially active, the same
pattern will always be activated for the subcategory, thereby providing its
representations with stability.

Context-Independence

If a pattern of attributes or values occurs frequently enough across category
members (i.e., systematicity is sufficiently high), it may develop an auto-
matized status. When the same attributes or values occur for most nem-
“bers of a category, a structural change takes place in memory such that
these properties are always included in category representations. This rela-

10. Systematicity and Semantic Ambiguity 169

tion between consistent mapping and obligatory (automatic) activation has
ber?n ‘widely documented in the attention literature (e.g., Schneider &
Shiffrin, 1977; Shiffrin & Schneider, 1977). Barsalou (1982, 1987, 1989)
refers to information that acquires this status as being “context-indepen-
dent” gnd proposes “that it provides one kind of core information for
categories,

Explanatory Attributes

Attrii:_:utes may often become context-independent after being frequently
perceived in exemplars (e.g., wings for birds). However, other attributes
that are often hidden from view may also become prominent because they
explain surface attributes (Wellman & Gelman, 1988; also see Carey, 1985;
Fiske & Taylor, 1984; Keil, 1987; Lakoff, 1987; McCauley, 1987; Miller &
Johnson-Laird, 1976; Murphy & Medin, 1985; Nelson, 1974, 1978; Rips,
1988; Schank et al., 1986). Examples of such attributes include spiritual
essences, personality traits, cognitive abilities, internal organs, genes,
aFonm.: structure, and so forth. Explanatory attributes may generally pro-
vide higher-order organization of lower-level relations, as discussed earlier.

To the extent these hidden atiributes frequently play a role in the
con_aprehension and representation of exemplars, they may acquire an
ol?iz_gatory, context-independent status. But to the extent they are rarely
ut1hz§d in processing, they may typically remain inactive. Because the
chemical composition of H,O is rarely relevant o our interactions with
water, for example, it does not acquire a context-independent status. Con-
_sequenﬂy, information that is logically or epistemologically fundamental
in some sense does not necessarily have to be present in category represen-
tations (cf. Putnam, 1977). Instead, information may only be context-inde-
pen(ien‘g to the extent that it is frequently perceived and/or relevant to
mte'ractmg with category members. This does not imply that people cannot
retrieve a_nd use more fundamental information in relevant situations, Nor
does 1t imply that people’s normal representations are explanatorily
incoherent.’ ‘

Instability

Instal;iiity in retrieval can also be understood in terms of AS and VS.
Consider Figure 10.2a. Because attributes A, B, X, and L occur across most
category members, they are strongly interconnected. As defined earlier,
other pairs of attributes idiosyncratically co-occur but not systematically

~

7Ob'{10usly our view implies that people typically do not represent categories in a
f:lassxca} manner, namely, with necessary and sufficient attributes. This implication
1s consistent with the last 20 years of categorization research (Medin & Smith
1984; Mervis & Rosch, 1981; Oden, 1987; Smith & Medin, 1981). '
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(e.g., B-C, G—H, J-K). Assume that these idiosyncrat‘ica}}y Co-occurring
attributes are connected by weak pathways that transmit srpaH amounts (?f
activation. Consequently, when A, B, K, and L are _actwated via their
strong pathways, they send small amounts of activation to attributes C
through J. Because these latter relations are vsfeak and .dq not form systern-
aticities, they compete for the limited activation remaining. The. attnbu_tes
that eventually become activated may vary, depending on which receive
the most activation on a particular occaston. Although A, B, K, and L are
always activated, thereby producing stability across contexts, these attri-
butes may additionally activate D and G on one occasion but F and J on
another, thereby producing instability. .

Low VS produces instability in a similar manner. Consider the subcat_&
gory defined by the correlations between values A- 1‘, ’B-%, E-1, and F-.i in
Figure 10.3a. If A-1 becomes active, it produces stability in representations
of the subcategory by also activating B-1, E-1, and F—_ i. But because these
values are not strongly associated to values for attnputf;s C a'n‘d D, the
values activated for C and DD may vary, thereby producing instability across
confexts. ' ' ; )

VS can also produce instability in another way. Consider the category
represented by the frame in Figure 10.3a, that is, the set of f:xemglars that
share attributes A, B, C, D, E, and F. As discussed egrher, this frame
provides stability for category representations at the .attrxbute_ level. H‘ow'
ever, representations of this category may also contain valuq information,
even if it is irrelevant to defining the category. On one occasion, A-1, B-1,
E-1, and F-1 may be active; but on another A-2, B-2, E-2, and F-2 may b_e
active, thereby producing instability. Correlated patterns of valun_es acti-
vated in this manner produce instability because they compete with one
another for activation during retrieval. When representing bzrd,.for exam-
ple, people may not simply activate bird attributes but may also instantiate
them with values for a particular subcategory {(e.g., sea gull on one occasion
and bluejay on another).? ‘

However, if one set of correlated values occurs much more frequently
than all others, it may provide a set of defaul? values for the‘ frame. Under
these circumstances, the default values may generally dominate the com-
petition between correlated sets of values. As a result, the de_fault values

“may reduce instability and increase stability in representations of the
category specified by the frame. ‘

Fignarilily, pccurrela’ted sets of values may provide norms b}{ which current
events are judged {¢f. Kahneman & Miller, 1986). Certain values_ of an
event—those that are immutable, according to Kahneman and Miller —

ili in impli ies in alclassical
8V alue instability again implies that people do.not represent categories in a :
manner. Instead, people often instantiate attributes with values that overly specify
the category {Anderson, Pichert, Goetz, Schallert, Stevens, & Trollip, 1976)._
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may be used to access a pattern of values in a frame containing the
immutable values. Other values in this pattern then provide predicticns
about their counterparts in the current event. If the predicted and observed
values match, the event is normal; if they mismatch, the event is surprising.
Because many patterns of correlated values exist within a single frame, -
many possible norms can be constructed, one for each pattern of values.
Moreover, each pattern of values can serve as a norm for any value in the
pattern that might be viewed as immutable on a particular occasion.

Determinants of Instability -

What factors underlie the competition that produces instability? We as-
sume that three determinants of activation play central roles: frequency,
recency, and context (Barsalou, 1987, 1989). We further assume that these
determinants affect retrieval through standard associative mechanisms
found in spreading activation models. '

Attributes and values vary in how frequently they occur for a category.
We assume that frequent attributes and values are most likely to be acti-
vated, all other factors being equal. To the extent that attributes and values
vary across exemplars, they compete, and more frequent information dom-
inates. If people differ in the attributes and values they frequently experi-
ence, instability occurs between individuals, '

Attributes and values vary in how recently they have occurred for a
category. We assume that recent attributes and values are most likely to be
activated, all other factors being equal. Because recent attributes and values
vary across people for the same category, instability occurs between indi-
viduals. Similarly, because recent attributes and values vary at different
points in time for the same person, instability occurs within individuals,

Attributes and values vary in how relevant they are to the current
context. We assume that attributes and values currently relevant are most
likely to be activated, all other factors being equal. We assume that context
effects emerge from patterns of systematicity: When part of a systematicity
occurs as context, it activates other parts of the systematicity that are
currently inactive. For example, knowing that an animal Jives in trees and

Jlies serves as context to activate related attribute values such as feathers
and beak in the frame for animal

Systematicity in Primitive Forms of Knowledge

We next explore how AS and VS manifest themselves in human knowl-
edge. In this section, we consider the systematicity that underlies three
primitive forms: ontological kinds, basic object frames, and basic event
Jrames. By “primitive,” We mean that these three forms of knowledge arise
" naturally and effortlessly from experience during early childhood. In a later
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section, we propose that more abstract forms of knowledge evolve from
these primitive forms. In our discussions of basic object frames and basic
event frames, we explore their propensity for producing stability and insta-
bility in category representations.

ONTOLOGICAL KINDS

Ontology concerns the fundamentally different kinds of things in exis-
tence. We assume that fundamental kinds exist and that some of these are
ever-present and unavoidable in human experience and activity. As a
result, we believe that evolution has biologically prepared human cognitive
systems for perceiving and understanding these ontological kinds. In par-
ticular, we suggest that location, time, agent, action and object are five
ontological kinds that fundamentally structure human experience. These
five kinds have been widely noted by philosophers, linguists, and psycholo-
gists as being central to language, knowledge, and thought (see Miller &
JTohnson-Laird, 1976, for a review). After we summarize our rationale for
including these kinds in a fundamental ontology, we contrast our approach
with the one taken by Keil (1979, 1981).

Location. Every event that an individual experiences occurs in a location.
Moreover, there is one invariant domain of locations that every human
habitates, namely, earth. Although we do not all experience the same
locations, those we individually know all have the same local Euclidean
properties and are interconnected spatially in an invariant configuration. It
is now widely believed that évolution has endowed humans with neurologi-
cal specialization for navigating this environment (e.g., O’Keefe & Nadel’s,
1978, 1979, work on spatial mapping of the hippocampus). This biological
preparedness for perceiving and navigating space can be construed as
knowledge of an ontological kind. It scems reasonable to assume that
infants come into the world ready to understand that locations are points
“in space and that these points differ fundamentally from other kinds of
things in experience.

Time. Every event occurs at some time. Adults may often fix the time of
an event with respect to abstract temporal systems for minutes, hours,
days, weeks, months, and years. In the absence of such knowledge, infants
may often fix the time of events with respect to meaningful cycles and

_patterns in their lives (e.g., eating, sleeping, day/night, schedules of par-
ents). Moreover, the temporal position of an event may often be encoded
relative 1o other events occurring within the same temporal window (e.g.,

"an infant might code being picked up as occurring after seeing a parent
enter the room). Much work on animal conditioning can be viewed as
having investigated the parameters of relative temporal coding, |

Agent and Action. Infants learn quickly that they are agents who can
produce actions on the world to achieve goals, Consequently, it seems
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reasonable to suppose that infants understand agency and action at an
early age. Moreover, such understanding may readily extend to recognizing
external agents and their actions. We suspect that children’s readiness to
perceive causality (Baillargeon, Spelke, & Wasserman, 1985) is closely
related to their ability to perceive agency.

Object. Actions are typically performed on objects. Infants pick up rattles,
throw food, cuddle stuffed animals, and so forth. In general, the under-
standing of agent and action seems closely bound with an understanding of
what agents act on, namely, objects. By “object” we do not mean the
category of “physical objects” in Keil’s (1979, 1981) ontology, namely;
physical entities that are inanimate, well-bounded, and movable. Instead,
for the remainder of this paper, we will use “object” when referring to
entities on which agents act. We will use “physical object” when referring
to the physical sense of “object.” These two senses are correlated in that
many of the things on which people act are physical objects. Spelke’s
(1982) finding that infants understand the physical sense of object at a very
early age therefore appears consistent with our view.

Intuitive Theory of Intentional Events

Because humans have evolved in an environment where location, time,
agent, action, and object are ever-present, they may have developed biolog-
ical predispositions for using these kinds. Moreover, these kinds may
constitute the fundamental ontology of human experience, at least in
infancy. Additional ontological kinds probably develop later. Of thése, we
imagine that mental events and instrument are universal and necessary,
given most humans probably understand them after sufficient
development.

We believe that location, time, agent, action, and object are central
concepts in an intuitive theory that people have of intentional events.
According to this theory, an intentional event occurs whenever an agent
performs an action on some object in & particular location at a particular
time. We assume that this intuitive theory is available early in infancy and
structures infants’ understanding of their interactions with the world. As
we propose shortly, this intuitive theory also constrains the development of
other primitive forms of knowledge.

Roles versus Essences

Our ontological kinds.differ somewhat from those in Keil (1979, 1981; also
see Sommers, 1959, 1963). Keil's ontology appears heavily driven by
logical and scientific concerns. His ontological kinds conform to formal
criteria (e.g., the M constraint) and often appear based on scientific dis-
tinctions (e.p.; between plant and animal). In conirast, our ontological
framework is not an attempt to provide an objective or formal account of
the kinds of things in existence. Instead our ontological kinds are more
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related to how people perceive their interactions with the world. Although
some of Keil’s kinds overlap with ours, some of his others rely on cultural
and scientific theories acquired after infancy (e.g., plants versus animals).
Instead, we assume that our five kinds have a biological basis in the human

cognitive system and emerge early in infancy to support initial interactions ’

with the environment.
Perhaps the fundamental difference between our ontological kinds and
-Keil’s is that ours concern how people perceive the roles of entities in
intentional events, whereas Keil’s concern how people perceive the es-
sences of the entities in existence. In our scheme, apple would be classified
as an object, because apples often serve as objects on which agents act. In
Keil’s system, an apple would be classified as a plant, which defines its
essence. ’

We believe that people develop both sets of distinctions. However, we
believe that people’s knowledge of many essences often develops later than
location, time, agent, action, and object. Moreover, much of people’s
knowledge of essences may be better construed as belonging to their knowl-
edge of taxonomic superordinates. As we discuss in a later section, taxo-
nomic superordinates are abstract categories that organize the kinds of
things in the world according to their essences. Although taxcnomic super-
ordinates are usually assumed to be categories like o0l vehicle, and frui,
we believe that many of the ontological kinds in Keil (1979, 1981) are also
taxonomic superordinates (e.g., plant, human, animal, living thing,
artifact).

Systematicity

What attributes define the categories of location, time, agent, action, and
object? This is a very difficult problem. Similar to Johnson-Laird (1983,
1987), we believe that these categories are specified in cognitive systems
well below the level of consciousness. Although humans have the cognitive
machinery to recognize these kinds, it is not available for inspection. We
suspect that theoretical analyses, similar to those on syntactic mechanisms,
could be performed on ontological kinds. We do not attempt such analyses
here (cf. Keil, 1979, 1981).

However, we assume that a set of co-occurring attributes defines each
ontological kind to provide it with AS. For example, physical, movable,

and causal appear to co-occur as attributes of agents. Because these attri-

butes co-occur across many agents, they provide some AS for the category.
Whatever the attributes happen to be, we suspect that the human cognitive
system is biologically prepared to perceive them as a correlated set that
defines the ontological kind. Because we do not have much to say about
the attributes that underlie ontological kinds, we also do not have much to
say about their VS. Nor do we have much to say about their stability and
instability. Our main point is that ontological kinds provide a primitive
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form of knowledg§ that probably depends to a large extent on biologically
based AS. As we discuss in later sections, this knowledge appears central to
other forms of knowledge.

Basic OBiecT FRAMES

Basic object frames are another primitive form of human knowledge: We
assume_that they represent a more specific level of categorization than
~ontological kinds and rely much more on experience. Basic object frames
represent basic-level categories of physical objects, agents, and Jocations. In
general, a basic object frame captures the topological structure that gener-
ally oceurs for a particular kind of physical entity. We first address the
partonomies that represent exemplars, where “partonomy” refers to an
exemplar’s topological structure. We then address how these partonomies
are generalized to form the basic object frames that represent basic-level
categories. Finally, we address how subordinate-level categories and men-
tal models for physical systems develop from basic object frames.

Exemplars

We assume that an innate perceptual system “parses” the topological
structure of a physical entity into visual primitives.® We adopt Biederman’s
(1987) proposal that the biologically based primitives in visual perception
are geons. I-I_owever, our argument would probably remain unchangéd if
visual primitives turn out 1o take some other form. Geons are generalized-
cone components such as blocks, cylinders, and wedges derived from five
r.obusﬂy detectable properties of two-dimensional images (curvature, col-
Imearit}f, symmetry, parallelism, and cotermination). As shown in Figure
10.4a, six geons represent the typical airplane: one cylindrical geon for the
body, two large triangular geons for the wings, and three smaller triangular
geons 'fozj the tail. Biederman (1987) presents numerous arguments for why
geons might be the elemental attributes of visual perception.

The geons extracted from a visual stimulus are integrated by spatial
part-whole relations to form a hierarchical partonomy (cf. Palmer, 1977’
1983). In the partonomy for a human body, geons for fingers and the pahr;
are integrated by spatial relations into a hand, which is then integrated by
azzoi_:her spajtial relation with the arm, which is then integrated by another
spatxgl relation with the body. These partonomies integrate the parts of a
physical entity according to their spatial relations and nestings. We assume
that Gestalt mechanisms of perceptual organization play a central role in

We realize that we are glossing over important epistemological issues concerning
the vex?dzcghty, or “realism,” of perception. For convenience, we assume that
perception is reasonably veridical and that the structure of perceptions typically
bears a strong correlation with the structure of physical entities, '
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(a) {b)

FigURE 10.4. (2) The configuration of geons for agirplane. (b) The AS between the
attributes (geons) for airplane.

this process. Miller and Johnson-Laird (1976), Markmaq and Sae;i)ert
(1976), Nelson (1978), and Tversky and Hemenway (1984) dmcus; {;;7 on&
omies in perception and categorization. Chafin and Herrmann {1987) 1?111
Winston, Chafin, and Herrmann (1987) present a taxonomy of part-whole
re}—’?‘igr:értonomy for an individual exemplar usually exhibits perfect ss{s-
tematicity. Because the same geons are always present for the exemplar
across situations— unless its physical structure changegameach CO-0CCUrS
with all the others, as shown in Figure 10.4b. As we discpssed earlier for
decomposition, the relations in Figure 10.4b Flo not snpply represe;;’;
correlations but also represent conceptual relatmns,.u_a tbls. case, spati
relations. We assume that spatial relations dq not qngmate in conscious,
effortful computation. Instead, they originate implicitly and autogzatxcaﬂg
during the operation of biologically based perceptual mechanisms (;: .
O’Keefe & Nadel, 1978, 1979). Consequently, we assume that two rela-
tional forms of information are computed for. geons that.co«occur ina
partonomy: correlational information and spatial information.

Rasic-Level Categories

Imagine that a person experiences different exemplar§ t}lat have the same
partonomy. We assume that this shared partonomy 18 mduc?d togfgrllgba
basic object frame. The geons in the partonomy become attributes in the
frame and take on different values across exemplars. A child encountering

several different airplanes that have the same partonomy might induce a
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basic object frame for airplane. Encountering several different humans
should similarly produce a basic object frame for the human body.

As noted by numerous investigators, basic-level categories are privileged:
They are learned earlier in development than other categories; they are
processed more quickly; and they are used more often for labeling (Joli-
coeur, Gluck, & Kosslyn, 1984; Mervis, 1987; Murphy & Brownell, 1985;
Murphy & Smith, 1982; Rosch et al., 1976; Tversky & Hemenway, 1984).
Rosch et al. (1976) concluded that the basic level’s optimality reflects its
informativeness and parsimony: Categories at the basic level capture much
information with a relatively small number of categories. However,
Tversky and Hemenway (1984) reassessed Rosch et al’s arguments and
concluded instead that basic-level categories are optimal because they
share the same components in the same configuration (i.e., basic object
frames). More recently, Biedérman (1987) has argued that geons are the
primitive attributes underlying partonomies at the basic level. Conse-
quently, there is some controversy over what constitutes the basic level.

We believe that the basic level may be relative to particular categoriza-
tion processes: Different taxonomic levels may be optimal for different
processes. We therefore distinguish between a perceptual basic level and an
informational basic level. .

The perceptual basic level contains those categories processed the fastest
and therefore made first during the perception of a stimulus, Ifa configura-
tion of geons is the first information available for an exemplar, then the
category defined by this basic object frame should be perceptually basic.
According to this view, the perceptual basic level does not change with
expertise, contrary to Rosch et al. (1976). Because more specific categories
share the same basic object frame, they compete with each other during
categorization and thereby slow processing (for relevant evidence, see Joli-
coeur et al., 1984; Murphy & Brownell, 1985; Murphy & Smith, 1982). In
contrast, different categories at the basic level compete less because they do
not share a basic object frame.

An implication of this view is that basic object frames determine the
basic level in perception, independent of the conceptnal and linguistic
organization of categories. As a number of investigators have noted, atypi-
cal members of basic-level categories are categorized faster at the subordi-
nate level than at the basic level (Biederman, 1987; Jolicoeur et al,, 1984;
Murphy & Brownell, 1985; Tversky & Hemenway, 1984). Consider rock-
ing chair, which does not share the basic object frame associated with the
majority of chairs. Rather than being initially categorized with the basic
object frame for chair, rocking chairs are categorized with their own basic
object frame. As a result, categorizing them into rocking chairs proceeds
more rapidly in pérception than categorizing them into chairs. Initial
access into the conceptual system appears to occur through categories

defined by basic object frames. ' _

Categorization need not stop at the perceptual basic level. Whereas
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novices may stop at this Jevel because it is the easiest to process, experts
may continue categorizing a stimulus to an informational basic level,
namely, to more specific categories that carry more information. Thus the
informational basic level may vary with expertise, even though the percep-
tual basic level remains constant, The informational basic level may also
be more important to language than the perceptual basic level. As noted by
Cruse (1977), speakers select categories that optimize reference according
to pragmatics of the current situation. In some situations, categories below
the basic level may best communicate the speaker’s intended meaning. In
others, categories above the basic level may be preferable.

Privileged Status of Basic Object Frames

Categories at the perceptual basic level exhibit high AS because their
members contain the same attributes (geons) in the same configuration.
Even though the values for these attributes vary across exemplars in length,
color, texture, etc., the same partonomic attributes always co-occur. If
cognitive systems are biased toward discovering patterns of systematicity,
as we proposed earlier, then acquiring categories at the perceptual basic
level should be facilitated. '

Moreover, because the detection of geons and spatial relations is biologi-

cally built into perceptual mechanisms, the information necessary for _

acquiring basic object frames is available very early in development. Learn-
ing and conscious attention are not central to utilizing geons and spatial
relations successfully. Instead basic object frames are induced effortiessly
and reliably from experience with the physical world. Because geons and
spatial relations are privileged in the cognitive system, we believe that basic
object frames are fundamental to human knowledge and play a central role
in many other forms of knowledge.

 We noted earlier that a fundamental problem in accounting for AS and
VS is specifying the critical attributes in induction (Armstrong et al., 1983;
Carey, 1985; Goodman, 1955; Lakoff, 1987; McCauley, 1987; Murphy &
Medin, 1985; Schank et al., 1986). For basic object frames, this problem
appears manageable: The relevant attributes are simply the primitive shape
attributes of visual perception. If one believes that Biederman’s (1987)
account is correct, then the problem is essentially solved, because Bieder-
man specifies a relatively complete set of possible primitives. The related
problem of how to identify the relevant relations between attributes also
appears manageable. Here we can simply assume that spatial, part-whole
relations are sufficient (O’Keefe & Nadel, 1978, 1979). For both the attri-
butes and relations in basic object frames, evolution appears to have solved
‘the relevance problem for us.

Subordinate Categories

Within basic-level categories, more specific, subordinate categories may
develop for salient patterns of VS. In bird, for example, salient patterns of
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VS may produce robin, pigeon, and bluejay. Subordinate categories may
provide natural contrasts with each other because they share a basic object
frame but differ on the values of its attributes.

The values that define subordinate categories, rather than being the basic
shapes that constitute geons, may often provide additional information
about geons (e.g., size, texture). Biederman (1987) argues that the visual
system needs more time to extract this information than geons. If so, then
subordinate categories should gererally take longer to identify than basic-
level categories. Moreover, because subordinates of a basic-level category
share a common basic object frame, discriminating and learning them may
generally be more difficult than learming the basic-level category. The
literature .on basic-level categories has produced similar conclusions (Joli-
coeur et al., 1984; Mervis, 1987; Murphy & Brownell, 1985; Murphy &
Smith, 1982; Rosch et al., 1976; Tversky & Hemenway, 1984).

Returning to our earlier discussion of exemplars, they too can be viewed
as sets of correlated values, where the values are more specific than those
that specify subordinate categories. Viewing exemplars as sets of correlated
attribute values is similar to Medin and Schaffer’s (1978) and Hintzman’s
(1986) relational view of exemplar representation. Although we believe

- that people store extensive information about exemplars, we do not be-

lieve, as these theorists apparently do, that exemplars are stored indepen-
dently of one another in memory. Instead, because exemplars of the same
basic- or subordinate-level category share a basic object frame, they are
integrated into memory as correlated sets of attribute values that instan-
tiate the same frame. Because many exemplars instantiate 2 frame, much
potential for interference between them exists (see Barsalou, 1988, for an
example of how events can be represented in this manner).

Hidden Parts and Mental Models

People often know more parts for a physical entity than those that com-
pose its exterior. Internal parts may be directly perceived on some occa-
sions (e.g., cutting a piece of fruit, disassembling a car engine). Or knowl-
edge about them may be acquired indirectly through hearsay and
instruction {¢.g., studying the internal organs of the human body in
school). To varying extents, people may integrate the spatial locations of -
internal and external parts {e.g., noting that the brain is in the head and
that the heart is in the chest). In this sense, the representation of internal
parts is a natural extension of the basic object frames that underlie catego-
ries at the perceptual basic level.

However, the representation of internal parts may often produce causal
and temporal relations between attributes in basic object frames (e.g., the
brain causes the limbs and sense organs to move; food passes from the
stomach to the intestine). Causal and temporal relations, coupled with
basic object frames, form “mental models™ that can simulate the behavior
of category members. Given an input to such a model, one can manipulate
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attributes and relations of the basic object frame to predict intermediate
states and final outcomes (Gentner & Stevens, 1983; Johnson-Laird, 1983;
Rasmussen, 1986). We assume that these internal paris often impose
higher-order structure on lower-level relations, as we discussed earlier {cf.
Gentner, 1983, 1988). Internal parts also appear central to the intuiiive
theories that people have about categories (e.g., Keil, 1987; McCauley,
1987; Murphy & Medin, 1985; Rips, 1988; Wellman & Gelman, 1988).

Stability and Instability

A number of hypotheses concerning stability and instability follow from
our analysis. In most cases, not much evidence exists to assess these
hypotheses. Therefore they should be viewed as issues for future research.
Similar subsections on stability and instability in later sections provide
hypotheses of a similar ilk. For reviews of the current evidence, see Barsa-
Iou (1987, 1989). ,

Basic object frames should provide a major source of stability for basic-
and subordinate-level categories. Because the same geons occur for most
members of the category, this pattern of AS should become well en-
trenched in memory. Generally when an exemplar of airplane occurs, the
same geons apply. Moreover because these geons apply in most contexts,
they become consistently mapped to “airplane” such that reading or hear-
ing it activates these attributes in a context-independent manner. When
Barsalou, Spindler, Sewell, Ballato, and Gendel (1987) performed a con-
tent analysis of subjects’ word definitions, they found that parts were
frequently mentioried (cf. Rosch et al., 1976; Tversky & Hemenway,
1984). )

For subordinate categories and exemplars, VS should provide further
stability. Because correlated sets of values specify subordinates and exem-
plars across contexts, these sets should become well entrenched in mem-
ory. Every time one’s pet golden retriever is encountered, a similar set of
attribute values is present. Later, in constructing representations for this
exemplar, its correlated set of values should provide additional stability
‘beyond the basic object frame associated with dog. Consequently, repre-
sentations of subordinates and exemplars should exhibit more stability

_ than representations of basic-level categories.

Variability in value information should produce instability. If basic-level
categories are primarily specified by basic object frames, then much poten-
tial exists for instability at the level of values. Consider representations of
chair. The representation on one occasion might specify that the legs are
short, brown, and rough; whereas on another it might specify them as being
Iong, white, and smooth. As we discussed earlier, the activation of different
values may depend on frequency, recency, and context.

Representations of subordinate categories and exemplars may also ex-
hibit variability in values. But because these representations exhibit some
stability in value information, there should be less potential for variability.

.‘:i‘ “backyard self, woman location
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Insbtgad, variability in value information should become increasingly
subtle.

Basic EvENT FrRAMES

We assume that basic event frames are another primitive form of knowl-
edge. As we discuss later, both children and adults appear to extract basic -
event frames naturally and effortlessly from experience. We first address
the partonomies that represent individual events. An “event partonomy”
represents the various parts of an event (e.g., the agent, action, object
location, and- time) and their relations to one another, (e.g., spatial tem:
poral, causal, and intentional relations). We then address how thes:a par-

tonomues are generalized to form the basic event frames that represent
what we will refer to as “summarized events,”

Individual Events

Foilo_wing our previous discussion and Barsalou (1988), we assume that a
physxcal event includes entities from multiple ontological domains. A
typical event ;'nciudes an agent, action, object, location, and time. Consider
the example in Figure 10.5a: A child (agent) plays catch {actions) with a

catch catch

ball evening cbject time

(&) (b}

catch
uncluttered seif, parent
location
bal when parents
~ are available

“ ()

Frcure 10.5. (a) A basic event frame. (b) A generalized action, {c) A peneralized

" action with two goal-derived catepories.

agent
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woman (agent) using a ball (object) in a backyard (location) in the evening
(time). In other words, the parts of a physical event are the relevant
ontological entities. We assume that events may often have additional
parts, such as insiruments, patients, and experiencers. To simplify our

presentation of event partonomies and basic event frames, we do not -

consider them here.

We assume that people categorize the entities in a physical event at two
levels. First, each entity is classified according to people’s intuitive theory
of intentional events.'® Consequently, the relevant entities are classified as
agent, action, object, location, and time. Second, each entity is classified
more specifically at the basic level. For example, the physical ball in the
event for Figure 10.5a is classified both as object and as ball; the actions are
classified both as actions and as cazch. Consequently, the ontological kinds
can be seen as attributes that take the basic-level categories as values.

We assume that basic-level categorties exist in every ontological domain.
People have been shown to have basic-level categories, not only for physi-
cal objects, but also for people (Cantor & Mischel, 1979), Iocations
(Tversky & Hemenway, 1983), and activities (Rifkin, 1985). Although we
are not entirely clear at this point what the basic-level categories are in each
ontological domain, nor on what structural principles underlie them, we
assume that there is a preferred or “basic” level of categorization in each.

We further assume that the representations of event entities include
value information. If a ball is part of an everit, values for color, size, and
texture may distinguish it as a particular individual within the basic-level
category of ball. Value information may similarly distinguish exemplars of
agent, action, location, and time. Consequently, the representation of each
entity in a physical event includes information about its ontological kind,
basic-level category, and distinguishing values.

We further assume that relations integrate the basic-level categories in an
event representation. As we discussed earlier for decomposition, the rela-
tions in Figure 10.5a do not simply represent co-occurrence between basic-
level categories but also represent conceptual relations between them.
Many of these conceptual relations appear privileged by virtue of biological
bases in the cognitive system. We have in mind spatial relations such as on,
in, at, and beside; temporal relations such as before, afier, and co-occurs;
causal relations such as cause, enable, and prevent; and intentional refa-
tions such as intend and believe. It is hard to think of relations any more
basic or primitive than these, and clearly such relations must be applied to
an event to make sense of how its ontological entities interact. Although
some of these relations may arise from conscious and effortful computa-
tion, we would not be surprised if many are assigned implicitly and auto-

\

10Although we only address intentional events in this paper, we assume that c};ﬂ-
dren may learn to understand nonintentional, or “natural,” events by assimilating

them to their knowledge of intentional events.
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matically during the experience of an event (cf. Hasher & Zac ;
Johnson-Laird, 1983, 1987; Michotte, 1963E Miller & Joﬁsﬁ-gﬁzﬁ’
1976; O’Keefe & Nadel, 1978, 1979). ,

7 Cons&?quenﬂy, conceptual relations integrate the representations of the
ontelqgcal entities in an event to form an event partonomy (Abbot, Black
& Smith, 'I 985; Barsalou & Sewell, 1985; Bower, Black, & Turne:;i i979’,
Nleson, Fivush, Hudson, & Lucariello, 1983; Nelson & Gruendel ’1981)’
I—%xgher—qrder relations may further integrate lower-level rel:tions tz) creatc;
hierarchical relational structures (cf. Gentner, 1983, 1988).

Summarized Events

Imagﬁne that a child experiences several events, each having the same
partonomy as Figure 10.5a. For cxample, the ball might differ across
events, the woman might differ across events, the backyard might differ
across events, and so forth. But in all cases, each event involves playing
catch with a woman using a ball in a backyard during the evening. We
assume that the shared partonomy is induced to form a basic event frame
that represents the category of events sharing this structure. The basic-level
categories in the partonomy become attributes in the frame, taking on
d_lfferent values across individual events. Note that the basic-level catego-
Ties serve as affributes in this manner while simultaneously serving as
;ahfes for thefontological kinds of agent, action, object, location, and tifne.
asic event frames appear simil
(oray o It PP ar 1o the event knowledge that Rosch
Event qategories like these are close to what many theorists have referred
to as “scnpts”. (Schank & Abelson 1977). However, we reserve “script” for
a more complicated form of event knowledge to be discussed later. Instead
basic event frames, such as the one in Figure 10.5a, underlie “summarized
events.” Barsalou (1988) reports that summarized events are ubiquitous in
ad.uIt k{iowiedge. In describing events from a past time period, adults recall
things like “I drank wine in Paris cafes with friends in the af%emoon after
classes.” These summarized events generalize over a very specific type of
event that ‘occurred repetitively in a person’s experience and that was
1d10sync;at1c to the person (or to a small group of people). Consequently,
iifﬁ:ggzgd events comstitute an idiosyncratic form of generalized
A_nalogous to the partonomy for an individual event, we assume that
spat;al, temporal, causal, and intentional relations integrate the attributes
(basmdevel. categories) of a basic event frame. We also assume that goals
often provide higher-order relations that integrate first-order relations. In
all cases, relations carry both conceptual and correlational informati.on
Eqﬂhem;ore, a basic evenit frame constitutes a mental model that sapporté
snpulatwgzs” of that kind of event: Given initial-state values for certain -
attributes, it may be possible to “run the model” and senerate intarma.
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diate- and terminal-state values for the event. It may also be possible to run
such models in reverse, given terminal-state values as input.

Privileged Status of Basic Event Frames

Basic event frames exhibit high AS because the events that instantiate them
have the same attributes integrated by the same relations. Even though the
values for these attributes vary across specific events, the same basic-level
categories always occur as attributes, and the same conceptual relations
always integrate these attributes. If cognitive systems are biased toward
discovering patterns of systematicity, as we proposed earlier, then acquir-
ing basic event frames should be facilitated. ' ,
Moreover, the attributes and relations that compose basic event frames
may be available early in development. Because the acquisition of basic-
level categories is privileged (as proposed earlier), the attributes that specify
basic event frames are readily available. Similarly, if spatial, temporal,
causal, and intentional relations have biological bases in cognitive systems,
then the relations that structure basic event frames should also be readily
available. As a result, people may induce these frames with little computa-
tion or supporting knowledge. As we suggest in the next section, several
forms of abstract knowledge appear to evolve from basic event frames.

Developmental psychologists report that acquiring generalized event
knowledge occurs early and effortlessly during early childhood (Nelson et
al., 1983; Nelson & Gruendel, 1981). Children as young as 2 and 3 acquire
generalized event representations for frequently experienced events. More-
over, children often acquire these representations from as few as two
similar events. Because these inivestigators have utilized methodologies that
rely on language, it is possible that evidence for generalized event represen-
tations might be found at earlier ages. As any parent can testify, infants
quickly develop expectations about familiar events. The developmental
evidence is therefore consistent with the claim that basic event frames are a
relatively primitive form of knowledge.

We noted earlier that strong constraints on attributes and relations in
vision may make the induction problem tractable for basic object frames.
Similar, although lesser, constraints exist for basic event frames. If the
relevant attributes are basic-level categories in ontological domains, then
this provides some constraint on attributes: The set of relevant attributes is
whatever basic-level categorizations have been made in the current con-
text. If the relevant relations are spatial, temporal, causal, and intentional
relations, then this provides some constraint on relations.

However, these constraints are insufficient. In Figure 10.53a, for example,
a doghouse in the backyard may be irrelevant to playing catch and should
not be included. One way to rule out irrelevant basic-level categgries like
this is to include only categories that are related to the intentional actions
of the event. Actions may typically provide a major source of constraint on
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frrtril_}utes and their relations to one another. In Figure 10.5a, for example
if nei.ther participant gets on the doghouse during catch, never throws thé
bail in there as part of the game, and so forth, then the doghouse is
unr'eiated to the actions of the event. On the other hand, if doghouses
typically enter into the actions, then doghouse should become. an atiribute.

Subordinate Events

The'values of the attributes in a basic event frame are representations of
gartlcuiar ontological entities (e.g., particular balls, women, backyards

tlna.es of evening). Regardiess of variability in values, all events sharing the,
basic event frame have high AS, because they share the same relational

configuration of basic-level categories as attributes. VS may be high or low

depending on whether the values of these attributes-are correlated across
events. If values for ball are highly predictive of values for woman, back-
yq,rd, and time of evening, then the category has high VS. Playing, catch
yvith a tennis ball could typically co-occur with Aunt Mary in her backyard
i the eaﬂy‘ evening; whereas playing catch with a softball could typically
co-occur with Mom in the family backyard in the late evening. To the
extent such patterns of values exist, subordinates of a summarized event
may develop.

Ait.hough the values of summarized events often vary, they may also
remain constant. For example, playing catch may always involve Mom
and a pal_'ticular softball (constant values) but occur in different backyards
and gt different times of evening (varying values). When values remain
.constant, they reduce variability, thereby decreasing the potential for VS
:cx;;)sts &:Eordinate Z‘;'ents}.] To the extent that values vary for af/ attributes

nd to the extent that the i ’
i o xtont that se values are correlated, a basic event frame

Stability and Instability

Basic event frames should provide a major source of stability in the repre-
sentations of summarized events. Because the same basic-level attributes
occur for most instances of a summarized event, the pattern of systematic-
ity they represent should become well established in memory. For subordi-
nate? events, VS should provide further stability. Subordinate events should
exhib:t_ more stability than summarized events because instances of a
subordlqate event share both attributes and values, whereas instances of a
summ‘anzed event share only atiributes.

Vangbility in value information should produce instability. Even though
th'e basic eévent frame for a summarized event provides its representations
with Stﬂb_llltj:f, its attributes may take on different values across contexts
When thinking about the summarized event for playing catch in Figure;
10.5a, a child may retrieve values for dunt Mary and tennis ball on one
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occasion but retrieve values for Mom and softball on another. Different
values may become activated simply as a function of frequency, recency,
text. ) ) o
an}i:&isentations of subordinate events may glso exh%b%t vanabahty in
value information. But because these representations exhibit some stz_iblhty
in the values common to their instances, there should .be less potential for
instability. Instead the variability of value information should become

increasingly subtle.

Systematicity in Abstract Forms of Knowledge

We turn next to more abstract forms of knowledge tha-t evolve fro;n the
primitive forms: generalized actions, scripts, taxonomic superordinates,
and goal-derived categories. In general, as the abstractness qf a category
increases relative to primitive forms of knowledge, the following phenom-
ena occur: (1) The iotal number of attributes that cou}d be true of some
category member increases; (2) the total number of a'ttnbutes true of most
members decreases (i.e., AS decreases); (3) the attributes common toa
category become increasingly abstract; (4) the conceptual relations nte-
grating common attributes become conceptually weaker; (5) VS decreases
across attributes’ common to all members. For these reasons, abstract
forms of knowledge are not as salient and easy to learn. Indméua}s may
therefore vary widely in the attributes induced for these categcfne_s anfi. in
the relations integrating them. We will argue that_ people’s }ntumve
theories about the world play their most importaut_role in structuring these
abstract forms of knowledge (Carey, 1985; I{_eﬂ, 1987; Lakoff, 1987,
McCauley, 1987; Murphy & Medin, 1985; Rips, 1988; Schank et al.,
1986).

GENERALIZED ACTIONS

We begin with generalized actions because othc.r fornzls of abstract. knowl-
edge appear to be derived from them. As we just dlscus§ed, basic event
frames are readily acquired event partonomies, whose attrzbutqs are basic-
level categories-in the ontological domains ihat_ compose phy.swal events.
These basic-level categories specify which entities from their respective
ontological domains occur in the events that the frame represents. In
Figure 10.5a, for example, the basic-level category backyard spemﬁes th_at
instances of this summarized event only occur in backyards and not in

other locations.

"Generalized actions develop when the entities from an ontological do-

- ] .
main do not fall within a single basic-level category. Playing catc]n' rmgl}t
occur in a street, in a playground, and in a living r'opm——not Just in
backyards. Consequently, backyard (Figure 10.52) might become maxi-
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mally generalized to specify that playing catch simply occurs in some
location (Figure 10.5b). Similarly, if fime varied across all times of day,
then evening (Figure 10.5a) might generalize to time (Figure 10.5b). When
values in ontological domains vary widely, a generalized action category
develops for catch, whose attributes remain specific only in the action
domain (as shown in Figure 10.5b). The other nonaction attributes gener-
alize to ontological kinds (and also to taxonomic superordinates and goal-
derived categories, as discussed shortly).

Generalized actions should be more difficult to acquire than basic event
frames, because they require exposure to a wider range of events. However,
generalized actions maintain a high degree of AS, because the same attri-
butes apply to all events: All events that are instances of a generalized
action category have a common action and the same generalized attributes.
The particular basic event frames that instantiate a generalized action may
further provide it with high VS, because the value for one attribute may
often predict values for others. If the object for caich is a football, then this
somewhat predicts that the location is a football field, that the agents are
male, and that the time is afternoon.

We assume that generalized actions underlie the representations of many
action verbs. The argument structures of action verbs often map onto the
attributes of generalized actions. For “throw,” verb arguments for agent,
object, location, and time map onto the analogous attributes in the corre-
sponding generalized action.!! .

Not all attributes of a generalized action need be explicitly realized when
the corresponding verb occurs in a sentence. Although the inclusion of
some generalized action attributes as verb arguments is obligatory, the
inclusion of others is optional (¢f. Tanenhaus & Carlson, 1989). For exam-
ple, sentences with the verb buy must include an agent and an object but
do not require a locative, as the following examples demonstrate
respectively:

John bought sandals in Taos.
*bought sandals.

*John bought.

John bought sandals.

Arguments that are not obligatory may neveitheless be strongly implied,

HAs we discussed earlier, our analysis of event attributes excludes important attri-
butes such as instrument, patient, and experiencer for simplicity. We similarly
exclude the analogous vérb arguments from our discussions of verbs here and later.
We simply note several possibilities concerning their origin. First, these remaining
attributes may exist inan infant’s intuitive theory of intentional events from the
start, just like agent, object, etc. Second, they may only develop as a more differen-
tiated understanding of events develops. Third, they may emerge directly from the
process of language acquisition. ‘
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and comprehendérs may typically infer their presence even tho_ug:h 1§h6y are
not explicitly stated (Schank, 1975). In the above example, it is implied

that John bought the sandals from someone, that {,he purchase took place
at a particular time, that John had a goal in buying the sandals, and so

forth,

Stability and Instability

The stability of gex;eralized'actions affects the stability of both sferbs and
nouns. For verbs, stability primarily reflects two sources. For action verbs
such as ear and push, a common action occurs for all instances, thereby

providing a source of stability. A second source of stability is verb argu- -

ments that typically map onto generalized attributes, whiph can inch_lde
ontological kinds, taxonomic superordinates, and goal-derived categories.
For eat, the agent, location, and time arguments map onto the ontological
kinds for agent, location, and time, respectively. An instrument argument
maps onto the taxonomic superordinate of eating utensils. An object argu-
ment maps onto the goal-derived category of food.'* Because these verb
arguments and their associated categories are almost a}ways r_elevant whex%-
ever the generalized action occurs, they become consistently mapped to it
and thereby provide stability. . .

We note again that not all attributes in a generalized action are obliga-
tory in sentential realizations of a verb’s argument structure. But beca_‘use
nonobligatory attributes are generally implied, they may be present in 2
verb’s semantic representation and provide a source of stability. Copse—
quently, verb stability reflects systematicity between a common action,
obligatory arguments, and implied arguments, all of which ch:resgond to
the attributes of a generalized action. Verbs generaily exhibit high AS
because a common action and a set of arguments co-occur across most
instarices of that event. )

- Variability for the values of verb arguments appears responmblc? for
much of the instability in verbs. The values for arguments can vary widely
across uses of a verb, thereby producing instability. For eat, object could be
won ton soup, location could be Chinese restaurant, instrument cou}d. be
spoon, time could be evening, and so forth. Or object could be sandwich,
location could be park, instrument could be fingers, and time cpuid be
midday. Each of these scenarios might be associated md‘gh.a basic event
frame that represents a repeated kind of event in an individual’s experi-
ence. Because these frames share the value of eat for action, the generalized

12Fpod is not a taxonomic superordinate because it is defined more _by function
than by essence. Instead, food cuts across several taxonomic superordinates, pick-

ing out subsets from animals, plants, and natural, inanimate substances (€.g., selt).

The selection of these subsets is based on optimizgations such as nutritious and
nontoxic, as described later for goal-derived categories.
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action for eat integrates all of them. Given that many basic event frames
may be associated with the generalized action for a verb, instability can be
substantial. When eat is represented on one occasion, values from the basic
event frame for eating Chinese food might instantiate its abstract argu-
ments. On another occasion, values from eating deli food might instantiate
them. Consistent with our proposal, Gentner (1981) and Gentner and
France (in press) report that verbs exhibit considerable instability, perhaps
much more than nouns,

Not only do generalized actions produce stability in verb representa-
tions, they can also produce stability in noun representations. Because
organisms and artifacts often perform a common action, or have a com-
mon action performed on them, the generalized action should become well
entrenched in memory for the corresponding noun. Instances of bird often
fly, and instances of sammer often are used to pound things. To the extent
that a generalized action applies frequently to a noun category across
contexts, it should provide a further source of stability. In Barsalou et al.’s
(1987) content analysis of noun definitions, attributes of generalized ac-
tions were frequently mentioned.

On the other hand, generalized actions can also produce instability in
noun representations. A given noun category may ofien enter into many
different kinds of generalized actions. Car is associated with generalized
actions for driving, getting gas, washing, repairing, packing, crashing, tow-
ing, and so forth, Because car is associated with all of these generalized
actions, each is potentially retrievable on any given occasion. Depending
on their relative frequency, recency, and contextual relevance, different
generalized actions may be incorporated into the representation of car. On
one occasion, getting gas may be retrieved because it was done recently. On
another, repairing may be retrieved because the current topic of conversa-
tion is the high cost of having things repaired. Instability from generalized
actions should increase to the extent a category enters into a variety of
activities, none of which dominate. Generalized actions should provide
stability only if one generalized action applies to a noun category or if one
generalized action occurs at a substantially higher rate than others that also
apply.

SCRIPTS

Generalized actions are highly similar to what Schank and Abelson (1977)
and Schank (1982) refer to as “scenes,” namely, the components of scripts.
In fact, Schank (1982) often refers to scenes as “generalized actions.”
Scripts are typically a sequence of generalized actions that combine to
achieve a goal (ABbot et al., 1985; Barsalou & Sewell, 1985; Bower, Black,
& Turner, 1979; Galambos & Rips, 1982; Nelson et al., 1983; Mandler &

Murphy, 1983; Nelson & Gruendel, 1981; Schank, 1982; Schank & Abel-

son, 1977). For example, the script of eating at a restaurant involves the
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generalized actions of entering the restaurant, being seated, reading a
menu, ordering, eating, paying, and so forth. Because scripts are more
complex than generalized actions, it seems reasonable to assume that their
development follows the acquisition of the generalized actions that com-
pose them.

AS in scripts reflects the common configuration of generalized actions
that occurs in a particular script. However, this AS may sometimes be
relatively weak, given the wide variety of tracks that can occur through a
scripted activity (Schank, 1982; Schank & Abelson, 1977). For example,
one does not always order hors d’oeuvres in restaurants, one sometimes
pays before eating rather than after, and so forth. Consequently, AS may
not be as strong as in more primitive forms of knowledge. However, there
may still be high degrees of VS, because the values for one generalized
action often seem to predict the values of others. If the value for hors
d’oeuvres is escargot, this predicts that the main course is more likely to be
frog legs than burritos and that the fip is more likely to be /arge than small.

Stability and Instability

Stability in scripts reflects three factors: the extent to which the same set of

generalized actions occurs in all'instances of a script; the extent to which
relations among these generalized actions remain invariant; and the extent
to which each generalized action is stable itself. Highly routinized activi-
ties, such as manufacturing procedures, should show more stability than
less routine activities, such as eating at restaurants,

TAXONOMIC SUPERORDINATES

Whereas generalized actions and scripts may evolve naturally from experi-
ence, taxonomic superordinates such as fruit and furniture may be the
outcome of more effortful and analytical thought. Taxonomic superordi-
pates may often only result from formal education and other types of
cultural transmission. Moreover, they may develop for a variety of reasons
and may depend heavily on intuitive theories that are culturally specific
(Carey, 1985; Keil, 1987; Lakoff, 1987; McCauley, 1987; Murphy &
Medin, 1985; Rips, 1988; Schank et al., 1986). We believe that the purpose
of taxonomiic superordinates is to organize basic-level categories in ways
that reflect cultural and scientific beliefs about the structure of the world.

As discussed earlier, we believe that many of the categories previously
classified as ontological (e.g., Keil, 1979, 1981) are taxonomic superordi-
nates. Categories such as artifact, plant, and animal seem more oriented to
capturing the essences of certain kinds of things than to being primitive
constructs that organize human experience. Conseguently, taxonomic su-
perordinates, according to our scheme, compose multilevel structures that
organize the kinds of things in existence according to their essences. These
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categories include very abstract superordinates (e.g., artifacts, living
things), as well as more specific superordinates {e.g., clothing, fruit).

For natural kinds, taxonomic superordinates often appear based on an
abstract partonomy that is common o a related set of basic-level catego-
ries. People’s lay knowledge of plant may include an abstract partonomy
that contains foliage and roots; similarly their lay knowledge of mammual
may include vertebrae and mammary glands. These partonoemies are ab-
stract because they are not defined in terms of the geons that specify
basic-level categories. Moreover, the attributes in these partonomies may
often be hidden and play explanatory roles with respect to external attri-
butes. To some extent they may underlie a mental model for the category,
as discussed earlier for basic object frames.

These abstract partonomies may be difficuit to learn for a number of
reasons. First, the attributes themselves are often abstract and nonobvious
perceptually. Second, AS is not as high as it could be because there typi-
cally are some attributes not common to all members (e.g., some fish have
scales, but not all). Third, relations between attributes often seem to
represent co-occurrence rather than stronger conceptual relations (e.g.,
most people may believe that verfebrae and mammary glands simply
co-occur for mammals). Fourth, attributes and relations that integrate
them may be heavily dependent on cultural and the scientific theories. For
example, a theory in our culture places whales and dolphins in the taxo-
nomic superordinate mammals; whereas theories in other cultures place
whales and dolphins in fish. Not knowing the relevant theory may make it
difficult or impossible to learn the category.

Taxonomic superordinates seem to develop differently for artifacts,
where function seems more important than parts. For clothing, it is diffi-
cult to ind any common part. Instead, what all clothing has in common is
more closely related to function; namely, clothing is something one puts
on, wears, and removes from one’s body. For foofs, common parts are
again difficult to find, and again common functions seem important (i.e.,
tools are artifacts used to make and repair things). Consequently, taxo-
nomic superordinates for artifacts appear related to generalized actions
that represent functions. Generalized actions also appear important to
taxonomic superordinates for biological kinds, given that generalized ac-
tions are often central to their description (e.g., birds fly; fish swir).

The attribute selection problem may be most severe for taxonomic
superordinates. As discussed earlier, biologically based cognitive mecha-
nisms appear fo facilitate induction of the attributes and relations that
underlie ontological kinds, basic object frames, and basic event frames. In
contrast, biological constraints appear to play a much weaker role in
acquiring the AS that underlies taxonomic superordinates. Instead, intui-
tive and scientific theorigs appear to play the central role in identifying the
relevant attributes and relations for these categories. As a result, taxonomic
superordinates may vary more with culture and expertise than do catego-
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ries whose attributes and relations are constrained by biological bases.
Moreover, instruction may typically be necessary before these attributes
and relations can be utilized to structure one’s knowledge of the world.

The attributes and relations central to a culture’s theories should also be
central to maintaining the coherence of its world view. Following Good-
man (1955), attributes and relations that have become enirenched for a
culture should be preferred in further attempts to induce new structure
about the world. This may be especially true when making new inductions
in poorly constrained domains.

Stability and Instability

Taxonomic superordinates often occur within a particular ontological do-
main. For example, fruit is a superordinate within object, tool is a superor-
dinate within instrument, and outdoor location is a superordinate within
location (Tversky & Hemenway, 1983). In these cases, factors that produce
stability in an ontological kind should also produce stability in its taxo-
nomic superordinates. The attributes that specify taxonomic superordi-
nates should provide an additional source of stability. The abstract parton-
omies and generalized actions that specify taxonomic superordinates for
natural kinds may produce stability in these superordinates. The peneral-
ized actions that specify taxonomic superordinates for artifacts may pro-
duce stability in these superordinates. _

However, some taxonomic superordinates occur in multiple ontological
domaips. For example, human belongs to both agent and object; car
belongs to both object and instrument. In these cases, ontological informa-
tion should provide instability. Representations of car, for example, may
include instrument information on one occasion and object information on
another.-

For all taxonomic superordinates, basic-level categories provide a major
source of instability: Across different occasions, different basic-level infor-
mation may be included in a superordinate’s representation, even though
this information is irrelevant to specifying the superordinate. Comnsider
clothing. On one occasion, the basic object frame for shirt might be acti-
vated: whereas on another occasion, the basic object frame for pants might
be activated instead. Although the attributes for object and the generalized
action(s) that define clothing provide stability, the variable presence of
lower-level information that is irrelevant may provide instability.

GoAL-DErRIVED CATEGORIES

Goal-derived categories result from optimizing the attributes of event rep-
resentations and ensuring that the values of these attributes are compatible
(Barsalou, 1983, 1985, 1987). Some goal-derived categories may be well
established in memory from much experience; whereas others may be “ad
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hoc,” having been constructed to achieve a novel goal (Barsalou, 1983).
Because many different kinds of attributes occur in event representations,
many kinds of goal-derived categories can be formed. Goal-derived catego-
ries can be derived from the ontological kinds and taxonomic superordi-
nates that serve as attributes in generalized actions (e.g., from location or
eating utensils); goal-derived categories can be derived from the basic-level
categories that serve as attributes in summarized events (e.g., from back-

" yard or ball);, goal-derived categories can be derived from the subordinate

categories that serve as attributes in subordinate events (e.g., from fennis
ball). Figure 10.5¢c demonstrates two goal-derived categories— uncluttered
locations and times when parents are available—that have been derived
from attributes in the generalized action for catch.

Many goal-derived categories are produced by optimizing an ¢vent atiri-
bute. Optimization involves finding ideal values that category members
should approach to maximize goal success (Barsalou, 1985). In uncluttered
locations, ideally the location should have zero clutter, so that the partici-
pants will not have to work around things in the air and on the ground.
The goal-derived category is produced by combining the ideal, uncluttered,
with the ontological kind, location. Goal-derived categories can similarly
be constructed by combining optimizations with other kinds of event
attributes. In Figure 10.5a, the basic-level category backyard could be
optimized to form uncluttered backyards.

Many other goal-derived categories are produced by propagating con-
straints between the attributes of an event representation, A constraint is a
value of one event attribute that restricts the values of another attribute {(cf.
Fox, 1987; Stefik, 1981). In times when parents are available, the value of
agent restricts the possible values of time (see Figure 10.5¢). The goal-de-
rived category is produced by combining the ontological kind time with the
constraint agent = parent. Goal-derived categories can similarly be con-
structed by propagating constraints to other types of event attributes. In
Figure 10.5a, the basic-level category evening could be constrained by
agent = parent to form evenings when parents are available.

Stability and Instability

The construction of a goal-derived category essentially begins with an
event attribute, which is then combined with relevant optimizations and/
or constraints. Consequently, the factors that produce stability in event
attributes should also produce stability in goal-derived categories. If the
event attribute is an ontological kind, then it should provide less stability
than if it is a basic-level category. The optiraizations and constraints that
define goal-derived categories provide additional stability. Because this
information is stdted explicitly in the category description, it should be
present in representations of the category across situations.

Goal-derived categories exhibit much potential for instability, because
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many basic-level categories instantiate each. Consider locations that are
uncluttered. On one occasion, the basic-level category for backyard may be
activated; whereas on another, the basic-level category for park may be
activated instead. Although ontological information for location and the
optimization, unclustered, provide stability, the variable presence of lower-
Ievel information that is irrelevant produces instability.

Integrations and Extensions

In the previous two sections, we covered a lot of ground exploring system-
aticity in various kinds of knowledge. In this section we first attempt to
summarize and infegrate the main points. We then explore one final set of
implications concerning the role of systematicity in text comprehension.

EvOLUTION OF SYSTEMATICITY IN KNOWLEDGE

We made a number of proposals regarding the evolution of knowledge.
They are summarized in Figure 10.6. We proposed that ontological kinds
are the first to develop because they underhie infants’ intuitive theory of
intentional events. This theory enables infants to parse their experience
into ontological kinds that support functional interactions with the envi-
ronment. Basic-level categories evolve rapidly in development because the
attributes and relations that underlie them are readily available {¢.g., geons
and spatial relations for basic object frames). Summarized events develop
next, utilizing basic-level catepories as the attributes of basic event frames.
We assume that these three forms of knowledge are primitive because the
attributes and relations that compose them have biological bases.

goal-derived
categories
ontclogical basic fovel summarized generalized B s crlpts-
kinds cateqories events actions
taxonomic
superordinales

Ficure 10.6. Proposed evoiution of knowledge from primitive to abstract forms.
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Four forms of abstract knowledge evolve from the three primitive forms.
Generalized actions evolve from basic event frames as the values experi-
enced for agent, object, location, and time become increasingly broad.
Scripts develop after experiencing stereotypic configurations of generalized
actions. Taxonomic superordinates develop from abstract partonomies
that evolve out of basic object frames and from generalized actions that
specify functions. Goal-derived categories develop from optimizing the
attributes of event representations and ensuring that the values of these
attributes are compatible.

SOURCES OF STABILITY IN CATEGORY REPRESENTATIONS

We made a number of proposals concerning the role of systematicity in
stability. We summarize these proposals in Table 10.1. The row headings
refer to various forms of knowledge. The column headings refer to various
sources of systematicity that can provide stability. Each source of systemat-
icity is defined by the type of attributes, values, and/or relations that
compose it. An X in a cell of the table indicates that the form of systematic-
ity in the column generally provides stability for the form of knowledge in
the row. An (X) indicates that the source of systematicity may sometimes

~ provide stability but not always.

Ontological AS

As shown in Table 10.1, we assume that ontological AS provides stability
for all forms of knowledge We assume that the attributes underlying
ontological kinds, whatever they may be, provide them with stability.
Every time an ontological kind is represented, a common core of attributes
specifies it. Ontological AS also provides stability for those taxonomic
superordinates, basic-level categories, and subordinate categories that gen-
erally fall within a single ontological kind (e.g., fruit, apple, and golden

delicious all generally fall into objecr). Because the exemplars in each of

these categories are all of the same ontological kind, they exhibit high AS
for the attributes defining that kind. However, ontological AS does not
provide stability for those taxonomic superordinates, basic-level categories,
and subordinate categories that fall into multiple ontological kinds (e.g.,
human as an agent and an object). In these cases, ontological AS provides a
source of instability. Similarly, ontological AS only provides a source of
stability for those goal-derived categories that were derived from a single

Vontological kind (e.g., unclhutered locations).

Ontological AS also indirectly provides stability for generalized actions,
summarized events, subordinate events, and scripts. Because all events
include agent, action, object, location, and time as attributes, the ontologi-
cal AS that provides these attributes with stability also provides stability in
event representations.
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Physical Object Aitributes and Relations

%2 B 2:7 Abstract partonomies provide stability for some taxonomic superordi-
7 < nates, basic-level categories, and subordinate categories. For exampile, the
" B abstract partonomy that specifies mammal also provides stability for
o > o basic-level categories (e.g., dog) and subordinate categories {e.g., golden
g g ¥ " "2 refriever). Because the same abstract partonomy applies to categories at all
P ol 5 Jevels, it potentially provides each with a source of stability. Abstract
gl - 8 partonomies do not appear to provide a source of stability for many other
72; o § superordinates, basic-level categories, and subordinate categories (e.g,,
gl e ‘é = tool). Some goal-derived categories that have been derived from a taxo-
2 g % BoxKx ‘é nomic superordinate (e.g., fast-growing plants) also benefit from the stabil-
B B & ity provided by an abstract partonomy,
E 2 Abstract partonomies indirectly provide some summarized events and
g g , & subordinate events with stability. Factors that produce stability in basic-
;% g % R level categories also, produce stability in event representations that have
& g s % basic-level categories as attributes. Because abstract partonomies provide
2 % stability for some basic-level categories, they may thereby provide stability
£ & o ~§ in some summarized events and their subordinates,
‘E ;5‘ < PRI R KK | Ly Geon AS provides basic-level and subordinate categories with stability,
2 g §| S > g‘ because all members of these categories share the same configuration of
& = ® ER] geons (i.e., basic object frame). To the extent that geon AS extends inter-
g B - nally to include hidden, explanatory parts, the resultant mental model may
g g 4 15 5 : E also provide stability. Geon AS also provides stability for those goal-de-
, Y 2 rived categories that have been derived from basic-level categories. Geon
2 E,’E AS indirectly provides stability in summarized events and subordinate
4 'E é g 4 MR mx "E % events. As just described for abstract partonomies, factors that produce
£ _g = gg stability in basic-level categories also produce stability in these event
g jew BB representations, '
2 % | £ 3 Finally, geon VS provides subordinate categories with further stability,
al 14 |2 g rTIL g g% because all members share common value information. Geon VS also
E' £ |<g 1< g provides stability for those goal-derived categories that have been derived
8 2 % from sut;ordinate categorics. Geon VS indirectly provides subordinate
i‘é B 2 E events with stapﬂity. Because subordinate events are specified by values for
= %‘f AN T é :g basic-level attributes, factors that produce stability for subordinate catego-
- = e o ries also produce stability for subordinate events.
= S 28
s g%
b 5 3%
§ "ga -g @ g % & 5 g - 15 - .. . .
5 ,.q.aa . §.g 2 % 28% B 5 We onh{ address basic-level categories in Table 10.1 for physical obj_ects, agents,
51 sl€guE203 @ g and locations. As discussed earlier, we assume that basic-level categories also exist
“ g15 ?, i‘é 2 o8 o 8 8 § for time, action, and other nonphysical ontological kinds, even though we do not
= B EERT £ g 2 ,g > g \ know the aftributes that specify these basic levels. If we did, then “geon AS” i'n
- B B g 55 g = g 2] 2 - Table 10.1 would be changed to include the_- other types of AS that specify thq basic
g it €82 E 5 & S § B § % level in these nonphysical domains. A similar caveat holds for “geon VS” in the
e 8 E 273837812 & next column of Table 10.1
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Evént Attributes and Relations

The ontological kinds that constitute people’s intuitive theory of infen-
tional events— agent, action, object, location, and fime---form what we
refer to in Table 10.1 as “intentional-event AS.” Because these five onto-
logical kinds generally co-occur, taking on different values in speciﬁc
events, they form a pattern of AS for all intentional events. 1ntent10na§£-
event AS provides a source of stability for all forms of event knowledge in
Table 10.1. The attributes composing intentional-event AS can be ex-
pected to occur in any generalized action, summarized event, or sul'aordzu
nate event. Because scripts are composed of generalized actions, inten-
tional-event AS also provides them with stability through the stability of
their generalized actions.

“Common action” in Table 10.1 refers to a common action that occurs
across all instances of an event type. The representation of this actio_n-
provides stability in generalized actions, summarized events, and subordi-
nate events. Because scripts are composed of generalized actions, common
actions indirectly provide scripts with stability through the stability of
generalized actions.

Intentional-event AS and common actions also provide stability for
some taxonomic superordinates, basic-level categories, and their subordi-
nates. If one of these categories is highly associated with a particular
function, then the generalized action that represents this function may
become context-independent (e.g., pound for hammer). Because infen-
tional-event AS and a common action specify the generalized action and
“provide it with stability, they also provide stability for the category. How—
ever, intentional-event AS and common actions provide a source of zns.ra—
bility for categories associated with multiple functions, none of which
dominate. Goal-derived categories also benefit from the stability provided
by a generalized action, if the category they are derived from is associated
with a dominant function. : '

“Basic-category AS” in Table 10.1 refers to the correlated configuration
of basic-level categories that specifies a basic event frame. These frames
provide stability for summarized events and their subordinates. They may
also provide stability for goal-derived categories {0 some limited extent,
when the constraints that define goal-derived categories are basic-level
instantiations of the constraining attributes (e.g., when location = beach
and time == evening produces evening beach clothing). “Basic-category VS”
in Table 10.1 refers to the correlated patterns of values that specify subordi-

nates of a summarized event and give them stability. These patterns may
also provide stability for goal-derived categories, when the constlratints thgt
define them are subordinate-level instantiations of the constraining atirs-
butes {e.g., when location = rocky beach and time = summel, evening
produces rocky beach clothing for a summer evening). . .
“Scene AS” in Table 10.1 is the extent to which the generalized actions
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that constitute the scenes of a script co-occur. If the same scenes co-occur
frequently in the same configuration, they provide a script with stability.

Problems in Predicting Stability

In this section we have listed various sources of stability for particular
forms of knowledge. But if a form of knowledge is associated with more
than one source of stability, do all of them together combine cumulatively
to produce stability? Consider basic-level categories. According to Table
10.1, ontological AS, abstract partonomies, geon AS, X intentional-event
AS, and common actions all provide basic-level categories with stability. If
50, then basic-level categories should exhibit more stability than taxonomic
superordinates, which have one less source of stability. Similaily, basic-
level categories should exhibit less stability than subordinate categories,
which have one more source of stability. These predictions rely on the
“assumption that various sources of stability accumulate monotonically, If
the cumulative assumption is correct, then Table 10.1 provides explicit
predictions concerning the relative stability of various forms of knowledge.

Alternatively, people may not take advantage of all available sources of
stability. Certain sources of stability may often be irrelevant to normal uses
of a particular category and therefore not evolve into a context-indepen-
dent core of information. For example, abstract partonomies may gener-
ally not be relevant to basic-level categories that have them. When inter-
acting with one’s dog on a daily basis, one rarely has to considér the
abstract partonomy that defines mammal 1f people are selective in the
sources of stability they utilize, then this complicates drawing predictions
about stability from Table 10.1. To assess the relative stability of various
kinds of knowledge, one would need to have a theory of how various
sources of stability are selected.

There are two other complications for predicting stability that we do not
pursue here. First, the number of sources that provide stability for a form
of knowledge in Table 10.1 is not necessarily a good index of its stability.
Instead, one needs to consider the complexity of the knowledge as well,
Consider summarized events in Table 10.1, which have three more sources
of stability than basic-level categories. Because basic-level categories con-
stitute the attributes of summarized events, summarized events are more
complex than basic-level categories. A comparison between basic-level
categories and summarized events is meaningful only if they can be nor-
malized for complexity.

Second, it does not necessarily follow that any cell in Table 10.1 without
and X or (X) represents a source of instability. Although some of these
empty cells may.constitute a source of instability for a form of knowledge,
some may simply'be irrelevant. Although we have not attempted to iden-
tify sources of instability. here, meaningful predictions concerning stability

~ cannot be made without taking these sources into account.
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STABILITY IN TEXT COMPREHENSION

So far, we have primarily addressed the relative stability of various forms of
knowledge. In doing so, we have implicitly assumed that the sources
providing stability remain relatively constant across a task or processing
episode. In this final section, we briefly consider how sources of stability
change over time.

Words and Atiributes

We propose that a primary purpose of many words is to activate relevant
attributes. When a noun is read or heard for the first time in a text, it may
activate ontological attributes, part attributes, and event attributes. When a
verb- is read or heard for the first time, it may activate attributes for
arguments, along with information about the action. These initialty acti-
vated attributes provide global information about the referent of the word,
providing a rough idea of what the speaker or author has in mind as the
intended meaning. Consequently, the primary stability for words read out
of context should be for attributes. In contrast, stability should be low for
the values of these attributes, unless the word has specific meaning at the
value level (e.g., subordinate-level categories and proper names).

Texts and Values

A primary purpose of texts may be to provide values for the ambiguous
attributes activated by lexical units. Once a noun is first mentioned, values
may be added later through predication, as in the following exampie for
dog:

Michele went to the Humane Society to get a dog. The one she selected was
large and had floppy ears.

In this example, the text provides values for the attributes of size and ears.
Values are also frequently assigned through modifiers of 2 noun head, as
in the following example:

Michele went to the Humane Society and selected a large dog with floppy
ears. :

In this case, the values are provided by an adjective and a prepositional
phrase in the noun phrase. Smith et al. (in press) also suggest that values
are assigned to attributes of a head noun in this manner (but see Medin &
Shoben, 1988; Murphy, in press).
When a verb occurs, values for obligatory arguments may be provided in
its sentence, and implied arguments may be provided in accompanying
- sentences, as in the following example for sleep:

Michele’s dog, Chelsea, had to live outside but had a nice doghouse. At
night, Chelsea usually was able to sleep guite well. Michele had bought
~ her a nice dog pillow filled with cedar chips for a bed. .
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In this example, the argument for location is filled by a value from the
previous sentence (doghouse). Other arguments for agent and manner are
filled by the sentence containing *“‘sleep” (i.e., the agent is Chelsea, and the
manner is well). A third argument, sleeping surfuce, is filled in the final
sentence (on a dog pillow filled with cedar chips). In general, the stability of
nouns and verbs may increase over the course of a text through various
linguistic devices that provide values for unconstrained attributes,

Patterns of VS may further facilitate the process of instantiating attri-
butes with values. Because values are often correlated with one another,
receiving a value for one attribute may generate plausible inferences about
correlated values for other noninstantiated attributes. Consider pounded in
the following sentence:

Michele pounded nails all day to build Chelsea a doghouse.

In this sentence, values for the attributes of material and instrument are
not specified for “pounded.” However, the value for the object (nails) is
correlated with values for the material (wood) and the instrument (ham-
mer). In this manner, explicitly provided values may imply unmentioned
values that participate in patterns of VS, To the extent that these patterns
of VS are shared and stable, they should increase the stability of texfs,

It is important to note that texts, besides providing values, may also
provide attributes for words in certain situations. Words that have low AS
may often have their values specified by surrounding text. Consider giff in
the following sentence: ' .

Sargh received an unusual gift for her birthday. It was a small, round, thin
piece of metal that one puts in a light socket to extend the life of light
bulbs.

In the process of providing values, the second sentence also infroduces
attributes for size, shape, thickness, material, and function that were not
specified by giff (e.g., giff can also refer to events and living organisms).

Texts may also add unusual attributes to nouns that normally bave high
AS. Consider rgff in the following example:

Hen_ny put axles and wheels on his raft so that he could tow 1t to the lake
without having to put it on a trailer.

H_ere attributes for ax/es and wheels are added to those normally associated
wﬂ_h rafi. Bven ‘though texts may primarily provide values for attributes
activated by lexical units, they may also introduce aitributes.

Text Position and Stability

To the exteni-that texts produce stability, the stability of certain words
should increase over.the course of a text. Repeated words may ofien gain in
stability as increasing amounts of value information accumulate. This may
be especially true for proper nouns (e.g., “Chelsea™) and definite descrip-
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tions (e.g., “the doghouse Michele built™) that occur repeatedly. Conse-
quently, different readers shiould increasingly represent these nouns simi-
larly, and the same reader should increasingly represent something

similarly across contexts. Johnson-Laird (1987) provides a similar view of

semantic refinement during text comprehension. Other words that refer to
Iess important referents may only be mentioned occasionally and briefly.
Because they have fewer values specified, they may typically exhibit lower
stability between and within individuals.

Stability across text positions may also be associated with the use of
indefinite and definite reference, When referents are introduced, they are
often introduced through indefinite reference, as for dog in:

Michele bought a dog.

However, later references to the same dog must be made with definite
reference, as in:

The dog was thrilled to have a real home.

Indefinite references may typically serve the purpose of introducing proba-
ble attributes of the referent. Definite references, on the other hand, may
typically refer to referents whose attributes have at least begun to be
instantiated with values from the text.

Conclusion

We have tried to show how the simple construct of systematicity permeates -

human knowledge. We have argued that AS and VS interact to provide
coherence in categories. AS reflecis people’s attempts to identify aspects of
categories that are relatively invariant and to integrate them into frames.
VS reflects people’s attempts to organize the variability within the context
of a frame into meaningful configurations of values that specify subcate-
gories. In the extreme, exemplars represent individual configurations of
values that instantiate a frame and its subcategories. We are not the first to
stress the importance of relational information in human knowledge (see
Gentner, 1983; 1988; Johnson-Laird, 1983; Medin et al, 1982, 1987,
Medin & Schaffer, 1978; Medin & Shoben, 1988; Miller & Johnson-Laird,
1976; Murphy & Medin, 1985).

We have also attempted to specify constraints on attributes and rela-
tions. These constraints suggest that certain types of systematicity should
be fundamental (e.g., basic event frames), thdt others should be derived
from them (e.g., generalized actions), and that still others may be refatively
unconstrained (e.g., taxonomic superordinates). In general, we ha}ve tried
to show how the development of knowledge may result from interactions
between a mechanism that seeks systematicity and constraints on relevant
attributes and relations.
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As we noted at the start, we have not tested this theory directly, How-
ever, we cited a preat deal of evidence throughout that motivates and often
supports it indirectly. We believe that this theory integrates a wide variety
of findings on human knowledge and that it provides numerous testable
predictions (e.g., various claims about the evolution of knowledge, the
content of category representations, the production of inferences, the sta-
bility of category representations).

Clearly many unanswered questions remain. First, for this theory o be
complete, it will first be necessary to assess systematicity in various kinds of
knowledge. Do attributes and relations exhibit the kinds of systematicity
we suggest here? Second, we have a long way to go before we have ade-
quately described the various kinds of knowledge and their relations to one
another. What exactly are the fundamental ontological kinds, and what

. attributes specify them? What exactly are the relational structures that

integrate the attributes of basic object frames, basic event frames, and
generalized actions? What categories provide the basic level in domains
such as action and time? Third, direct evidence is needed for our claims
about the biological bases of privileged attributes and relations. Are config-
urations of geons as readily induced and utilized as we suggest? Do basic-
level categories constitute the attributes of primitive-event categories? Are
the spatial, temporal, causal, and intentional refations that integrate events
applied effortlessly and implicitly during the experience of events? Fourth,
it will be necessary 16 develop statistical measures of systematicity, What
particular measures most closely reflect human sensitivity to systematicity?
Fifth, it will be necessary to assess direcily how systematicity affects acqui-
sition, inference, and retrieval. Is systematicity as central to these processes
as we suggest? How do various sources of stability and instability combine
o produce category representations in working memory? Sixth, just how
does one develop a computational model] that exhibits all these benefits of
systematicity? Furthermore, how does one build a connectionistlike model
that is sensitive 1o statistical information yet exhibits decomposition along
the lines we suggest? This theory in its current form may raise more
ques’aons than it answers.
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