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In the context of this volume, the purpose of our chapter is to present
frames as a possible account of human concepts. However, one of us has
recently provided a detailed account of frames elsewhere (Barsalou,
1992b), as well as summarizations and extensions.of this view (Barsalou,
1991, 1992a; Barsalou and Billman, 1989). Rather than presenting this
material again, we focus on alternatives to frames. This is important,
because we are frequently asked what is so important about stressing
frames in human knowledge, typically by people who perceive frames as
so obvious as to have no alternatives. As we shall see, though, clear
alternatives to frames- exist, as evidenced by much theorizing in the
literature. Our goal will be to specify the assumptions that underlie these
different views, so that the unique properties of frames are clear.

One might think that the alternatives to frames include exemplar
models, prototype models, connectionist networks, intuitive theories, and
classical models. Yet, as our review will show, these categorization models
often use frames in some form as their representational language.
Consequently, frames are not alternatives to these models of categoriz-
ation, because they can be incorporated into any of them. Rather, the
primary alternative to frames are feature list representations. Just as
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98 L. W. Barsalou and C, R. Hale

categorization models can use frames as their representation, so can they
use feature lists, and many of them do. ’

Although the contrast between feature lists and frames is critical to
mod.els of categorization, it has received little attention. Barsalou (1992b)
provides some discussion, but focuses primarily on the properties of
frames, rather than attempting a uniform analysis that distinguishes frames
from _feature lists, Consequently, one purpose of the current chapter is
to articulate clearly the representational assumptions of feature lists, so
that the 'additional assumptions that individuate frames are clear. Fig’ure
§.1 pfov1des a summary of the representational assumptions that we will
identify. As can be seen, feature lists contain binary attributes, integrated
by four types of relations:! ‘aspect’ relations, ‘truth’ relations, connectives
(‘an_d’, ‘or’), and contingency relations (‘implies’, ‘predicts’).2 As Figure
5.1 '1l.lustrates cumulatively, simple frames result from adding two further
relathns: attribute-value relations and structural invariants. Finally
recursive frames result from further allowing any component of a framé

to be represented recursively by a more specific frame. As this analysis

ATTRBUTES ——» binary 0 1 t
aspect
truth -
RELATIONS a
connectives {and, or), compensates
contingency (implies, pradicts)
FEATURE LISTS
ATTRBUTES — multi-valued
RELATIONS ——% structural invariants
SIMPLE FRAMES
ATTRBUTES, VALUES —» represented by frames
RELATIONS —» represenféd by frames ,
RECURSIVE FRAMES

Flgflre 5.1 Compqnegts that compose the conceptual representations in a wide
variety of categorization models
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will show, clear representational alternatives to frames are- widely in
circulation, yet these alternatives suffer critically in expressive power,
failing to represent important structure in the physical world and human
knowledge. - :

The second goal of this chapter is to illustrate the fact that models of
categorization are orthogonal 1o the representational distinction between
feature lists and frames. In our initial analysis of feature lists, we will
show how classical models, exemplar models, prototype models, and
connectionist models can all contain feature list representations. We will
later see that these same models can contain simple frame and recursive
frame representations as well. Rather than representational assumptions
providing the significant differences between models, differences in
processing assumptions are much more important (although some
representational differences do exist).

For further discussion of classical and prototype models in this volume,
see Sutcliffe (Chapter 3) and Hampton (Chapter 4), respectively. We do
not discuss the relation of frames to intuitive theories (Murphy, this
volume, Chapter 7), but simply note that frames provide the most
common language that theorists have used for expressing intuitive theories.
It should be noted, however, that intuitive theories could certainly be
represented with feature lists, although the expressional limitations of
feature lists would constrain their content in important ways that should
become clear later. Frames are also closely implicated in Michalski’s
theory of inferential concepts (this volume, Chapter 6), although a form
of this approach, too, could be expressed using feature list representations.

The first two-thirds of this chapter provide a detailed analysis of feature
lists and the categorization models that use them. The final third presents
the additional assumptions that individuate frames, the use of frames in
categorization models, arguments for why the expressive power of frames
is necessary, and issues in measuring frames empirically.

1 Feature list representations

1.1 Introduction

1.1.1 Illustrations

Feature lists constitute perhaps the most commonly used form of
conceptual representation in categorization models. Figure 5.2a illustrates
feature lists for three concepts: peach, orange, and banana. Note that in
this figure and in all remaining figures, the specific features, attributes,
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(a) PEACH ORANGE BANANA
orange orange yelow
round round long
swest swest swoet
ft'lzzy peel peel
seeds soctions
(b) ‘ FEATURE
CONCEPT f1 fo fs f4 f5 f6 f7 fs fg ho
peach 1 01 0 1 1 0 1{ 0 0
orange 1 0 1 0 t 0 1 0 1 0
banana O 1. 0 1 1 01 0 o 1
fy: 1=orange, O =not orange f6: 1 = fuzzy, O =not fuzzy
t2: 1=yelow, O =not yellow f7: 1= pesl, 0 = no peel
f3: 1w=round, O =not round fg: 1=pt O=nopit
fa: 1=long, O =notlong fg: 1w=seeds, O=noseeds

f5: 1=sweet, 0= not sweet f10: 1 = gections, 0 = no sectlons

Figure 5.2 Examples of feature lists (a) and their isomorphic representations as
binary feature lists (b)

and relations are not intended as serious representations of specific
concepts. For example, the features for peach in Figure 5.2a are by no
stretch of the imagination intended as an accurate account of the features
that people know for this concept. Instead, all examples of concepts from
here on are simply intended to exemplify various forms of representation
in categorization models. g

As Figure 5.2a illustrates, feature list representations characterize
people’s knowledge of a concept as a list of independent features. Each
feature represents a separate aspect of the concept’s instances, and no
conceptual relations between features are represented. Figure 5.2b
illustrates a more explicit way of representing feature lists formally. As
can be seen, each feature in Figure 5.2a can be represented as a binary
attribute, where 1 represents the feature’s presence and 0 represents its
absence.? For example, a value of 1 for f, in a concept means that its
instances are round, whereas a value of 0 means that its instances are
not round. Figure 5.2b provides binary representations of peach, orange,
and banana that are equivalent to the verbal lists at the top. For example,
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the binary attributes for peach with values of 1 are fi, £y, 15, f5, and fg,
which represent ‘orange’, ‘round’, ‘sweet’, ‘fuzzy’, and ‘pit’, respectively.

For the remainder of this chapter, we represent feature lists as sets of
binary attributes for several reasons. First, binary notation makes explicit
the true nature of these features, namely, that they represent the presence
or absence of information. Second, expressing feature lists in binary
notation reveals the continuity among a wide variety of categorization
models, as we shall see. Third, many models incorporating feature lists
represent features this way.

1.1.2 Relations in feature lists

Feature lists are generally misleading in that they imply an absence of
relational information. However, this false implication largely reflects a
failure to make relational information explicit. Figure 5.3a summarizes

AND
a ,
(@) ASPECT

OR —» FRUIT

banana 0 1

(b)

PRED

Figure 5.3 (a) Implicit relations for ‘aspect’, ‘and’, ‘or’, and ‘truth’ often found in
feature lists. (b) Explicit contingency relations often found in feature lists
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three types of relations that often occur implicitly in feature lists. First,
the ‘aspect’ relation links each feature with each concept for which it is
potentially true. As Figure 5.3a illustrates, f; is a potential aspect of
peach. Similarly, each of the other features in Figure 5.3a is potentially
an aspect of peach (although some of them may never be realized).
Nearly always, feature lists do not represent aspect relations between
features and concepts explicitly, but these relations are nevertheless
clearly assumed to be present under external interpretation.

Second, ‘truth’ relations exist between each feature and its binary
values. In Figure 5.3a, for example, one ‘truth’ relation specifies that 1
is the truth value of f, for orange, and the remainder are not shown. In
every case, an implicit relation, provided by an interpreter external to
the representation, specifies that each 0 or 1 is the truth value of its
corresponding feature in a concept.

Third, theorists often assume (but not always) that the features in a
feature list are related conjunctively by an ‘and’ relation.* As Figure 5.3a
illustrates, ‘and’ integrates the five features for peach, representing the
assumption that instances of peach exhibit these five features together.
Similarly, theorists sometimes assume that different feature lists are
related disjunctively by an ‘or’ relation. As Figure 5.3a illustrates further,
‘or’ integrates the three feature lists for peach, orange, and banana into
a disjunctive representation of the category fruit. Certainly, fruit could
be represented in other ways, such as by a single conjunction of features
common to peach, orange, and banana (should there be any). As-we
shall see, however, models often integrate conjunctions of features
disjunctively in this manner.

It is important to acknowledge the presence of these implicit relations
in feature lists, because feature lists are often viewed as non-relational
representations. Clearly, though, there are important relations in feature
lists that are typically implicit but essential to their use under external
interpretation. By making these relations explicit, we will be able to see
the continuity that ranges from the simplest representations (feature lists)
to the most intricate (recursive frames). In all cases, representations are
relational. Where representations differ is in the particular relations they
allow and utilize. _

Feature lists also contain various contingency relations, which theorists
typically represent explicitly. As Figure 5.3b illustrates, theorists often
propose that the ‘implies’ relation integrates feature lists. For example,
we can represent joint sufficient conditions for a concept using conjunction
and implication together: if an entity exhibits f;, f,, and f, jointly, then
it must be an instance of c,;. We can similarly use the ‘implies’ relation
to represent necessity: if an entity is in c;, then it must have f;. Note
that in Figure 5.3b, we treat concepts as binary attributes, again following

103

5. From Feature Lists to Frames

a fairly common convention. If a concept is true of a t’ea‘tu_re list in some
sense or applies to it in some way, its value is' 1. If it is not true or
doesn’t apply, its value is 0. For example, if c; is the concept for peach,
then 1 for ¢, means that peach is true of or applies to features f;, f, and
fs.

’ Figure 5.3b also illustrates a relaxed form of contingency, the ‘p-redicts’
relation. Whereas implication is absolute contingency al_lowmg no
exceptions, prediction is probabilistic contingencfy alloyvmg exceptions.
Many categorization models represent probabilistic contingency relations
between features and concepts, because exceptions typically occur. As
Figure 5.3b illustrates, the presence of f; might predict the presence of
c, but not imply it absolutely. '

As subsequent sections will demonstrate, these four relathlls, together
with binary attributes, are sufficient to capture the feature list represen-
tations in a diverse variety of categorization models. Moreover, this smzfll
set of components allows us to see the similarities and differences in

_these models’ representations clearly.

1.2 Logical enumeration models

1.2.1 Representational assumptions

To our knowledge, no one has seriously proposed logical enumfaration as
a model of categorization, yet this class of models constitutes an important
baseline in our analysis. Furthermore, logical enumeration models are
only one step away from the highly functional class of exemplar models
that are currently of considerable interest. o _
Figure 5.4 illustrates the .representational assumptions of a loglcal
enumeration model. Each row represents the features present in a
particular exemplar. We assume that an exemplar is a memo_ry‘for a
particular instance of a category.> When someone perceives an instance,
they extract its features and store them as a feature list in long-term
memory. As Figure 5.4 illustrates further, we assume _th_at p'eople of‘ten
store the category membership of an exemplar, receiving information
about membership from an external source (e.g., a parent, teac.her, peer).
As the result of encountering many exemplars, people acquire a large
set of feature lists, one for each exemplar, as the rows of Figure 5.4
illustrate. For example, Exemplar 1 exhibited f,, f,, f;, and fs and
belonged to c,. L
Implicit in this representation are ‘aspect’, ‘truth’, ‘c.onjunctlon ,
‘disjunction’, and ‘implies’ relations (see Figure 5.3b). Specifically, each
feature is a potential aspect of an exemplar; each feature has a truth



104 L. W. Barsalou and C, R. Hale

FEATURE CONCEPT
EXEMPLAR 1y fy 13 14 15 fg f7 fg e o
1 111 0 1 0 0 o 1 0
2 0 0 1 0 1 o0 1 0 9
3 0 1 00 1 1 1 0 o 1
4 1101 0 0 1 o 1.0
new-5 1T 1.0 1 0 0 1 1 ? ?
new-8 1 1 01 0 0 0 1 707

Figure 5.4 Examples of exemplar representations in logical enumeration and
exemplar models :

value; each exemplar is a conjunction of the features observed for it; the

conjunction of features in each exemplar implies the associated category; -

and the representation for a particular category is a disjunction of all its
exemplars. When we represent the conjunction and contingency relations
in Exemplar 1 explicitly, its representation becomes:

(fl&fz&f3&f5)‘_)cl

By pooling the exemplars for each category
can further represent c; and c, as:

G & E&EG &) (&G &L &B)—c
(f3&f5&f7&f8)V(f2&f5&f6&f7)_)C2

As _the n_umbc_er of exemplars for each category increases, the number of
conjunctions in each disjunction increases correspondingly.

To perform classification, this model employs a basic rule of logic,
modus ponens:

into a disjunctive rule, we

X—>Y
X

——

Y

Assume that X represents the conjunction of features for an exemplar
and that Y represents the associated category. Following modus ponens,
ff an entity exhibits a conjunction of features ‘that matches the features
In any exemplar, it must be a member of the category. For example, if
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some new entity exhibits f,, f, f5, and fs, we can infer that it belongs to
¢y. Clearly, this procedure makes possible the classification of previously
seen exemplars. Once an exemplar becomes stored in memory, it enables
valid classification of it at later times without the benefit of an external
source. In this sense, logical enumeration models learn, because they can
eventually perform correct categorization of old exemplars on their own.

Not so obviously, logical enumeration models generalize to new
exemplars never seen previously. Mitchell (1980) proposes that logical
enumeration models do not generalize at all, yet these models actually
generalize in a limited manner. Consider the new-5 exemplar in Figure
5.4, which contains all features of exemplar 4 plus fy in addition. The
modus ponens classification rule will place new-5 in c,, because this
exemplar satisfies the conjunction of features for Exemplar 4, namely,
(f; & f; & f4 & f;). Consequently, logical enumeration models generalize
to any new exemplar that contains an old exemplar’s features as a subset.5
In contrast, this model will not generalize c, to the new-6 exemplar,
because new-6 does not contain all of the features for any c, exemplar.

1.2.2 Storage, classification, and learning costs

For every model, we assess its costs for storage, classification, and
learning. Logical enumeration models are very expensive for the first two
measures and cheap for the third. Logical enumeration models are
expensive in storage, because a record must be maintained of every
exemplar. These models are also expensive during classification, because
a large proportion of exemplars must be examined on the average before
a positive categorization can be reached, and all exemplars must be
examined to reach the conclusion that no categorization is possible.
Where this model is cheap is in the computations that produce learning.
To learn, all this model must do is store exemplars and their associated
concepts. Compared to the learning procedures of most remaining models,
this type of learning is extremely simple and easy to perform.

We note that evaluating these costs depends on the physical system
implementing a model. In a serial computer, storage and search costs
during categorization are important, because these demands can greatly
compromise categorization performance. In humans, however, high
storage and search costs may not be a problem. Cognitive psychologists
generally believe that long-term memory is effectively unlimited in
capacity, and that the requirement of storing many exemplars is not
necessarily a problem. Similarly, cognitive psychologists generally believe
that the examination of exemplars during classification occurs in parallel,
with comparisons between the categorized entity and many exemplars
occurring simultaneously. Because search is not serial, the large number
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of exemplars that must be considered is not necessérily a problem. In
contrast, people are poor at constructing complex rules during learning,
as suggested by the hypothesis testing literature (e.g., Bourne, 1966,

andels is extremely attractive. Taken together, this particular configur-
ation of costs and benefits makes logical enumeration at least somewhat

plausible psychologically. As we shall see next for exemplar models,
psychologists do indeed perceive an important variant of logical enumer-

‘ation as a viable account of human categorization.

1.3 Exemplar models

1.3.1 Representational assumptions

Exemplar models make two of the same representational assunlptiohs as

logif:al enumeration models: as Figure 5.4 illustrates, each exemplar is a
cgt}junction of binary features, and the representation of a concept is a
dlSJunction of all its exemplars (e.g., Brooks, 1978; Hintzman, 1986;
Rosch and Mervis, 1975). The only representational difference is that the
features of an exemplar do not imply the associated category, as in logical

enumeration. Instead, the category is simply another aspect of an
exemplar’s feature conjunction. For example, the relational representation

of Exemplar 1 in Figure 5.%is

h&L & &fs &y,

The central difference between logical enumeration and exemplar

models is in their matching rule for classification. Essentially, exemplar

models relax the strict rule of modus ponens found in logical enumeration |

models. For an exemplar to be placed in a category, it need not match !

all of the features for an old exemplar exactly, as in logical enumeration.

Instead, a new exemplar must simply be similar to an old exemplar of a

category, to some subset of exemplars, or to all -exemplars. Whereas
strict matches are necessary for logical enumeration models, partial
matches are satisfactory for exemplar models.

- Consider the new-6 exemplar in Figure 5.4 once again. This exemplar
is more similar to Exemplar 4 than to any other exemplar, sharing
three of its four features.. Using the nearest neighbour strategy (Reed,
1972), an exemplar model would generalize c, to include new-6, because
this exemplar is more similar to any exemplar in ¢, than to any exemplar
in Cz. A wide variety of other similarity rules would also generalize ¢
to include new-6. For example, an average similarity model would
place new-6 in c,, because new-6 is more similar on the average to the
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exemplars of c, than to the exemplars of ¢, (cf. Medin and Schaffer,
1978). Whereas logical enumeration would never generalize ¢, to the

. new-6 exemplar, an exemplar model would. Because the matching

1970). For this reason, the low cost of learning in logical enumeration . requirement has been relaxed from an identical feature match to a

+ partial feature match, exemplar models exhibit a much wider range of

generalization than logical enumeration models. :

A clear problem for exemplar models, as well as for many later models,
concerns the basis of similarity (e.g., Barsalou, 1992a, ch. 10;*Goodman,
1955; Medin and Thau, in press; Murphy and Medin, 1985). Which
potential features count toward similarity and which do not? The central
problem for similarity is not so much the metric for measuring similarity,
but is instead the means of determining the relevant features, which can
vary widely across contexts (see also Barsalou, 1982, Experiment 2). We
do not address the determinants of similarity here, nor when presenting
later similarity-based models. Nevertheless, this problem lurks behind all
of these models, compromising them to the extent that they do not
address it. ‘

1.3.2 Storage, classification, and learning costs

The costs for exemplar models are essentially the same as the costs for
logical enumeration models: they require large meémory capacity to store
exemplars; they require much computation during classification to retrieve
exemplars; they require minimal computation to perform learning, simply
storing each new exemplar upon encountering it. Many cognitive
psychologists find these models psychologically plausible. Assuming
parallel search and the large storage capacity of human memory, exemplar
retrieval and storage are not necessarily problems. Furthermore, the
simple learning procedure of exemplar models is attractive, because
constructing rules often appears difficult for people. Finally, the relaxation
of strict logical matching to partial similarity matching appears character-
istic of much human reasoning and makes possible wide generalization.
As we shall see in the next section on classical models, still another
strength of exemplar models (and also logical enumeration models) is
their ability to acquire fuzzy categories.

1.4> Classical models

As we just saw, logical enumeration and exemplar models do not compute
any generalizations about exemplars during learning, but simply use
memories of exemplars to perform categorization. In contrast, all of the
remaining models that we consider compute generalizations about
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exemplars during learning and use these

generalizations to categorize °
subsequent exemplars.

1.4.1 Necessary and sufficient conditions

1.4.1.1 Representational assumptions

According 1o many traditional theories, especially in philosophy and
linguistics, people represent concepts with necessary and sufficient
conditions. (e.g., Katz, 1972; Lyons, 1977a, 1977b; Smith and Medin,
1981; Sutcliffe, this volume, Chapter 3). Figure 5.5 represents the structure
of such concepts, with each row of binary values representing a rule, not
an exemplar as in Figure 5.4. Similar to the previous two models, each
feature represents a potential aspect of its concept’s instances (these .
relations are not represented in Figure 5.5), and a conjunctive relation
integrates the features in each rule. For example, the first row represents
the generalization that f, & f, co-occur in the members of c;. The first :
row further represents absolute contingencies between f,, f,, and ¢;. First,
an ‘implies’ relation represents the joint sufficiency of f, & f, for cy: if
any exemplar contains f; & f,, it must belong to . Second, two additional
‘implies’ relations represent the individual necessity of f, & f, in c,: if an :
entity is in c,, it must possess f; & f,. Again, these implications are
absolute, allowing no exceptions. -

As in logical enumeration, the formal rule of modus ponens determines
categorization: if an entity possesses the sufficient conditions in a rule, it |
must belong to the associated category. Consider the sufficiency rule for c,: ;

i
(f, & ) > ¢, '

AND
FEATUV

5 6 7 8 9 ¢ o «

CONCEPT

fo f

Figure 5.5 Examples of necessary and sufficient rules in classical models
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If any exemplar contains f; & f,, this rule will place it in c,. Classical
models allow modest generalization: if a new exemplar never encountered

* before exhibits f, & f, as a subset of its features, this rule will generalize
ey to it ‘

1.4.1.2 Storage, classification, and learning costs

Where this model excels is in classification costs. In contrast to logical
enumeration and exemplar models, classical models do not consider all
possible exemplars during classification but only consider generalized
rules that summarize exemplars. Consequently, if the number of
comparisons is critical, classical models are highly attractive, especially
when comparisons occur serially and fast categorizations are essential to
survival. '
Surprisingly, classical models typically require more storage than
logical enumeration and exemplar models. To compute necessary and
sufficient rules, a classical model must usually maintain a record of all
exemplars. Under certain limited conditions, this is not necessary, but
under more general conditions, memories of exemplars must be stored
to allow recomputation of rules that are disconfirmed. If an exemplar
does not satisfy the rule for a category but is nevertheless assigned to
the category by an external source, a new rule must be computed. To
ensure that the new rule is consistent with all previous exemplars, their
features must usually be considered again. This is critical, because of
the absolute nature of the ‘implies’ relations in these rules. A classical
concept does not have necessary and sufficient conditions if there are
any exceptions to them. To ensure that there are no exceptions, it is

- usually necessary to examine every previous exemplar when revising a

rule. Consequently, classical models store both rules and exemplars,
thereby requiring more storage capacity than logical enumeration and
exemplar models.

Where classical models are most costly is in learning. Whereas learning
in logical enumeration and exemplar models simply involves the storage
of exemplars, learning in classical models may require an extensive search
through a space of possible rules (Mitchell, 1982). Under some conditions,
logically valid rules may be extremely difficult, if not impossible, to
discover, unless some degree of error in rule discovery is allowed
(Haussler, 1988; Valiant, 1984). In general, an important lesson from
work in machine learning is that the discovery of classical rules often
requires extensive computation. Even when such computation is feasible
on computers, it may be much more than humans are typically able or
willing to perform. Theorists who propose classical representations of
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concepts as psychological theory often fail to appreciate just how difficult
it would be for a human to discover rules in this manner. For this reason, ;
among others, most psychological theorists have come to believe that .
classical induction does not provide a viable account of general concept .
acquisition (Medin and Smith, 1984; Mervis and Rosch, 1981; Oden,
1987; Smith and Medin, 1981). Classical induction certainly does occur :
under certain conditions (Bourne, 1966, 1970; Bruner, Goodnow, and
Austin, 1956), and classical procedures for acquiring concepts may ;
provide excellent accounts of these particular phenomena (e.g., Medin, ,
Wattenmaker, and Michalski, 1987). In addition, the direct conveyance ’

of classical concepts from instructors to students certainly occurs frequently -
in educational settings.

1.4.2 Disjunctive sufficient conditions

|
1.4.2.1 Representational assumptions f

A much better-known problem for the classical view is that few natural '
categories exhibit necessary features. For many categories, no feature
occurs for every exemplar (Hampton, 1979; Rosch and Mervis, 1975; |
Smith and Medin, 1981). Instead, natural categories are fuzzy, with every |
feature occurring for only some exemplars. Fuzzy categories constitute a |
major problem for the classical view, because strict classical models
attempt to establish necessary and sufficient conditions for every category.
An extremely attractive feature of the logical enumeration and exemplar
-models we considered earlier is their ability to learn fuzzy categories.
These two models can acquire fuzzy categories, because they do not
search for necessary features and do not use them during classification.
Instead, these models simply require that exemplars either match only
one previous exemplar or be partially similar to previous exemplars. In |
neither ‘case must a category member possess a feature shared by all |
category members. ' ;

The problem of fuzzy categories can be resolved for classical models :
by relaxing the requirement that there be necessary features in a rule |
that summarizes exemplars. Instead, this variant of classical models 1
attempts to establish disjunctive sets of sufficient conjunctive features. !
Note that necessary and sufficient conditions are simply a special case
of disjunctive sufficient conditions, namely, a degenerate disjunction
containing a single sufficient conjunction. When the number of sufficient
conjunctions increases to two or more, no features may be necessary. As
a result, classical models that allow disjunctive rules can learn fuzzy
categories. Consider the two disjunctive rules in Figure 5.6. The rule in

the first row states that any exemplar exhibiting either (f, & £,) or (f; & :

m
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N

Figure 5.6 Examples of disjunctive sufficient rules in classical models

f,) belongs to c,. Again, the logica! .rule .of modu.s ponens deter_mmes
categorization (assuming that each disjunctive r_ule is decqmposed into a
set of more specific conditionals, one per conjunctlon'): if an exemplar
contains the features in any sufficient conjunction, it belon-gs to the
associated category. Similarly, these disjunctive 1:ules gen'erah.ze to any
new exemplar that contains one of these sufficient conjunctions as a
subset of its features.

1.4.2.2 Storage, classification, and learning costs

The storage, classification, and learning costs of these models are roughly
the same as for classical models that compute necessary and sufficient
conditions. Again, storage capacity must be high to store all exemplars,
because they all must typically be examined to revise a dlsconl?rmed -rule
(e.g., Michalski, 1983). Again, classification is reasonably efficient, given
that new entities are compared to rules rather than to many or .all
exemplars. Again, learning is relatively costly, be<_:ause of t.he computation
required to discover disjunctive sets of sufficient conjunctions (e. g
Haussler, 1988; Valiant, 1984). Regardless of these costs, an gttractlve
feature of these models is their ability to acquire fuzzy categories.

1.4.3 Aside: computing classification functions

To provide a clearer sense of how the remaini.ng categorization models
evolve in our analysis, we stop here to consider the generz.tl type of
classification function that all of these models compute. Following Marr’s
(1982) analysis, we can evaluate categorization performance at thr‘ee
levels. ‘At the computational level, we can evaluatc the general classifi-
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cation functions that people compute during categorization (cf. Anderson, FEATURE c
1990). At the algorithmic level', we can ev:ftluate the procedures tpat : " EXEMPLAR fy ta f3 4 f5 fg f7 1g o o
people use to compute these classification functions. At the implementation

level, we can evaluate the physical systems that execute these algorithms.

We have already commented several times on the implementation level, -
suggesting that long-term memory capacity is relatively unlimited in . ,
humans and that the retrieval of exemplars occurs in parallel. ' (a)

In this short detour, we focus briefly on the relation between the -
computational level and the algorithmic level. We assume that the basic |
classification function that people compute at Marr’s computational level
is a mapping from exemplars into categories. Specifically, the domain of |
a classification function is a set of exemplars, and its range is a set of . FEATURE CONCEPT
categories. Every categorization model that we consider computes such !

a function. Where these models differ is at the algorithmic level, with ! f4 1p g 14 15 fg f7 fg ¢ <
each model computing the same general type of classification function ;

using a different algorithm. Most importantly, these models differ in the ;
efficiency of the mechanism used to compute the classification function, |
Note that by efficiency we only mean the efficiency of categorization -
not the efficiency of storage or learning, as we have considered previously.
Certainly storage and learning are essential to the evaluation of any ;
categorization model, but we focus on the efficiency of categorization ;
here, because it provides a useful means of structuring the continuity of -
categorization models. ‘

As an initial pass at establishing this continuity, consider the logical
enumeration model at the top of Figure 5.7. As can be seen, logical
enumeration is a categorization algorithm that specifies classification !
functions explicitly. The representation explicitly specifies, the domain of |
exemplars, as well as their mapping into the range of categories. For |
example, the domain element for Exemplar 1 is (f; & fy & f,) and the |
range element is c;. In contrast, consider the classical model in Figure !
5.7b. As can be seen, this model uses disjunctive sufficient conditions to
compute exactly the same classification function as the logical enumeration |
model at the top. Although the algorithms for these two models differ, : OR
their classification functions are identical. , \

As Figures 5.7a and 5.7b illustrate, classical models provide an efficient
form of computing classification functions. Rather than having to process
many or all exemplars, the classical model simply processes a much
smaller set of rules. Essentially, the classical model has distilled the key
information that specifies .the  classification function, discarding the
redundant and irrelevant information distributed across exemplars. As
we shall see, the remaining models we consider are still more efficient,
distilling increasingly efficient categorization mechanisms from exemplars.
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Figure 5.7 Examples of how logical enumeration models represent classiﬁcat?on
functions explicitly (a); how classical models use more compact categorization
mechanisms to compute the same classification function (b); and how decision

trees may provide a more compact form of computing disjunctive sufficient
conditions (c)
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Again, our point is that this increasing compactness is a useful way of !
organizing categorization models.
Nevertheless, this increasing compactness is not necessarily a benefit.
If compactness comes at the cost of a computationally intensive learning !
problem (e.g., Haussler, 1988; Mitchell, 1982; Valiant, 1984), then §
compactness may not be feasible or practical in human concepts. |
Moreover, as many exemplar theorists have noted, discarding redundant
and irrelevant information leaves a categorization system unable to'adapt
to changing circumstances. If the system must learn to categorize
exemplars in a new way, it may have to start from scratch, if the only
information retained from exemplars is relevant to computing the original
classification function. Furthermore, much evidence has accrued in the |
categorization literature that people store redundant and irrelevant :
information, even when it is not necessary to the categorization task they :
face. As we shall see, however, some of these more compact algorithms |
also have the ability to store redundant and idiosyncratic information. - |
In making compactness comparisons between categorization models, it |
is important to note that not all models compute the exact same E
classification functions, as the equivalence in Figures 5.7a and 5.7b might |
imply. Instead, our point is simply that all categorization models are |
computing the same type of classification function; namely, some mapping |
from exemplars to categories. For example, the two algorithms in Figures |,
5.7a and 5.7b are only equivalent in the classification functions that they
compute for old exemplars. Because classical models produce rules that
contain absolute implications, they always recategorize an old exemplar
in the same way it was originally categorized by the external source
during learning (that is, the same information used by logical enumeration |
during categorization). Consequently, classical models and logical enumer-
ation models are always equivalent for old exemplars, assuming that
classical models can discover a completely correct rule. However, these
two models do not generalize identically. Consider 4 new exemplar
containing features f,, f;, and f,. The logical enumeration model in Figure ;
5.7 would not assign this new exemplar to c,, because it does not contain '
all of the features of any old exemplar in this category. In conftrast, the
~ classical model in Figure 5.7 would assign this exemplar to c,, because it
contains the first sufficient conjunction in c,’s disjunction. Again, our
point is simply that categorization models vary considerably in the
compactness of the mechanism they use to compute the same type of
classification function.
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1.4.4 Decision trees

As we just saw, classical models use more compact categorization
mechanisms to compute classification functions than logical enumeration
and exemplar models. As Figure. 5.7c illustrates, still more compact
categorization mechanisms are possible. Figure 5.7c contains a decision
tree that computes exactly the same classification function for old
exemplars and new exemplars as the classical model in Figure 5.7b. This
decision tree works as follows. It first tests an exemplar to see if it has
f or f,. If the exemplar has f, it is next tested for f; or f5. If the exemplar
has f;, it is assigned to c;; if the exemplar has fs, it is assigned to c,.
Similar decisions would be performed on the right side of the tree, if the
exemplar had f, instead of fs. ‘ .

Essentially, a decision tree of this form is a disjunction of sufﬁ(.:lfent
conjunctive conditions, as the disjunctions at the bettom of the decision
tree in Figure 5.7c illustrate. Each path through a tree represents a
conjunction of features implicitly, and the different paths to the same
category implicitly constitute a disjunctive set of conditions for membership
(cf. Quinlan, 1986). As Figures 5.7b and 5.7c illustrate, decision trees
may represent implicitly the same disjunctive rules explicit in a classical
model (that is, compare the disjunctive rules for the decision tree with
the disjunctive rules for the classical model). The key difference is that
decision trees (under these conditions) constitute a more efficient
algorithm for processing these rules, because the average number of
feature comparisons needed to perform categorization in a decision tree
is fewer than the average number of feature comparisons needed to
process the explicit rules in the corresponding classical model. As has
been known in computer science for some time, decision trees of this
form can provide highly efficient mechanisms for implementing search.
Although decision trees are rarely proposed as cognitive models, they
illustrate our theme that categorization algorithms can be viewed profitably
as increasingly compact means of computing classification functions.”

1.5 Prototype and weighted prototype models

1.5.1 Prototype models

1.5.1.1 Representational assumptions

Prototype models provide another example of increasing algorithm
compactness. These models summarize the exemplars of a category with
a prototype; namely, the set of binary features most likely to occur across
exemplars (e.g., Hampton, 1979, this volume, Chapter 4; Homa, 1984;

1o I T



116 L. W. Barsalou and C. R. Hale

Posner and Keele, 1968; Smith and Medin, 1981). Consider the prototype
model in Figure 5.8a. The prototype for c, contains f,, f,, and f,, which
are aspects of exemplars that occur frequently across exemplars (again,
‘aspect’ and ‘truth’ relations are not shown). Because f,, fs, f5, f;, and fg
do not occur as frequently, they do not reside in the prototype. Unlike
all of the previous models we have considered thus far, conjunctions do
not integrate the features in a prototype. Instead, a ‘compensates’ relation
integrates them, as we shall see. Also unlike previous models, prototype

models use probabilistic ‘predicts’ relations between features and categor-

ies. In Figure 5.8a, for example, f,, f,, and f, each predict the presence
of c,. Essentially, a ‘predicts’ relation can be viewed as a relaxed form
of the ‘implies’ relation in classical models. Whereas an ‘implies’ relation

(a)

FEATURE CONCEPT

% S

t4 fo fa f4 fs fe f7‘ fa

FEATURE CONCEPT

© g

(b)

f4 fo fa fa f5 fe f7 fa

Figure 5.8 Examples of prototypes in a prototype model (a),
prototypes in a weighted prototype model (b)

and of weighted |
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allows no exceptions, a ‘predicts’ relation does, simply representing a
statistical tendency for a feature and category to co-occur.

To construct a prototype, a model need not store memories of
exemplars. Instead, a model must only record some measure of frequency
or probability for each feature (Reed, 1972; Smith and Medin, 1981).
For simplicity, we assume that prototype models track the number of
times that each feature occurs for each category, although other measures
are certainly possible. Using this frequency information, prototype models
typically use a threshold to identify prototypical features. For example,
if a feature occurs for more than 50 per cent of a category’s exemplars,
it might be placed in the prototype (many other threshold rules are
possible). Note that the ability to compute these probabilities requires
that the frequency of exemplars in each category also be maintained,
along with the frequency of each feature. Given people’s excellent ability
to acquire frequency information, the storage of feature and category
frequency is psychologically plausible (e.g., Barsalou and Ross, 1986;
Bourne et al., 1976; Hasher and Zacks, 1979, 1984; Hintzman, 1976). At
various points in learning, a prototype model assesses feature frequency
for a category and revises its prototype. As features rise above threshold,
they are added to the prototype; as features fall below threshold, they
are removed from the prototype.

To perform classification, prototype models often use compensatory
rules. For example, a compensatory rule might state:

If an exemplar contains n features of the m features in the prototype
for ¢; (n < m), then the exemplar belongs to c,.

Consider the prototype for c, in Figure 5.8a. As can be seen, m = 3,
because there are three features in this prototype. If n = 2 in the
compensatory rule, then an exemplar containing any two features in the
prototype belongs to the category. The compensatory nature. of this rule
is critical: membership in a particular category never depends on the
possession of any particular feature. Instead, the only requirement is that
an exemplar exhibit a sufficient amount of evidence for category
membership, regardless of which particular evidence is present. If an
exemplar lacks one feature in a prototype, it can compensate by having
one of its other features.

This compensatory rule, like decision trees, is another compact form
of computing disjunctive sufficient rules. To see this, consider the
disjunctive form of the compensatory rule for ¢ By decomposing this

rule into all possible sets of two features that constitute membership, we
obtain; '

G&)vE &)V E & f)) = ¢,
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- The compensatory prototype rule is a faster means of computing this
disjunction, because at the most three feature matches must be performed
to determine if the rule is satisfied.® Although this potential equivalence
exists between prototype models and disjunctive classical models, it only
holds when prototype models make no classification errors. For example,
if concepts are linearly separable and a prototype model can compute a
linear function that distinguishes them, then a prototype model will make
no errors in classification (cf. Medin and Schwanenflugel, 1981; Minsky
and Papert, 1969). Under these conditions, the disjunctions implicit in a
compensatory prototype rule contain sufficient conditions that are never
violated. However, prototype models are often applied to categorization
contexts in which compensatory prototypes do not guarantee correct
answers, and errors do occur. Under these conditions, the disjunctions
inherent in compensatory prototypes are not sufficient conditions and are
therefore not equivalent to sufficient disjunctions in a classical model.
Prototype models are still computing disjunctions of conjunctive con-
ditions, but these conjunctions are simply predictive and not sufficient.
Prototype models are not restricted to compensatory rules. Similar to
exemplar models, prototype models can simply assign the category whose
prototype is most similar to the exemplar being categorized. Consider an
exemplar containing f,, f;, & fs. This exemplar only matches the prototype
for ¢, in Figure 5.8a on one feature and does not match the prototype

for c; on any. According to the compensatory rule we just considered, |

this exemplar would not be assigned to either category, but according to
the relative similarity rule, it would be assigned to c,. A wide variety of
other decision rules are possible as well.

1.5.1.2 Storage, classification, and learning costs .
Prototype models excel on all three measures. Prototype models re(iuire

L. W. Barsalou and C. R. Hale i
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much less storage capacity than all previous models, because they need

not store exemplars." Instead, prototype models need only track the
frequency of specific features and possibly the frequency of categories.
Prototype models perform classification quickly, because they need not
examine large numbers of exemplars but instead process compact
prototypes. Learning is simple in prototype models. Instead of having to
compute absolute rules, prototype models simply update frequency
information and revise prototype composition using a simple threshold
rule. Across all three measures, prototype models are extremely attractive.
In addition, prototype models excel at acquiring fuzzy categories, because
they require that no feature be shared by every exemplar.
Nevertheless, as the recent categorization literature has demonstrated,
the strengths of prototype models produce some major weaknesses. In
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discarding exemplars, prototype models lose the idiosyncratic features of
exemplars, correlations between features, and distributional information
(although some of this information remains in the record of property
frequency). As much recent work has shown, people readily store these
forms of information (e.g., Fried and Holyoak, 1984; Medin et al., 1982;
Medin and Schaffer, 1978; Medin and Thau, in press).

Theorists have extended prototype models to handle these problems.
For example, some prototype models maintain frequency counts for all
possible n-tuples of the binary features in each category, thereby
establishing information about idiosyncratic features, feature correlations,
feature distribution, and exemplar distribution (Hayes-Roth and 1ayes-
Roth, 1977; Neumann, 1974; Reitman and Bower, 1973). The significant
problem with this extension is that these models may suffer from an
exponential growth of feature information in storage (Barsalou, 1990;
Medin and Schaffer, 1978). However, extended prototype models require
less storage capacity than exemplar models under certain conditions. For
example, when the number of possible features is small, and the number
of exemplars is large, extended prototype models require considerably
less storage capacity than exemplar models, which are certainly not thrifty
in storage under any conditions. Furthermore, there are reasonable ways
to limit the explosive growth of feature information in prototype models
when the number of features is large, thereby enabling them to capture
idiosyncratic, correlational, and distributional information in a more
efficient manner (Barsalou, 1990: 70-1). Under these conditions, the
storage of this information may be limited but nevertheless sufficient to
provide a satisfactory account of categorization performance. Because of
insufficient attempts to rule out extended prototype models, they remain
potentially viable accounts of people’s sensitivities to the idiosyncratic,
correlational, and distributional properties of exemplars.®

1.5.2 Weighted prototype models

An important variant provides continuity between prototype and connec-
tionist models, to which we turn shortly. The only change from the
prototype model we just considered concerns the values for binary
features. Whereas the features in all previous models have been discrete
binary values, the features in a weighted prototype model reccive

 ‘continuous binary’ values. What this oxymoron means is that the truth

values of a feature are now allowed to range continuously from 0 to 1,
yet the interpretation of these values remains essentially the same: these
continuous values represent the degree to which a feature is present or
absent. Analogous to the continuous truth values in fuzzy logic (Zadeh,
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1965), the weights in prototype models simply represent continuous
degrees of truth concerning the presence of a feature.

Consider the weighted prototypes in Figure 5.8b, where each Wi
represents the weight from a feature to a concept; wy; might be .7, w,,
might be .6, and w,; might be .9. These weights can reflect a variety of
statistical measures, but for simplicity assume that they represent the
proportion of exemplars in a category containing the feature. For example,
a value of .7 for wy; might mean that 70 per cent of the exemplars in ¢,
possess f,. Except for this change, the computation and representation
of prototypes is essentially the same as for the prototype model in Figure
5.8a. The only other difference concerns the use of compensatory rules
to compute category membership. Rather than requiring that an exemplar
possess n of some m features, a compensatory rule might require that an
exemplar possess some proportion p of the total weight w in the prototype.
In Figure 5.8b, w for the c, prototype is 2.2 (that is, .7 + .6 + 9. Kp
is .67, then an exemplar must accumulate at least 1.47 units of feature
match weights to belong to c, (i.e., .67 * 2.2) . For example, an exemplar
with f; and f, would belong to c,, because it has 1.5 units of feature
match weights, but an exemplar with f, and f, would not belong, because
it has only 1.3 units. '

The primary advantage of the weighted prototype model is that it uses

more of the available exemplar information than an unweighted prototype’

model. Essentially, an unweighted prototype model assumes that a feature
is either completely relevant to membership or completely irrelevant. In
contrast, a weighted prototype model assumes that each feature in the
prototype is relevant to the extent that it occurs across category members.
If one feature is more diagnostic of category membership than another,
it receives more weight in categorization decisions. As a result, categoriz-
ation is likely to be more accurate, because weakly diagnostic features
are less likely to force false categorizations to the non-category members
that possess them. .

1.6 Connectionist models

1.6.1 Representational assumptions

As we have moved from logical enumeration and exemplar models to
classical models and prototype models, we have seen increasing com-
pactness in the mechanisms used to perform categorization. Connectionist
models represent the current extreme on this continuum of compactness.
In this analysis, we only consider single-layer, feed-forward connectionist
models (e.g., Chapman, 1991; Gluck and Bower, 1988; Shanks, 1991).
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However, our analysis extends readily to other architectures, such as
interactive activation models (e.g., McClelland and Rumelhart, 1981,
McClelland and Elman, 1986), multilayer feed-forward-associative nets
(e.g., Cohen, Dunbar, and McClelland, 1990; Seidenberg and McClelland,
1989), auto-associative nets (e.g., McClelland and Rumelhart, 1985), and
so forth. What all of these connectionist architectures share with one
another, as well as with other feature list models, is the use of binary
features integrated by predictive relations.

Figure 5.9a represents a single-layer feed-forward net in standard
connectionist notation. Figure 5.9b represents this same net in our
notation. As can be seen, connectionist models are similar to weighted
prototype models representationally in important ways: both distil
compact representations from exemplars that contain critical categorization
information. Both represent this critical information with ‘predicts’
relations between features and concepts. Both yse weights that vary
continuously between two extremes under a binary interpretation, namely,
the extreme presence or absence of a feature.!® We assume that it is not
necessary to represent the activation level of input units explicitly in our
notation, because they typically receive discrete values of —1 and 1 for
input absence versus input presence, analogous to 0 and 1 for weighted
prototype models.

However, connectionist models possess four unique characteristics
that make them more effective categorizers than prototype models.

FEATURE CONCEPT

% %

fi1 fa f3 f4

(a)

Figure 5.9 An example of a feed-forward single-layer connectionist net (a), and
its corresponding representation in feature list notation {b)

(b)
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Representationally, connectionist nets typically include two properties
not found in prototype models. First, connectionist nets use every feature
to predict a category — not just highly probable features above some
threshold, as in the standard prototype model.!! As Figure 5.9b illustrates,
a ‘predicts’ relation exists between every feature and every concept.
Consequently, connectionist models use more of the information available
in exemplars than weighted prototype models. Rather than only using
predictive information from the features most likely to occur in exemplars,
connectionist models glean additional information from less predictive,
more idiosyncratic features as well. Second, connectionist models not
only use features to predict the presence of categories, they also use
features to predict the absence of categories. To predict category absence,
weights can be negative, thereby indicating that the presence of a feature
implies the absence of a category. For example, if ws, is —.7, the presence
of f; implies the absence of c, fairly strongly.

Two further differences between connectionist and prototype models
concern the computation of weights. In prototype models, weights evolve
passively over time, simply reflecting feature frequency. Moreover, change
in one weight is independent of change in another, because weights only
reflect the frequency of their respective features. In contrast, weight
change in connectionist models is active and interactive. First, connectionist
weights are typically adjusted to minimize categorization error (Rumelhart,
Hinton, and McClelland, 1986; Rumelhart, Hinton, and Williams, 1986).
Rather than passively reflecting feature frequency, independent of
categorization accuracy, weight change reflects the magnitude and
direction of categorization error. If categorization is off substantlally,
weights are adjusted substantially in the direction that will minimize
future errors. Second, weight changes are interactive rather than
independent. If one Weight produces high categorization accuracy, other
weights may not change much. Even though the values of these
latter weights could be more optimal, they need not change, because
categorization is satisfactory (e.g., Chapman, 1991; Gluck and Bower,
1988; Shanks, 1991). All of these differences together make connectionist
models more powerful categorization mechanisms than prototype models,
although both share important similarities.!?

1.6.2 Storage, classification, and learning costs

Connectionist models, like prototype models, excel on all three measures.
Connectionist models do not store all exemplars and therefore require
low memory capacity. Classifications are relatively fast, because not all
exemplars must be considered. Learning is relatively simple, because
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learning simply requires local weight adjustment. Connectionist models
offer another highly compact form of categorization mechanisms.

The empirical problems that confront prototype models also confront
connectionist models. First, connectionist models handle idiosyncratic
information better than the standard prototype model, because they use
all of the feature information, not just the most probable features
(McClelland and Rumelhart, 1985). Nevertheless, connectionist models
do not store as much idiosyncratic information as exemplar models,
because exemplar models tend to store it all. Second, some connectionist
models, such as the single-layer feed-forward net in Figure 5.9, cannot store
correlational information across features. However, other connectionist
models with multiple layers can, although they may not store all possible
forms of correlational information, which again grows exponentially with

‘the number of features in an exemplar. Finally, it remains to be seen

whether connectionist nets can represent information concerning exemplar
distribution and absolute frequency (Barsalou, 1990: 82-4),

1.7 Summary of feature list models

As we have seen, a few principled components underlie the feature list
representations across a wide variety of categorization models. All of
these representations use binary features, with some allowing continuous
values under a binary interpretation. Relationally, all of these represen-
tations integrate features with various relations, including ‘aspect’, ‘truth’,
‘and’, ‘or’, ‘compensates’, ‘implies’, and ‘predicts’. All of the feature list
representations that we have considered are built from this small set of
components. ‘

Two orthogonal dimensions structure the differences between the
representations in these models. First, models can be distinguished in the
extent to which they distil critical information from exemplars during
learning to perform categorization. Whereas classical, prototype, and
connectionist models develop increasingly compact categorization mechan-
isms, logical enumeration and exemplar models do not. Second, models
can be distinguished on the basis of whether contingency relations between
features and concepts are absolute or predictive. Alternatively, this
distinction can be viewed as whether comparisons compute identity
matches or partial sumlarlty matches: Whereas logical enumeration and
classical models require absolute contingency relations and identity
matches, exemplar, prototype, and connectionist models allow predictive
relations and similarity matches.

As these differences illustrate, much of what varies between models
reflects processing, with models varying extensively in the processes that
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produce storage, learning, and categorization. Whereas some models
store exemplars, others store feature frequencies or weights. Whert_aas
some models learn by storing exemplars, others learn by discovering
rules, and still others learn by adjusting weights. Whereas some models
base categorization on matches to exemplars, others base categorization

on matches to rules or prototypes, and still others base categorization on -

network activation. By examining the representational differences between
models, we have brought out the differences in processing as well.
Although comparing apples and oranges has a questionable history, the
differences in processing among these models strike us as much greater
than the differences in representation.

2 Simple frame representations

2.1 Representational assumptions

Although feature list representations dominate the landscape, they have
serious limitations. Most generally, they suffer from failing to represent
critical conceptual relations between features. One important relation

that feature lists do not represent are attribute-value relations. Consider -

the features at the top of Figure 5.2 again. As can be seen, some
exemplars are round, whereas others are long; some exer‘nplars are
orange, whereas others are yellow; some exemplars have a pit, wh;r?as
others have seeds. Obviously, each pair of features is related, providing
specific values of the more general attributes for ‘shape’, ‘colour’, and
‘reproductive mechanism’, respectively, Feature lists, however, offer no
natural means of representing these attribute-value relations, '

As we saw in Figure 5.3, binary feature attributes do represent attribute-
value relations in a limited way; namely, ‘present’ and ‘absent’ are relillted
to binary features by a ‘truth’ relation. Nevertheless,- these ‘trutig’ relations
differ significantly from the relations between multivalued attributes and
their values. Consider the attribute ‘colour’ and its values such as ‘orange’
and ‘yellow’. Each of these values is an instance of the attribute. ‘Orange’
is an instance of ‘colour’, as are ‘yellow’, ‘red’, andl ‘blue’, Mor.e
specifically, the values of a multivalued attri'bute are related t‘o then:
respective attributes by the ‘isa’ or ‘type’ relatlo.n. For example, yellovy
is a type of ‘colour’. Similar to the ‘isa’ rel_atlons b‘etween' taxonomic
categories (e.g., a dog is.a type of animal), ‘isa’ relations exist between
values and attributes. Moreover, ‘isa’ relations between values and
attributes can produce extensive attribute-value taxonomies (Barsalou,
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1992b). In contrast, ‘present’ is not an instance of ‘pit’, nor is ‘absent’.
The ‘isa’ relation does not relate attributes and values in binary features.
Instead, ‘present’ and ‘absent’ are truth values that specify the presence
or absence of features in particular exemplars.

Certainly it makes sense to assume that the cognitive system registers
the presence or absence of information in the environment, and feature
lists provide a good means of representing this knowledge. Nevertheless,
the cognitive system appears to represent much additional information.
As many theorists have suggested over the years, people attempt to bind
the presence or absence of low-level features detected during perception
to more general forms of knowledge in memory. For example, people
know general attributes for the concept.human, including ‘age’, ‘race’,
and ‘sex’. On encountering a person who is an adult white female,
perceivers do not simply represent the presence of the features ‘adult’,
‘white’, and ‘female’. Instead, perceivers map the presence of these
features into the attributes for ‘age’, ‘race’, and ‘sex’.!? People know
these attributes and know that more specific features are values of them.
According to this general view, a central aspect of categorization is
binding the specific features of entities to the general attributes of
concepts. 4

Feature lists fail to represent another important kind of relation in
concepts, structural invariants. Consider the feature list representation
for chair, which might include features for ‘seat’, ‘back’, and ‘legs’.
Clearly, a chair is more than this list of features, because people also
know the structural relations that integrate these features into a coherent
entity, For example, people know that the back of a chair is typically
above the seat and that the back and seat join along edges at roughly a
90-degree angle. Similarly, people know structural relations between
‘head’, ‘brain’, and ‘neck’ in their concept of human, such as the brain
is ‘inside the head’, and the head is ‘above the neck’. We refer to such
relations as structural invariants, because typically they specify relations
between attributes that do not vary often across instances of a concept.
For example, a person’s brain is usually inside their head, and the back
of a chair is usually above the seat. Many other kinds of structural
invariants exist besides spatial relations, including temporal relations,
causal relations, intentional relations, possession, and so forth (see Miller
and Johnson-Laird, 1976, for reviews). As we shall see later, these
structural invariants between attributes contrast with constraints between

attribute-values, which instead vary. widely across the instances of a
concept.

On occasion, theorists have suggested treating attribute-value relations
and structural invariants as relational features, but this is a relatively ad
hoc, unprincipled approach with many problems. Consider the relational
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feature ‘brain-in-head’, which receives a value of 1 whenever a person’s
brain is inside their head. One problem with this representation is that
it does not account for the productive nature of ‘in’. Many different kinds
of entities can be inside some other entity (e.g., a ‘pit’ inside a peach).
If we construct a separate ‘in’ feature for every possible ‘in’ relation (e.g.,
‘pit-in-peach’, ‘cat-in-tree’), we fail to acknowledge that all of these
relations are related, because each ‘in’ feature is independent of the
others. Moreover, we proliferate features, where a much simpler,
productive mechanism will do. Still more seriously, .it is necessary to
make the implausible assumption that all possible relational ft?atures exist
a priori in the cognitive system, because people can recognize relations
they have never seen before. For example, it is necessary to assume {he
presence of relational features for ‘melon-in-head’ and ‘mlf:rophone?-m-
peach’, because people could recognize these bizarre yet possible rel.a.tlons
without ever having seen them. Clearly, a more productjve, compogutxonal
mechanism is necessary for handling such cases. Finally, this solution h.as
no means of relating the feature for a relation with the features for its
arguments. For example, the features for fpit-inside-peacll-’, ‘peach’, and
‘pit’ remain unrelated, independent features in a feature list. C[early, all
of these problems demand a more satisfactory ‘representation than
independent binary features. See Barsalou (in press, Appendix) for
further discussion. 4 , . .

By adding attribute-value relations and structural invariants to the
representational components for feature lists, we produce smz'ple frames
(Figure 5.1).”> We define a simple frame as a co-occurring set of
multivalued attributes that are integrated by structural invariants.
Typically, theorists have viewed frames as rigid sets of at.tributes, slots,
or variables that co-occur:without exception across all instances of a
category. For example, ‘age’, ‘race’, and ‘sex’ might constitute a partial
frame for human, co-occurring across every instance of this concept. We
assume, however, that frames do not contain rigid sets of attributes, but
contain sets of attributes that are likely to co-occur but do not always
(analogous to the features in a prototype). On one occasion, one subset
of a concept’s attributes may be bound to an instance; on another
occasion, a different set of attributes might be bound. For example, we
might bind attributes for occupation dnd effectivenes§ to the features fpr
people while watching them work, but on encountering them at a soqlal
gathering, we might bind attributes. for personality and social skills

instead. Across instances, some attributes may almost always be bound,

whereas other attributes may only be bound occasionally. .
Informally, the difference between feature lists and frames is a lot like

the difference between propositional logic and predicate calculus. When?as

each variable of a proposition in propositional logic is binary, taking
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‘true’ or ‘false’ as values, each argument of a predicate in predicate
calculus is multivalued, potentially binding to a wide variety of more
specific values.'® Interestingly, the two basic types of conceptual
representations that have evolved in categorization models — feature lists
and frames — appear deeply rooted in these two fundamental forms of
logic. For further discussion on the relation of frames to predicate
calculus, see Hayes (1979). For further discussion of frames and schemata,
see Barsalou (1992a, 1992b), Barsalou and Billman (1989), Bobrow and
Winograd (1977), Brewer and Nakamura (1984), Cohen and Murphy
(1984), Minsky (1977, 1985), Rumelhart and Ortony (1978), and Schank
and Abelson (1977).

Figure 5.10 illustrates the structure of simple frames, extending our
previous notation for feature lists. As Figure 5.10 illustrates, simple
frames still contain ‘aspect’ relations, ‘truth’ relations, ‘connectives’, and
‘contingency’ relations. However, the addition of ‘attribute-value’ relations
and ‘structural invariants’ increases their expressiveness substantially.

First, consider attribute-value relations. Whereas the binary attributes
in feature lists only took values of 1 or 0 to indicate their presence or
absence, the attributes in simple frames can be bound to a wide variety
of specific values via ‘isa’ relations. Imagine that the frame for concept
92 in Figure 5.10 represents human.!” Further imagine that attribute a,
in this frame represents ‘occupation’, which can be bound to multiple
values for ‘farmer’, ‘athlete’, ‘accountant’, and so forth (namely, 5, 8, 3,
4). Similarly, other attributes in this frame for human can be bound to
a wide variety of values as well, such as attributes for ‘head’, ‘education’,
‘brain’, and so forth. As each instance of human is encountered, specific -
features become bound to the relevant frame attributes as values. For
example, the values of 5, 4, 8, 2, and so forth for Exemplar 1 have been
bound to attributes a,, a,, a;, a,, and so forth. As a consequence, each
instance becomes represented at multiple levels, once as possessing the
abstract attributes of the appropriate frame, and once as possessing more
specific, idiosyncratic values of these attributes. As the examples in Figure
5.10 illustrate further, exemplars may also differ on the attributes for
which they have values. For example, Exemplar 2 has a value for ag, but
Exemplar 3 does not. Although we have only represented exemplars in
these frames, we could also represent generalizations over exemplars, as
in Figures 5.5, 5.6, 5.7, 5.8, and 5.9.

By distinguishing between attributes and values, frames further enable
the representation of structural invariants. Because attributes remain
relatively stable across exemplars as values change, attributes invite the
representation of relations that remain relatively stable between them.
Assume that a, and a, in Figure 5.10 represent the attributes ‘brain’ and
‘head’ in the frame for human (that is, concept 92), with the individual
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Figure 5.10 Examples of multivalued attributes, structural invariants, and
constraints in a simple frame

brains and heads of Exemplars 1, 2, 3, and 4 being represented by the
different values in these two columns of the frame. Although the values
of ‘brain’ and ‘head’ vary from exemplar to exemplar, a structural
invariant between them, ‘in (brain, head)’, remains stable, as represented
in Figure 5.10 by the ‘in’ relation between a, and a,. In principle, a wide
variety of structural invariants could integrate the attributes in a frame,
each capturing a relatively constant relation between two or more
attributes.'® : .

Simple frames also enable the representation of constraints, similar to
the contingency relations between features and categories that we saw
earlier for feature lists. Typically, the value of one frame attribute
constrains the values of another. Assume that attributes a, and a; in the
frame for human represent ‘occupation’ and ‘education’, respectively
(Figure 5.10). Further assume that the values in Exemplar .4 for thes’e
two attributes (4 for a,, 7 for a,) represent ‘surgeon’ and ‘medical scbool )
respectively. Then, the ‘requires’ relation between these two attnbu.te—
values represents the constraint that ‘being a surgeon requires having
gone to medical school’. Such contingencies or constraints between
attribute-values are ubiquitous in frames, taking a wide variety of forms
(Barsalou, 1991, 1992b). Whereas structural invariants capture relatively
constant relations between attributes across a concept’s instances,
constraints capture contingencies between attribute-values that vary widely
from instance to instance.
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2.2 Simple frames in categorization models

So far, we have primarily considered the representational structure of
simple frames. However, simple frames can be embedded in a wide
variety of processing contexts. Consider logical enumeration. Instead of
storing exemplars as lists of binary features, we could store them as sets
of values bound to the attributes of a frame. If structural invariants
integrate the attributes of a frame, then they represent structure in each
exemplar as well. If constraints apply to a particular exemplar, they, too,
become bound to its relevant values. To perform classification, the
matches that underlie modus ponens become more complex: not only
must attributes and values match exactly, so- must structural invariants
and constraints. ‘

Some exemplar models incorporate frames to a limited extent (e.g.,
Estes, 1986; Medin and Schaffer, 1978; Nosofsky, 1984). These models
assume that people note the values of various attributes, such as ‘colour’
and ‘shape’, and store them as values in exemplats. However, these
models do not assume that people bind these values to an abstract frame
for a category. Moreover, these models often only entertain two values
for each attribute and represent them as binary values. The only purpose
that attributes serve in these analyses is to assign differential weights to
values of the same attribute, otherwise, attribute-values function typically
as binary features (Barsalou, 1992b). Furthermore, these models do not
represent structural invariants between attributes, nor constraints between

attribute-values. Because these models do not incorporate the key

structural properties of frames, their representations are much like feature
lists, depending primarily on the presence or absence of specific features
in exemplars.

Nevertheless, exemplar models could utilize simple frames more
extensively, as just described for logical enumeration. For example, case-
based reasoning models in artificial intelligence are essentially exemplar
models that take much fuller advantage of the expressive power in frames
(e.g., Hammond, 1990; Kolodner and Simpson, 1989). Where difficulty
arises is in computing similarity. In feature lists, the unit of similarity is
the number of matching and mismatching features (Tversky, 1977). In
simple frames, though, we now must consider matches of attributes,
values, structural invariants, and constraints, as well as combinations of
these components that form integrated sub-units, For logical enumeration,
there was no problem in matching, because exact matches on all
components were required to perform modus ponens, but on allowing
partial matches, we need a metric for weighing the relative merits of

- matches for attributes, values, structural invariants, constraints, and so

forth, :
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Classical models have probably employed simple frames the most
extensively. In using formalisms along the lines of predicate calculus to
represent rules for concepts, linguists and philosophers have assumed that
specific features of exemplars bind to more general attributes (e.g.,
Grandy, 1987; Kittay, 1987; Lehrer, 1974; Lyons, 1977a, 1977b). Similarly,
much work on induction in artificial intelligence represents classical
concepts in this marnner (e.g., Michalski, 1983; Mitchell, 1982; Valiant,
1984). Because matching must be complete for modus ponens to perform

. s . . . . !
classification, the partial matching problem for similarity does not arise.

Like exemplar models, some prototype models have used simple frames
to a limited extent (e.g., Estes, 1986; Reed, 1972). Although these models
assume that exemplars contain values of more general attributes, they
ignore the multiple levels of representation that binding to simple frames
affords, and they do not utilize structural invariants and constraints.
Instead, the performance of these models depends primarily on. the
presence or absence of specific attribute-values. Certainly, prototype
models could attempt to construct prototypes that incorporate multiple
levels of representation, structural invariants, and constraints, but if
prototype models utilize the expressive power of frames more fully, they
face the partial matching problem that accompanies similarity comparisons,
as described for exemplar models.

The most significant problems arise for implementing simple frames in
connectionist nets. As Fodor and Pylyshyn (1988) note, the architecture
of connectionist nets makes it difficult for them to express compositionality,
which rests upon attribute binding and structural relations (see also
Barsalou, in press, Appendix). Much recent work on connectionist
modelling aims to address these problems (e.g., Hummel and Biederman,
in press; McClelland and Kawamoto, 1986; Miikkulainen and Dyer, 1991;
Smolensky, 1987; St. John and McClelland, 1990; van Gelder, 1990).

3 Recursive frame representations

3.1 Representational assumptions

~ Although simple frames have considerably more expressive power than
feature lists, they are not powerful enough to represent the structure of
human knowledge. The basic problem is frame recursion: people often
represent a component of a frame with a more specific frame (e.g.,
Barsalou, 1991, 1992b; Minsky, 1977; Rumelhart and Ortony, 1978).
Frames can represent both the attributes of a frame and their values, as
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well as the structural invariants that integrate attributes and the constraints
that link values. Human knowledge appears to be frames all the way
down.

Figure 5.11 illustrates frame recursion for attributes and values.
Consider the partial frame for vacation in the upper right rectangle. The
three attributes shown for vacation, related to vacation by ‘aspect’
relations, are ‘transportation’, ‘location’, and ‘activity’. As can be seen,
a frame represents each of these attributes (Barsalou, 1991). For example,
the frame for transportation includes attributes for ‘cost’, ‘speed’, and
‘duration’.’” As Figure 5.11 illustrates further, frames also represent the
values of attributes. Consider .values of the ‘location’ attribute, ‘San
Diego’ and ‘Rockies’, linked via ‘type’ relations. As can be seen, a frame
represents each value, specifying attributes for ‘distance’ (from home)
and ‘terrain’. In turn, we could represent the attributes in these frames
for attributes and values with still more specific frames.

Frames also represent structural invariants and constraints. Theorists
often assume that relations such as ‘isa’, ‘part’, ‘cause’, and ‘above’ are
primitives, yet Winston, Chaffin, and Herrmann (1987) and Chaffin
(1991) demonstrate that even these most fundamental relations are
complex concepts. Consider part. Instances of part adopt different values
on a common set of attributes across different part-whole relations —
e.g., ‘part(roof, house)’, ‘part(wood, bat)’, ‘part(inning, baseball game)’.
Following Chaffin (1991), the attributes common to all instances of part
are ‘functionality’, ‘separability’, ‘homeomeronymy’, and ‘extent’. As
Figure 5.12a illustrates, these attributes form a frame for part, which
becomes bound to specific values in dilferent part-whole relations.
Consider ‘part(roof, house)’. In this part-whole relation, the function of
the part determines its location in the whole (‘functionality’), the part
can be separated from the whole (‘separability’), the part is not the same
substance as the whole (‘homeomeronymy’), and the part is related to
the whole in space (‘extent’). In other part-whole relations, these four

attributes take different values. For example, values of the first three

attributes differ for ‘part(roof, house)’ and ‘part(wood, bat)’. Similarly,
the last attribute differs for ‘part(roof, house)’ and ‘part(inning, game)’.
Just as frames represent attributes and values, they also represent
structural invariants. ,

Frames similarly represent constraint relations. As Figure 5.12b
illustrates, the requires constraint includes attributes for ‘likelihood’,
‘source’, and ‘conditions’. Consider the constraint that ‘swimming requires
aswxmsunt’ In the requires frame for this constraint, ‘likelihood’ is ‘high’,
and ‘source’ might be ‘county law’, when ‘condition’ is ‘public beach’. In
contrast, ‘likelihood” might be ‘low’, and ‘source’ might be ‘social
convention’ when ‘condition’ is ‘private beach’.
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Figure 5.11 Examples of frame recursion for attributes and values: from Barsalois (1992b) by permission
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Figure 5.12 Examples of frame recursion for structural invariants and constraints

To represent this recurring structure, we need to allow frame recursion.
In recursive frames, there is the potential for a frame to represent each
component of a frame indefinitely. Intriguingly, this recursion produces
the self-similarity found in fractals (Gleik, 1987): the structure at the
most global level of organization exists at each more specific leve!l of
organization as well. For example, the basic frame pattern that structures
vacation also structures its attributes, values, structural invariants, and
constraints. Moreover, this recursive process can continue indefinitely,

“with the components of these more specific frames being represented in

turn by frames themselves.

Consider an example from protocols that we collected on real-estate
planning. People’s knowledge of house contains an attribute for ‘location’.
In turn, an attribute of a house’s location is its ‘convenience’. In turn,
an attribute of convenience (for a house’s location) is its ‘proximity to
employment’. In turn, an attribute of proximity to employment is ‘driving
duration’. In turn, an attribute of driving duration is ‘traffic conditions’.
This process could continue indefinitely. Barsalou (1992b) proposes that
new attributes can always be found for any representational component,
simply by noting variance across the component’s exemplars and
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representing this variance with a new attribute-value structure. Loosely
speaking, frames are like analysis of variance, with attribute-value sets
capturing main effects in variability, and constraints capturmg interactions.
At any level of analysis, for any frame component, there is always the
potential to note new variability across exemplars of the component and
capture it in a still more specific frame.

3.2 Recursive frames in categorization models

Most of what we proposed earlier for simple frames in categorization
models applies similarly to recursive frames. Recursive frames can be
implemented in logical enumeration, exemplar, classical, prototype
models, and, to a limited extent currently, connectionist models. Logical
enumeration and classical models are most tractable, because exact
matches preclude the similarity problem. For exemplar and prototype
models, the similarity problem increases by orders of magnitude. Again,
there are problems in establishing comparability between matches for
attributes, values, structural relations, and constraints. More seriously,
there are problems in establishing comparability across levels of recursion.
Do matches count equally at all levels? If not, what determines their
differential welght? Are all levels relevant to all matches? Or can
processing ‘zoom in’ on -critical levels, tuning out others? If so, what
determines the relevant levels? Moreover, what sub-units of structure are
important to match? Because of the much greater depth of recursive
frames, a wider variety of meaningful sub-units are potentially relevant
to similarity comparisons.

In general, these problems have received little attention. Rather than
being implemented in categorization models, recursive frames have
primarily been implemented in linguistic theory and database-like
implementations in artificial intelligence. For example, the recursive rules
in syntactic theories are essentially recursive frames, as we have
defined them (Chomsky, 1965, 1981). Similarly, conceptual dependency
representations of verbs, as well as scripts and Memory. Organisation
Packets (MOPs), are recursive frames (Schank, 1975, 1982). Much other
work in artificial intelligence that aims at capturing the structure of the
physical world and human knowledge of it could never get off the ground
with anything less than recursive frames (e.g., Collins and Michalski,
1989; Forbus, -1984; Lenat and Guha, 1989; White and Frederiksen,
1990) Serious attempts to represent everything a system needs to know
in understandmg a rich domain ultlmately end up adopting the language
of recursive frames.

Implementing recursive frames in categorization models will require
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extensive development of appropriate processing environments. Methods
for learning recursive frames must be developed, as must methods for
retrieving them and using them to determine categorizations. All of these
methods must further have the ability to handle recursion, zooming in
on relevant levels, while simultaneously incorporating meaningful sub-
units across levels.

4 Conclusion

The widespread use of recursive frames to perform applied knowledge
engineering in artificial intelligence is telling us something important: to
capture all of the information in natural knowledge, it is essential to
include extensive structure for multivalued attributes, conceptual relations,
and frame recursion. Feature lists are not sufficient to ulpture this rich
structure.

Feature lists can be viewed as a rough approximation to human
knowledge. They capture fragmentary aspects of human knowledge but
fail to capture many other aspects. Feature lists are like a few pieces of
a dinosaur’s skeleton, discovered by a palaeontologist. They provide hints
of the dinosaur’s overall structure but are far from constituting it
completely. Analogously, feature lists may pick out pieces of a structured
representation, but these representational fragments do not describe the
organization of the underlying structure. Because of their expressive
limitations in representing relations, feature lists serve primarily to
represent knowledge fragments rather than knowledge structure.

In certain applications, feature lists may pick out key fragments that
are highly predictive of task performance. In categorization, for example,
certain attribute values may predict category membership, especially in
laboratory paradigms that define such contingencies a priori. By extracting
these critical pieces of knowledge and representing them as features, a
model may predict some measures of performance adequately, yet it is
essential to remember that the omission of much other knowledge
may make prediction of other performance measures less satisfactory.
Nevertheless, feature lists may be sufficient for certain scientific purposes,
given their considerable success thus far in predicting human performance.

Theorists’ reluctance to adopt more complex representations may reflect
two factors. First, frames are much less tractable formally than feature
lists. It is much easier to develop representational formalisms for
independent binary features than it is to develop formalisms for
multivalued attributes integrated by structural invariants and constraints,
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all of which exhibit frame recursion. More seriously, developing principled
processing accounts for these complex structures constitutes a formidable
challenge. For recursive frames to become a viable tool, principled
accounts of their representation and processing that lend themselves to
psychological application must emerge. Furthermore, procedures for
generalizing these complex representations must be formulated that are
much more powerful than any of those we have considered here. Whereas
we have only considered simple forms of similarity-based generalization,
other more complex forms of generalization must be considered as well,
including inferential concept interpretation (Michalski, 1989; this volume,
Chapter 6) and explanation-based learning (DeJong and Mooney, 1986;
Mitchell, Keller, and Kedar-Cabelli, 1986). :

Second, cognitive psychologists have little methodology for extracting
recursive frames from human knowledge and verifying their presence (see
Barsalou, 1992a, 1992b, for further discussion). In fact, methods for
extracting feature lists are relatively primitive and unprincipled. There is
no agreed-upon method for extracting features and few principled reasons
for collecting features in a particular way. Instead, researchers (including
ourselves) simply ask subjects ‘to list characteristics that come to mind
for a concept.” Clearly, we must develop much more sophisticated and
principled tools for extracting, not only features, but more importantly,
the larger structures to which they belong.

Two further problems face attempts to develop psychological theories
of recursive frames. First, we assume that people never retrieve an entire
frame in a given context (Barsalou, 1987, 1989; Barsalou and Billman,
1989). Instead, we assume that people only retrieve relevant subparts on
a given occasion. Furthermore, we assume that extensive transformations
may occur on retrieved information to construct a context-dependent
frame in working memory (e.g., Kahneman and Miller, 1986). We might
even go so far as to propose that frame structure is an emergent property
of the construction process. On this view, an intuitive theory for the
abstract structure of a frame might be built into the architectures of
perception and working memory, imposing frame structure onto percepts
and temporary representations in working memory. As information is
acquired through perception and retrieved from long-term memory, this
architecture organizes it into a frame structure, namely, a multilevel
representation integrated by structural invariants and constraints. Cer-
tainly, some of this structure might be transferred back to long-term
memory, because of the extensive processing it receives in working
memory, but the origin of frame structure might be in the mechanisms
that guide the construction of percepts and temporary representations in
working memory, rather than in the storage properties of long-term
memory. Regardless, a theory of recursive frames must specify the relation
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between knowledge in long-term memory and temporary representations in
working memory.

Second, a viable theory of frames must provide principled accounts of
attributes and relations. In most theories of categorization, and as the
examples in our figures illustrate, the attributes and relations represented
are ‘hokey.” They tend to be convenient attributes and relations that are
easy to model and easy to operationalize in experiments, yet their
selection is generally unprincipled, and we have no means of knowing if
such attributes and relations really exist in human knowledge. Instead,
theorists generally assume that the choice of attributes and relations does
not matter, because it is the more abstract representational form and the
processing environment that need to be explained. For theories of
knowledge to be compelling, however, we must also develop principled
accounts of attributes and relations. We must specify what attributes and
relations are native to the cognitive system, and what mechanisms construct
new attributes and relations under particular conditions (Barsalou, in
press). Biederman’s (1987) geons offer one promising account of the
attributes that underlie visual shape recognition.

For years, cognitive scientists have proposed that knowledge lies at the
heart of intelligence, playing central roles in perception, learning, memory,
language, and thought. If this claim is true, then cognitive science. will
not succeed until it has accounted adequately for the structure of this
knowledge and its processing. Because of the limited expressional power
of feature lists, we are unlikely to develop adequate accounts of human
knowledge by confining ourselves to them, however safe and convenient
they may be. Although the development of more realistic accounts will
be difficult and perhaps messy, they appear essential to significant progress
in understanding human knowledge.

Notes

* Work on this chapter was supported by Army Research Institute Contract
MDA 903-90-K-0112. We are grateful to Douglas Medin, Ashwin Ram, Iven
Van Mechelen, and three anonymous reviewers for helpful comments.

1 Note that we will not be using relation throughout this chapter in its strictly
formal sense. Whereas the standard meaning of relation refers to the functions
defined by predicates in predicate calculus, we will use it instead to mean
a relationship between two representational components, Consequently,
relationships such as ‘or’ and ‘truth’, which are technically not relations in
logic, will be relations in our analysis. We define relation in this manner,
because our focus is on the relationships between components in many kinds
of representational systems, most of which are not logical.
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2 The notation used in this chapter was not our original notation but was added
later by the editors of the volume. According to their scheme, bold generally
indicates concepts (e.g., dog), and single quotes generally indicate aspects of
concepts (e.g., ‘fur’). Specifically, in this chapter, bold will indicate concepts,
categories, and frames, whereas single quotes will indicate their aspects, which
may include features, attributes, values, and the wide variety of relations

between them. Note that this scheme is inconsistent with Barsalou’s (1992) -

arguments that aspects of concepts are concepts themselves (also see note 19).
3 Note that the interpretation of 0 in binary.feature representations is ambiguous:
0 could be an explicit representation of a feature’s absence, or 0 could

represent a potential inference that people can make, namely, lack of 1 for

a feature in a concept implies that the value is 0. We adopt this latter
interpretation for three reasons. First, we assume that people typically only

- represent the presence of features explicitly, not their absence (Barsalou and
Bower, 1984). Second, representing the absence of all non-present features
greatly strains storage and processing capacity, especially . with respect to
psychological considerations. Third, the values for these features can always
be computed, so they need not be stored. Consequently, we assume that () in
the binary representations to follow represents lack of any explicit information
for the corresponding feature in a feature list.

4 See note 1.

5 Note that some models do not view exemplars as specific memories but rather
as a subcategory of exemplars possessing exactly the same conjunction of
features (e.g., Medin and Schaffer, 1978; Nosofsky, 1988).
6 This generalization only occurs if the absence of a feature is not counted as
part of a disjunctive rule. If absence does count, then no generalization occurs,
and the model can only classify old exemplars. ‘
7 It is essential to note that decision trees are not always more efficient than
disjunctive classical models. As Michalski (1990) documents, decision trees
often represent irrelevant features, thereby unnecessarily increasing the number
of comparisons that must be performed during categorization. In addition,
decision trees typically require that features are tested in a fixed order, which
can lead to problenis not encountered in disjunctive models. Nevertheless,
. the point is that when an optimal decision tree can be found, it may constitute
a more efficient categorization mechanism than the corresponding disjunctive
model. .
8 Note that an exemplar model using this type of compensatory rule can also
be viewed as. decomposing into a set of disjunctive sufficient conjunctions.
Assume that an entity is classified into a category if it contains any n of the
m features for any one of its exemplars. All possible conjunctions of 1 features
for an exemplar can then be integrated disjunctively into a set of sufficient
conjunctive conditions. By further integrating the disjunctions across all
exemplars for a category (and eliminating redundant conjunctions), the
complete disjunction of sufficient conjunctions is obtained.
In the categorization literaiure, prototype models that represent co-occurrence
information are often referred to as feature frequency models, with prototype

model being reserved for models that compute average information rather -

than cumulative frequencies across exemplars. However, there is inconsistency
even on this usage, as many theorists use modal prototype model in referring
to frequency models that only store the frequencies of independent features.
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See Barsalou (1990) for further discussion of the differences between cumulative
(frequency) and reductive (averaging) abstraction models.

10 In connectionist models, weights often range more widely than between 0 and
1, ranging instead into the negative reals (e.g., —1 to 1). Nevertheless, the
binary interpretation of these weights remains, with the most negative weights
representing feature absence and the most positive weights representing feature
presence. :

11 Note that prototype models are in principle capable of using the feature
frequencies for all possible features — not just those above threshold - thereby
exhibiting some sensitivity to idiosyncratic exemplar information (Barsalou,
1990: 64-5, 68). .

12 Note that some weight adjustment rules in connectionist nets are passive, such
as the Hebbian rule (Rumelhart, Hinton, and McClelland, 1986). The existence
of such rules further demonstrates the continuity that exists between prototype
and connectionist models. .

13 From here on, we use feature to mean a binary attribute that represents the
presence versus absence of information, and we use aftribute to mean a
multivalued attribute whose values are linked by the ‘isa’ relation.

14 It is interesting to note that a form of binding occurs in feature lists.
Specifically, each of the relations that we considered earlier in feature lists is
a frame that has features, categories, truth values, and so forth as its attributes.
For example, the ‘aspect’ relation has two attributes, which are bound to a
feature and a category; similarly, the ‘truth’ relation has two attributes, which
are bound to a feature and a truth value; similarly, the ‘and’ connective has
two (or more) attributes, which are bound to two (or more) features.

, Consequently, frames — in the form of these relations — are central to the
construction of feature lists. Where feature lists differ from frame represen-
tations of concepts is in the former’s lack of relations for linking features
togetlier to form attribute-value sets.

15 Many theorists, including ourselves, assume that frame is synonymous with
schema. See Barsalou (1992b) for the recent history of these two terms.

16 In drawing the analogy between frames and predicate calculus, the question
often arises as to how frames represent quantifiers. As many frame systems
demonstrate; however, it is easily possible either to treat a quantifier as an
attribute of a frame (e.g., an attribute for ‘number’ in the frame for human),
or as a frame itself (e.g., all is a frame that can take ‘humans’ as an attribute).

17 We assume that the attribute for concept in a simple frame is also multivalued
rather than binary, such that it can take 92 as a value and not simply 1 or 0.

18 Exceptions to a structural invariant can be handled in a variety of ways. One
possibility is to integrate the relevant values of a contradictory exemplar with
a relation negating the structural invariant. For example, the relation, ‘not(in
[Frankenstein’s brain, Frankenstein's head])’, could link ‘Frankenstein’s brain’
and ‘Frankenstein’s head’, if the former was not inside the latter. Such a
relation would essentially be a constraint, as will be described shortly.

19 The attribute ‘transportation’ is in bold rather than single quotes, because
transportation now represents a frame recursively (see note 2). In subsequent
text, other aspects of frames, including values, structural invariants, and
constraints, will also be expressed in bold instead of single quotes whenever
the frames for them are under discussion. '



140 L. W. Barsalou and C. R, Hale

References

Anderson,
Erlbaum.

Barsalou, L. W. (1982) ‘Context-independent and context-dependent information
in concepts’, Memory and Cognition, 10: 8§2-93,

Barsalou, L. W. (1987) ‘The instability of graded structure in concepts’, in U,
Neisser (ed.), Concepts and Conceptual Development: Ecological and Intellectual
Factors in Categorization (pp. 101-40), New York: Cambridge University Press.

Barsalou, L. W. (1989) ‘Intra-concept similarity and its implications for inter-
concept similarity’, in S. Vosniadou and A, Ortony (eds), Similarity and
Analogical Reasoning (pp. 76-21), New York: Cambridge University Press.

Barsalou, L. W. (1990) ‘On the indistinguishability of exemplar memory and
abstraction in category representation’, in T. K. Srull and R. §. Wyer (eds),
Advances in Social Cognition (vol. 3, pp. 61-88), Hillsdale, NJ: Eribaum.

Barsalou, L. W. (1991) ‘Deriving categories to achieve goals’, in G. H. Bower
(ed.), The Psychology of Learning and Motivation: Advances in Research and
Theory (vol. 27, pp. 1-64), New York:"Academic Press.

Barsalou, L. W. (1992a) Cognitive Psychology: An Overview for Cognitive
Scientists, Hillsdale, NJ: Erlbaum. ' :

Barsalou, L. W. (1992b) ‘Frames, concepts, and conceptual fields’, in E. Kittay
and A. Lehrer (eds), Frames, Fields, and Contrasts: New Essays in Lexical
and Semantic Organization, Hillsdale, NJ: Erlbaum. :

Barsalou, L.W. (in press). Structure, flexibility, and linguistic vagary in concepts:
Manifestations of a compositional system of perceptual symbols. In A, C,
Collins, S. E. Gathercole, & M. A. Conway (Eds.), Theories of Memory.
Hillsdale, NJ: Lawrence Erlbaum Associates.

Barsalou, L. W. and Billman, D. (1989) ‘Systematicity and semantic ambiguity’,
in D. Gorfein (ed.), Resolving Semantic Ambiguity (pp. 146-203), New York:
Springer-Verlag. . . :

Barsalou, L. W, and Bower, G. H. (1984) ‘Discrimination nets as psychological
models’, Cognitive Science, 8; 1-26.

Barsalou, L. 'W. and Ross, B. H. (1986) ‘The roles of automatic and strategic
processing in sensitivity to superordinate and property frequency’, Journal of
Experimental Psychology: Learning, Memory, and Cognition, 12: 116-34. °

Biederman, I. (1987) ‘Recognition-by-components: a theory of human image
understanding’, Psychological Review, 94: 115-47,

Bobrow, D. G. and Winograd, T. (1977) ‘An overview of KRL, a knowledge
representation language’, Cognitive Science, 1: 3-46,

Bourne, L. E., Ir. (1966) Human Conceptual Behavior, Boston: Allyn & Bacon.

Bourne, L. E., Jr. (1970) ‘Knowing and using concepts’, Psychological Review,
77: 546-56. : : v

Bourne, L. E., Ir., Ekstrand, B. R., Lovallo, W. R., Kellogg, R. T., and Hiew,

C. C. (1976) ‘Frequency analysis of attribute identification’, Journal of
Experimental Psychology: General, 105: 294-312,

J. R. (1990) The Adaptive Character of Thought, Hillsdale, NI:

Brewer, W. F. and Nakamura, G. V. (1984) ‘The nature and function of schemas’, -

- in R. S. Wyer and T. K. Srull (eds), Handbook of Social Cognition (vol. 1,
pp. 119-60), Hillsdale, NJ: Erlbaum. :
Brooks, L. R. (1978) ‘Nonanalytic concept formation and memory for instances’,

in E. Rosch and B. B. Lloyd (eds), Cognition and Categorization, Hillsdale,
NJ: Erlbaum.

5. From Feature Lists to Frames

M

Bruner, J. 8., Goodnow, J. J., and Austin, G. A. (1956) A Study of Thinking,
New York: Wiley.

Chapman, G. B. (1991) ‘Trial order affects cue interaction in contingency
judgment’, Journal of Experimental Psychology: Learning, Memory, and
Cognition, 17: 837-54, -

Chaffin, R. (1991) *The concept of a semantic relation’, in E. Kittay and A.
Lehrer (eds), Frames, Fields, and Contrasts: New Essays in Lexical and Semantic
Organization, Hillsdale, NJ: Erlbaum,

Chomsky, N. (1965) Aspects of @ Theory of Syntax, Cambridge, MA: MIT Press.

Chomsky, N. (1981) Lectures on Government and Binding, Dordrecht: Foris.

Cohen, B. and Murphy, G. L. (1984) ‘Models of concepts’, Cognitive Science, 8:
27-58.

Cohen, J. D., Dunbar, K., and McClelland, J. L. (1990) ‘On the control of
automatic processes: a parallel distributed processing account of the Stroop
- effect’, Psychological Review, 97: 332-61.

Collins, A. and Michalski, R. (1989) ‘The logic of plausible reasoning: a core
theory’, Cognitive Science, 13: 1-50. _
Delong, G. and Mooney, R. (1986) ‘Explanation-based learning: an alternative

view’, Machine Learning, 1: 145-76,

Estes, W. K. (1986) ‘Array models for category learning’, Cognitive Psychology,
500: 500-49. N
Fodor, J. A. and Pylyshyn, Z. W. (1988) ‘Connectionism and cognitive

architecture: a critical analysis’, Cognition, 28: 3-71.

Forbus, K. D. (1984) ‘Qualitative process theory’, Artificial Intelligence, 24:
85-168. '

Fried, L. S. and Holyoak, K. J. (1984) ‘Induction of category distributions: a
framework for classification learning’, Journal of Experimental Psychology:
Learning, Memory, and Cognition, 10: 234-57. )

Gleik, J. (1987) Chaos: Making a New Science, New York: Penguin Books,

Gluck, M. A. and Bower, G. H. (1988) ‘Evaluating an adaptive network model
of human learning’, Journal of Memory and Language, 27: 166-95.

Goodman, ‘N. (1955) Fact, Fiction, and Forecast, Cambridge, MA: Harvard
University Press. _

Grandy, R. E. (1987) ‘In defense of semantic fields’, in E. Le que (ed.), New
Directions in Semantics (pp. 259-80), San Diego, CA: Academic Press.

Hammond, K. J. (1990) ‘Case-based planning: a framework for planning from
experience’, Cognitive Science, 14: 385-44,

Hampton, J. A. (1979) ‘Polymorphous concepts in semantic memory’, Journal of
Verbal Learning and Verbal Behavior, 18; 441-61, ]

Hasher, L. and Zacks, R. T. (1979) ‘Automatic and effortful processes in
memory’, Journal of Experimental Psychology: General, 108: 356-88.

Hasher, L. and Zacks,” R. T. (1984) ‘Automatic processing of fundamental
information’, American Psychologist, 39: 1372-88. ) )

Haussler, D. (1988) ‘Quantifying inductive bias: Al learning algorithms and

- Valiant’s learning framework’, Artificial Intelligence, 36: 177-22.

Hayes, P. J. (1979) ‘The logic of frames’, in D. Metzing (ed.), Frame Conceptions
and Frame Understanding (pp. 46-61), Berlin: Walter de Gruyter. -
Hayes-Roth, B. and Hayes-Roth, F. (1977) ‘Concept learning and the recognition

and classification .of cxemplars’, Journal of Verbal Learning and Verbal
Behavior, 16: 321-38.
Hintzman, D. L. (1976) ‘Repetition and memory’, in G. H. Bower (ed.), The



144 . L. W. Barsalou and C. R. Hale

Reed, 8. K. (1972) ‘Pattern recognition and categorization’, Cognitive Psychology,
3: 382-407. ‘ : .

Reitman, J. S. and Bower, G. H. (1973) ‘Storage and later recognition of
exemplars of concepts’, Cognitive Psychology, 4: 194-206.

Rosch, E. and Mervis, C. B, (1975) *Family resemblances: stadies in the internal
structure of categories’, Cognitive Psychology, 7: 573-605.

Rumelhart, D. E., Hinton, G, E., and McClelland, J. L. (1986) ‘A general
framework -for parallel distributed processing’, in D. E. Rumelhart, J. L.
McClelland, and the PDP Research Group (eds), Parallel Distributed Processing:
Explorations in the Microstructure of Cognition: vol. 1, Foundations (pp. 45-76),
Cambridge, MA: MIT Press.

Rumelhart, D, E., Hinton, G. E., and Williams, R. J. (1986) ‘Learning internal
representations by error propagation’, in D. E. Rumelhart, J, L. McClelland, and
the PDP Research Group.(eds), Parallel Distributed Processing: Explorations in
the Microstructure of Cognition: vol. 1, Foundations (pp. 318-62), Cambridge,
MA: MIT Press. '

Rumelhart, D. E. and Ortony, A. (1978) ‘The representation of knowledge in

"~ memory’, in R. C. Anderson, R. J. Spiro, and W, E. Montague (eds),
Schooling and the Acquisition of Knowledge, Hillsdale, NJ: Erlbaum.

St John, M. F. and McClelland, J. L. (1990) ‘Learning and applying contextual
constraints in sentence comprehension’, Artificial Intelligence, 46: 217-57.

Schank, R. C. (1975) Conceptual Information Processing, Amsterdam: North-
Holland. ‘

Schank, R. C. (1982) Dynamic Memory: a Theory of Reminding and Learning
in Computers and People, New York: Cambridge University Press.

Schank, R. C. and Abelson, R. P. (1977) Scripts, Plans, Goals, and Understanding:
an Inquiry into Human Knowledge Structures, Hillsdale, NJ: Erlbaum.

Seidenberg, M. S. and McClelland, J. L. (1989) ‘A distributed, developmental
model of word recognition and naming’, Psychological Review, 96: 523-68.

Shanks, D. R. (1991) ‘Categorization by a connectionist network’, Journal of
Experimental Psychology: Learning, Memory, and Cognition, 17: 433-43,

Smith, E. E. and Medin, D. L. (1981) Categories and Concepts, Cambridge, MA:
Harvard University Press.

Smolensky, P. (1987) On Variable Binding and the Representation of Symbolic
Structures in Connectionist Systems, Technical Report CU-CS-355-87, Depart-
ment of Computer Science, University of Colorado.

Tversky, A. (1977) ‘Features of similarity’, Psychological Review, 84: 327-52.

Valiant, L. G. (1984) ‘A theory of the learnable’, Communications of the ACM,
27: 113442,

van Gelder, T, (1990) ‘Compositionality: a connectionist variation on a classical
theme’, Cognitive Science, 14: 355-84.

White, B. Y. and Frederiksen, J. R. (1990) ‘Causal model progression as a
foundation for intelligent learning environments', Artificial Intelligence, 42:
99-157. »

Winston, M. E., Chaffin, R., and Hermmnann, D. (1987) ‘A taxonomy of
part-whole relations’, Cognitive Science, 11: 417-44,

Zadeh, L. A. (1965) ‘Fuzzy sets’, Information and Control, 8; 338-53.




142 L. W. Barsalou and C. R. Hale

Psychology of Learning and Motivation: Advances in Research and Theory
(vol. 10), New York: Academic Press.

Hintzman, D. L. (1986) ‘“Schema abstraction” in a multiple-trace memory
model’, Psychological Review, 93: 411-28.

Homa, D (1984) “On the nature of categories’, in G. H. Bower (ed.), The
Psychology of Learning and Motivation: Advances in Research and Theory
(vol. 18, pp. 49-94), New York: Academic Press.

Hummel, J.E. and Biederman, I. (in press) ‘Dynamic binding maneural network
for shape recognition’, Psychologtcal Review.

Kahneman, D. and Miller D. T. (1986) ‘Norm theory: comparing reality to its
alternatives’, Psychologtcal Review, 93: 136-53.

Katz, J. (1972) Semantic Theory, New York: Harper & Row.

Kittay, E. F. (1987) Metaphor: Its Cognitive Force and Linguistic Structure,

. Oxford: Oxford University Press.

Koloduner, J. L. and Simpson, R. L. (1989) ‘The MEDIATOR: analysis of an
early case-based problem’, Cognitive Science, 13: 507-50.

Lehrer, A. (1974) Semantic Fields and Lexical Structure, New York: American
Elsevier.

Lenat, D. B. and Guha, R. V. (1989) Butldmg Large Knowledge-baséd Systems:
Representauon and Inference in the Cyc Project, Reading, MA: Addison-
Wesley.

Lyons, J. (1977a) Semantics (vol. 1), New York: Cambridge University Press.

Lyons, J. (1977b) Semantics (vol. 2), New York: Cambridge University Press.

McClelland, J. L. and Elman, J. L. (1986) ‘Interactive processes in speech
perception; the TRACE model’, in J. L. McClelland, D. E. Rumelhart, and
the PDP Research Group (eds), Parallel Distributed Processing: Explorations
in the Microstructure of Cognition: vol. 2, Psychological and Biological Models
(pp. 58-121), Cambridge, MA: MIT Press.

McClelland, J. L. and Kawamoto, H. (1986) ‘Mechanisms of sentence processing;
assigning roles to:constituents’, in J. L. McClelland, D. E. Rumelhart, and
the PDP Research. Group (eds), Parallel Distributed Processing: Explorations

in the Microstructure of Cognition: vol. 2, Psychological and Biological Models -

(pp. 272-326), Cambridge, MA: MIT Press.

McClelland, J. L. and Rumelhart, D. E. (1981) ‘An interactive activation model
of context effects in letter perception: Part 1. An account of basic findings’,
Psychological Review, 88: 375-407.

McClelland, J. L. and Rumelhart, D. E. (1985) ‘Distributed memory and the
representation of general and specific information’, Journal of Experimental
Psychology: General, 114: 159-88.

Marr, D. (1982) Vision: a Computational Investigation into the Human Represen-
tation and Processing of Visual Information, San Francisco: W. H. Freeman,

Medin, D. L., Altom, M. W., Edelson, S. M., and Freko, D. (1982) ‘Correlated
symptoms and. simulated medical classification’, Journal of Experimental
Psychology: Learning, Memory, and Cognition, 8: 37-50.

Medin, D. L. and Schaffer, M. (1978) ‘A context theory of classxﬁcatlon learning’,
Psychologlcal Review, 85: 207-38.

Medin, D. L. and Schwanenflugel, P.J. (1981) ‘Linear aseparability in classification

learning’, Journal of Experimental Psychology: Human Learnmg and Memory,
7 355—68

Medin, D. L. and Smith, E. E. (1984) ‘Concepts and concept formation’, Annual
Rewew of Psychology, 35: 113-38.

i

5. From Feature Lists to Frames

143

Medin, D: L. and Thau, D. M. (in press) ‘Theories, constraints, and cognition’,
in H. L. Pick, P. Van den Broek, and D. C. Knill (eds), Cognition: Conceptual
and Methodological Issues, Washington, DC: American Psychological Associ-
ation.

Medin, D. L., Wattenmaker, W. D., and Michalski, R. §. (1987) ‘Constraints
and preferences in inductive learning: an experimental study of human and
machine performance’, Cognition, 11: 299-340.

Mervis, C. B. and Rosch E. (1981) ‘Categorization of natural objects’, Annual
Review of Psychology, 32: 89-115.

Michalski, R. S. (1983) ‘A theory and methodology of inductive learning’,
Artifi icial Ielligence, 20: 111-16.

Michalski, R. S. (1989) ‘Two-tiered concept meaning, inferential matching, and
conceptual cohesiveness’, in S. Vosniadou and A. Ortony (eds), Similarity and
Analogical Reasoning (pp 122-45), New York: Cambridge University Press.

Michalski, R. S. (1990), ‘Learning flexible concepts: a method based on two-
tiered representation and the AQI15 program’, in Y. Kodratoff and R. S.
Michalski (eds), Machine Learning: an Artificial Intelligence Approach (vol. 3),
San Mateo, CA: Morgan Kauffman.

Miikkulainen, R. and Dyer, M. G. (1991) ‘Natural language processing with
modular PDP networks and distributed lexicon’, Cognitive Science, 15: 343-99.

Miller, G. A. and Johnson-Laird, P. N. (1976) Language and Perception,
Cambridge, MA: Harvard University Press.

Minksy, M. L. (1977) ‘A framework for representing knowiedge’, in P. H.
Winston (ed.), The Psychology of Computer Vision (pp. 211-77), New York:
McGraw-Hill.

Minsky, M. L. (1985) The Society of Mind, New York: Simon & Schuster.

Minsky, M. L. and Papert, S. A. (1969) Perceptrons: an Introduction to
Computational Geometry, Cambridge, MA: MIT Press.

Mitchell, T. M. (1980) The Need for Biases in Learning Generalizations, Technical
Report CBM-TR-117, Department of Computer Science, Rutgers UnlverS|ty,
NJ.

Mitchell, T. M. (1982) ‘Generalization as search’ , Artificial Intelligence, 18:
03-26.

Mitchell, T. M., Keller, R. M., and Kedar-Cabelli, S. T. (1986) ‘Explanation-
based generalization: a unifying view’, Machine Learning, 1. 47-80.

Murphy, G. L. and Medin, D. L. (1985) ‘The role of theories in conceptual
coherence’, Psychological Review, 92: 289-316.

Neumann, P. G. (1974) “‘An attribute frequency model for the abstraction of
prototypes’, Memory and Cognition, 2; 241-8.

Nosofsky, R. M. (1984) ‘Choice, similarity, and the context theory of classification’,
Journal of Experimental Psychology: Learning, Memory, and Cognition, 10:
104-14.

Nosofsky, R. M. (1988) Similarity, frequency, and category representations’,
Journal of Experimental Psychology: Learning, Memory, and Cognition, 14:
54-65.

Oden, G. C. (1987) ‘Concept, knowledge, thought’, Annual Review of Psychology,
38: 203-27.

Posner, M. 1. and Keele, S. W. (1968) ‘On the genesis of abstract ideas’, Journal
of Experimental Psychology, T1: 353-63.

Quinlan, J. R. (1986) ‘The induction of decision trees’, Machine Learning, 1:

81-106. .



144 ‘ . L. W. Barsalou and C. R. Hale

Reed, S. K. (1972) ‘Pattem recognition and categorization’, Cognitive Psychology,
3: 382-407.

Reitman, J. S. and Bower, G. H. (1973) ‘Storage and later recognition of
exemplars of concepts’, Cognitive Psychology, 4: 194-206.

Rosch, E. and Mervis, C. B. (1975) ‘Family resemblances: studies in the internal
structure of categories’, Cognitive Psychology, 7: 573-605.

Rumelhart, D. E., Hmton, G. E., and McClelland, J. L. (1986) ‘A general
framework -for parallel distributed processing’, in D. E. Rumelhart, J. L.
McClelland, and the PDP Research Group (eds), Parallel Distributed Processing:
Explorations in the Microstructure of Cognition: vol. 1, Foundations (pp. 45-76),
Cambridge, MA: MIT Press.

Rumelhart, D. E., Hinton, G. E., and Williams, R. J. (1986) ‘Learning internal
representations by error propagation’, in D. E. Rumelhart, J. L. McClelland, and
the PDP Research Group. (eds), Parallel Distributed Processing: Explorations in
the Microstructure of Cognition: vol. 1, Foundatzons (pp 318-62), Cambridge,
MA: MIT Press.

- Rumelhart, D. E. and Ortony, A. (1978) ‘The representation of knowledge in

‘ memory’, in R. C. Anderson, R. J. Spiro, and W. E. Montague (eds),
Schooling and the Acquisition of Knowledge, Hillsdale, NJ: Erlbaum.

St John, M. F. and McClelland, J. L. (1990) ‘Learning and applying contextual
constraints in sentence comprehension’, Artificial Intelligence, 46: 217-57.

Schank, R. C. (1975) Conceptual Informattan Processing, Amsterdam: North—
Holland.

Schank, R. C. (1982) Dynamic Memory: a Theory of Reminding and Leammg
in Computers and People, New York: Cambridge University Press.

Schank, R. C. and Abelson, R. P. (1977) Scripts, Plans, Goals, and Understanding:
an Inquiry into Human Knowledge Structures, Hillsdale, NJ: Erlbaum.

Seidenberg, M. S. and McClelland, J. L. (1989) ‘A distributed, developmental
model of word recognition and naming’, Psychological Review, 96: 523-68.

Shanks, D. R. (1991) ‘Categorization by a connectionist network’, Journal of
Experimental Psychology: Learning, Memory, and Cognition, 17: 433-43.

Smith, E. E. and Medin, D. L. (1981) Categories and Concepts, Cambridge, MA:
Harvard University Press.

Smolensky, P. (1987) On Variable Binding and the Representation of Symbolic
Structures in Connectionist Systems, Technical Report CU-CS-355-87, Depart-
ment of Computer Science, University of Colorado.

Tversky, A. (1977) ‘Features of similarity’, Psychological Review, 84: 327-52.

Valiant, L. G. (1984) ‘A theory of the learnable’, Communications of the ACM,
27: 1134-42.

van Gelder, T. (1990) ‘Compositionality: a connectionist variation on a classical
theme’, Cognitive Science, 14: 355-84.

White, B. Y. and Frederiksen, J. R. (1990) ‘Causal model progression as a
foundation for intelligent learning environments’, Artificial Intelligence, 42:
99-157.

Winston, M. E., Chaffin, R., and Herrmann, D. (1987) ‘A taxonomy of
part—whole relatlons Cogmtzve Science, 11: 417-44.

Zadeh, L. A. (1965) ‘Fuzzy sets’, Informatton and Control, 8: 338-53.




