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CHAPTER 4 BRepresentation and Knowledge in | ong-Term Memory

seem to be happy and friendly. But it's hard to understand what they're singing, because
while they all seem to know this song—it's quite short, melodically very simple—they are
singing raggedly and not very well, although with enthusiasm.

Is this a dream? No. Through an exercise of the imagination, you just attended your own
birthday party while being denied access to your knowledge in long-term memory—which
meant you had no knowledge of your culture or tribal customs, no knowledge of the significance
of the objects in front of you or the words called out or sung to you. This kind of knowledge nor-
mally comes to each of us easily, from the times of our earliest experiences in the world, and
has an enormous influence on our lives. How is it stored, how is it used, how does it work?

In this chapter we will explore the answers to the following general questions:

1. What roles does knowledge play in cognition, and how is it represented in the
brain?
2. What representational formats are most likely to exist in the brain, and how do
multiple representational formats work together to represent and simulate an
_object?
3. How do representations distributed across the brain become integrated to estab-
lish category knowledge?

4. What different types of representational structures underlie category knowledge,
and how are they accessed on particular occasions?

o

How are different domains of categories represented and organized?

1._ROLES OF KNOWILEDGE IN COGNITION

Knowledge is often thought of as constituting particular bodies of facts, techniques,
and procedures that cultures develop, such as “knowledge of baseball statistics,”
“knowledge of the guitar,” “knowledge of how to order a meal in a restaurant.”
Such knowledge in most cases comes consciously, after long and often difficult prac-
tice. But in its larger sense knowledge mostly exists and operates outside awareness:
we are typically clueless about the constant and vast impact that knowledge has on
us each moment. The formal sort of knowledge—the causes of the American Revo-
lution or the designated-hitter rule in baseball—is a relatively small and uninfluen-
tial subset of the totality of what you know and of what affects your life. The bulk
of your knowledge—and the knowledge that most influences your daily life—is rela-
tively mundane knowledge about things such as clothing, driving, and love (well,
perhaps not so mundane). Thus, knowledge, in its most inclusive sense, and the sense
in which the term is used in cognitive psychology, is information about the world
that is stored in memory, ranging from the everyday to the formal. Knowledge is of-
ten further defined as information about the world that is likely to be true, that you
have justification for believing, and that is coherent (for further discussion, see
Carruthers, 1992; Lehrer, 1990).

Knowledge so defined makes ordinary life possible in a number of ways. It is es-
sential for the competent functioning of most mental processes, not only in memory,
language, and thought, but also in perception and attention. Without knowledge, any
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mental process would stumble into ineffectiveness. Just how would you experience
your birthday party if knowledge simply switched off?

For one thing, you’d be unable to get beyond the surface of the objects and sen-
sations that surround you in the world. Each one would be unique, without history
or meaning. Specifically, you would be unable to categorize things. Categorization is
the ability to establish that a perceived entity belongs to a particular group of things
that share key characteristics. “Cakes,” for example, form a category of entities that
people perceive as related in their structure and use. Without knowledge, you can’t
categorize—so the cake on the table at your birthday party meant nothing to you.
Consider a camera that registers on film an image of your birthday bash. Would the
camera know that the scene contains a cake? No. A camera can show an image of
the cake, but it is simply recording a particular arrangement of light on film, no dif-
ferent in quality or significance from any other arrangement of light; the camera
lacks knowledge about meaningful entities and events in the world. And in the
“thought experiment” of your birthday party, you have become something like a
camera, able to register images but unable to grasp what they mean, what common-
ality they have with other entities present or not present in the scene. So categoriza-
tion is one thing that would go if you lost your knowledge.

Once you assign a perceived entity to a category, further knowledge about the
category becomes available for your use. If you know it is a cake, associations arise:
Is this a celebration? Is this a special treat for dessert? Indeed, the whole point of cat-
egorization is to allow you to draw inferences, namely, to allow you to derive infor-
mation not explicitly present in a single member of a category but available because
of knowledge of the characteristics of the group or groups to which it belongs. Once
you categorize a perceived entity, many useful inferences can follow. If you are able
to assign an object wrapped in brightly colored paper to the category of “gifts,” your
knowledge of gifts would produce inferences about the wrapped object that go be-
yond what you-as-a-camera currently see—the object is a box, which might contain
a thoughtful gift that a friend has bought you or a not-so-thoughtful gag. Though
you cannot yet see inside the box, your inferential knowledge about gifts suggests
these possibilities. Without being able to categorize, could you produce these infer-
ences? Would a camera be able to infer that the wrapped box could contain a gift or
a gag? Of course not, and neither would you if you had lost your knowledge.

Standing in the doorway, looking at this scene, you do not know it is your birth-
day party. You can’t know this because you lack knowledge to draw inferences that
go beyond what you see. What about action? Would you know what to do in this sit-
uation? Would you know to blow out the candles, respond to your friends’ joshing,
open your presents? There’s no biological reflex that would help you here. So again,
the answer is, no: no knowledge means no appropriate action. Think of the cam-
era—on registering a box in its viewfinder, would it know that the box is a gift to be
unwrapped? No, it wouldn’t; and neither would you without knowledge about gifts.

Now someone is standing in front of the birthday table, obscuring from your
view half your name on the uncut cake. Normally, you would readily infer the whole
name. In your present no-knowledge state, however, would you? No; no more than
would a camera. Without knowledge, you cannot complete the partial perception,

iio



Knowledge leads to inferences during perception

Although the letters in the figure most closely approximate |-e-a-r-t, the likely assumption is the word
heart. This inference comes from knowledge of familiar words and of how it is possible for spills to
obscure them. Essentially, the brain reasons unconsciously that the word is more likely to be heart
than Jeart and that a spill has partly obscured an “h.”

but with knowledge you can. Ordinarily you constantly complete partial perceptions
in this manner as you encounter occluded objects in the environment. What do you
see in Figure 4-1? The letters l-e-a-r-t or the word heart? The nonword leart is actu-
ally closest to what is on the page, but your first categorization of the string of let-
ters was probably beart. Why? Because—as we saw in Chapter 2—knowledge of the
word heart in memory led to the inference that the word was present but partially
occluded by some sort of spill on the page; it’s doubtful you have leart in memory.
As we saw in Chapter 2, knowledge affects perception.

A party guest yells, “Look out the window! That looks like Madonna starting
the truck in the driveway!” If you were in your normal, not your no-knowledge,
state, when you look out the window, where would your attention go? You’d prob-
ably try to see inside the truck’s cab, not scan its exterior. But nothing in the guest’s
exclamation directed your attention inside, so why would you look there? The obvi-
ous answer is that knowledge about what starting a vehicle entails guided your at-
tention. Even if you don’t drive yourself, you know generally where someone who is
driving sits. But if you lacked knowledge—or, again, if you were a camera—you
would have no idea where to focus your attention.

A few weeks before the party, you borrowed $50 from a friend, whom you’ve been
avoiding because you haven’t yet got the funds together to repay the loan. Now this
friend is standing at the front of the crowd in your room, offering you one of the large
boxes. Are you embarrassed? Nope. Without knowledge you’d be blissfully unaware
that you should feel guilty about not having repaid your friend. Even if you remem-
bered borrowing the money and when you borrowed it, you wouldn’t be able to infer
that you should have paid it back by now, and that because you haven’t, you’re a jerk.
A specific memory without knowledge doesn’t help you very much, because without
knowledge you’re not able to draw useful inferences from what you remember.

After the song, everyone at the party shouts at you in unison, “We love you!”
Pretty nice—but you have no idea what they’re saying. Why not? Because the ability
to understand language requires knowledge. First, you need knowledge to recognize
words and to know what they mean. If you didn’t have knowledge about English,
you would no more know that love is a word than that loze is not. Similarly, you
would no more know that love means to hold people dear than to tattoo them. Sec-
ond, you need knowledge to assemble the meanings of the words in a sentence.




2. Bepresentations and Their Formats
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When your friends say, “We love you,” how do you know they’re saying that they
love you, not that you love them? How do you know that “we” refers to the lovers
and that “you” refers to the lovee? Why isn’t it the other way around? Knowledge
about the verb o love specifies that the lover comes before the verb in an active sen-
tence, and that the lovee comes after it. In a passive sentence, such as “You are loved
by us,” your knowledge specifies that these roles are reversed. Instantly on hearing
sentences like these, you are able, because of your knowledge, to make accurate in-
terpretations of who is doing what to whom.

Now the party’s in high gear, and the karaoke machine comes out. Two of your
friends are singing, one of them a real belter. Another song, and now the belter is paired
with someone who sings even louder. Now it’s your turn, but you’re a bit shy. The qui-
eter singer from the first duet and the really loud one from the second both volunteer
their services. You need the support of a really strong voice. Whom do you pick? The
vocally fortified type from the second pair, of course. But wait—how did you unerringly
pick her as the louder of the two volunteers—they haven’t sung together, so how could
you judge? Well, in a no-knowledge state, you couldn’t. But you could with knowledge
of the relationship described by the principle of transitivity, which you may or may not
ever have heard of, but which nonetheless you have internalized through experience. If
X is louder than Y, and Y is louder than Z, then X is louder than Z. So you can pick the
singer who will make the duet with you a song to remember—but without knowledge
you’d be up a creek, unable to draw the inference that successfully guided your choice.
Transitivity is but one example of the many ways in which knowledge enables sophisti-
cated thought. Knowledge underlies virtually every form that thought takes, including
decision making, planning, problem solving, and reasoning in general.

Without knowledge in its various roles, in categorization and inference, action,
perception and attention, memory, language, and thought, you’d be a zombie at the
party. You'd simply be registering images of the scene passively like a camera, and
that’s about it. You’d be frustratingly inept at understanding anything about the situ-
ation, or acting suitably in it. Because knowledge is essential for the competent func-
tioning of all mental processes, without it your brain couldn’t provide any of the
cognitive services it normally performs for you. To understand cognition, it is essential
to understand knowledge and its ubiquitous presence in all aspects of mental activity.
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1. In what ways do you use knowledge?
2. Why is it useful to categorize what we perceive?

2. REPRESENTATIONS AND THEIR FORMATS

A key aspect of knowledge is that it relies on representations. Representation is a
complicated and controversial topic that cognitive scientists from many disciplines
have argued about for a long, long time. No definition has been fully accepted, and
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most of those proposed are very technical. The definition we used here is relatively
simplified, but it captures some of the core ideas in many accounts. (For diverse
treatments of this important concept, see Dietrich & Markman, 2000; Dretske,
1995; Goodman, 1976; Haugeland, 1991; Palmer, 1978.) As noted in Chapter 1, a
representation is a physical state (such as marks on a page, magnetic fields in a com-
puter, or neural connections in a brain) that stands for an object, event, or concept.
Representations also carry information about what they stand for. Consider a map
of a subway system. The map is a representation because it stands for the various
lines, stops, and connections, and it carries information about them, namely, the or-
dering of stops and the relative directions of the various lines. But representation in-
volves more than this, as we explore in the following section.

2.1. Memories and Representations

Imagine that you’re seeing a lava lamp for the first time at your birthday party. The
lamp is not lit. You see a cone-shaped jar on a metal stand, the jar containing a mix-
ture of colored liquids and solids. Now, to add to the festivities, the lamp is turned
on. The contents of the jar brighten and globules of material inside begin undulat-
ing. A basic property of brains is that to some extent, but far from perfectly, they
store perceived experiences—that is, they allow memories. When you store your first
memory of a lava lamp, are you storing a representation? Well, does this memory
meet the following criteria for a representation?

The intentionality criterion: A representation must be constructed intentionally
to stand for something else. This may seem a little problematic. People usually don’t
try intentionally to set up their daily experiences for easy later recall. As you’re watch-
ing the lava lamp for the first time, you probably aren’t saying to yourself, “This is so
cool, I have to remember it for the rest of my life.” Nonetheless, you do remember it:
much research (and a good deal of anecdotal evidence) shows that your brain stores
information automatically, even when you’re not trying to fix it in your memory (e.g.,
Hasher & Zacks, 1979; Hyde & Jenkins, 1969). Indeed, trying consciously to pre-
serve information for later recollection often leads to no improvement in memory rel-
ative to simply perceiving and processing the information well. This suggests that you
have the unconscious goal of storing information about experience, independent of
your conscious goals. It is as if the ability to store information is so important that
evolution couldn’t leave the job to people’s conscious intentions (some of us can’t
even remember to take out the garbage). Instead, evolution entrusted part of the stor-
age of information to unconscious automatic mechanisms in the brain.

So is the intentionality criterion met? Yes, because the brain at an unconscious
level has the design feature of storing information about experiences of the world
to stand for those experiences. If a camera is set by a photographer to take a pic-
ture every second whether the photographer is present or not, the intention to cap-
ture information is built into the system, whether or not the originator of the
system, the photographer, is there to take each picture. Similarly, the intention to
capture information is built into the brain system, whether or not you consciously
direct each memory.
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The information-carrying criterion: A representation must carry information
about what it stands for. Does your first memory of a lava lamp meet this criterion?
Imagine that on the next day, someone asks what’s new, and you remember having
seen a novel object, the lava lamp. Drawing on your memory of the lava lamp, you
describe it. How are you able to do this? Because your memory of the lava lamp car-
ries information about it—details of its shape, color, and function. Further evidence
that your memory of the lamp carries information is that you are able to categorize
from it. If you were to see another, not necessarily identical, lava lamp, you could say
that it belongs to the same group of objects as the one in your memory. Because your
memory of the first lava lamp carries information about what it looked like, you can
use this information to recognize other things like it. Similarly, if the second lava
lamp in your experience, the one you’re looking at now, is unlit, you can consult
your memory of the first one to conjecture that the second one can probably be
turned on to make it brighten and cause its contents to undulate. Because your mem-
ory carries information about the first lava lamp, it can produce useful inferences
about other ones you encounter.

In these ways, representations lay the groundwork for knowledge. Once the
brain intentionally establishes memories that carry information about the world, all
sorts of sophisticated cognitive abilities become possible.

2.2. Four Possible Formats for Representations

What more can we say about a mental representation? One aspect of a representation
is its format. Format refers to the type of its code, as discussed in Chapter 1. We can
now unpack this idea further. Format not only refers to the elements that make up a
representation and how these elements are arranged, but also relies on characteristics
of the processes that operate on them to extract information. As we will see, represen-
tations may be modality specific, that is, they may make use of perceptual or motor
systems, or they may be amodal, residing outside the perceptual and motor modalities.
Another aspect of a representation is its content—the information it conveys.

2.2.1. Modality-Specific Representations: Images

In talking about the birthday party, the metaphor of a camera was useful. Images such
as those that a camera captures are one possible representational format, which depicts
information (see p.12); perhaps the brain constructs a similar type of representation.
Certainly we often talk as if it does, saying things like “I can’t get that picture out of
my mind” and “I see it clearly in my mind’s eye.” Let’s look at what is involved in im-
ages, and see whether it is likely that the brain contains representations of this form.

Several wrapped boxes and a birthday cake are on a table. Part of the scene has
been captured by a digital camera and registered by pixels, or “picture elements,”
the units of visual information in an image, and thus stored. Specifically, an image
has three elements, which taken together determine its content: a spatiotemporal
window, storage units, and stored information.

A photograph taken of the scene in front of the camera does not capture everything
in that scene, but only that part of it within a spatiotemporal window (Figure 4-2a).
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The components of an image: the birthday scene

(a) A spatiotemporal window of the information captured in the viewed scene. Within the spatiotem-
poral window, (b) an array of pixels captures the light information present. Each pixel stores (c) infor-
mation about the intensity of light across the range of light wavelengths to which the pixel is sensitive.

Together the stored information across pixels in the spatiotemporal window constitutes one possible
image representation of the birthday scene.
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Spatially, there are infinitely many pictures that a camera could take of the same
scene, depending on its position relative to the scene—here the image has cut off the
gifts and the table legs. Temporally, the scene is not captured continuously over time,
just in one time slice when the shutter is open. Thus, any image is defined to some
extent by its spatiotemporal window.

Next consider the storage units (Figure 4-2b) of the image in the spatiotempo-
ral window. An image contains an array of storage units—pixels if the camera is dig-
ital, or light-sensitive grains for a film camera—Iaid out in a grid. Each storage unit
is sensitive to the light impinging on it. Like the complete array of storage units, each
individual unit also has a spatiotemporal window. It captures only the information
within a bounded spatial and temporal region nested within the larger window of
the entire array.

" Finally, consider the information in the storage units (Figure 4-2c). In the case
of a photograph, this information is the intensity of light at visible wavelengths in
each storage unit. Across storage units, the collective information specifies the con-
tent of the image.

Much additional—and important—information resides implicitly in the image.
For example, a contiguous group of pixels might form a square. And distances be-
tween pixels correspond to distances in the world: if the horizontal distance between
pixels A and B is shorter than the horizontal distance between pixels C and D, the
points in the world that correspond to points A and B are closer horizontally than
the points that correspond to points C and D. But extracting these additional types
of information requires a processing system, and the camera does not possess such a
system (or put another way, the camera’s processing system is the brain of the human
viewer using it). The essential question now is, do images constructed like the one of
the birthday cake on the table in Figure 4-2 exist in the brain?

Many people (but not all) say that they experience mental images that they can
“see with the mind’s eye” or “hear with the mind’s ear.” Clearly self-reported expe-
rience is important, but scientific evidence is essential for drawing firm conclusions,
especially given the illusions our minds are capable of producing. Much scientific
evidence supports the presence of images in the human brain (for reviews, see Farah,
2000; Finke, 1989; Kosslyn, 1980, 1994; Kosslyn et al., 2006; Shepard & Cooper,
1982; Thompson & Kosslyn, 2000).

First, consider an example of evidence from brain anatomy research (Tootell
et al., 1982). Figure 4-3a is the visual stimulus that a monkey viewed; Figure
4-3b shows activation in Area V1 of that monkey’s occipital cortex, as measured
by a neural tracer, while the monkey was looking at the stimulus. A striking cor-
respondence is immediately apparent: the pattern of brain activation on the
brain’s surface roughly depicts the shape of the stimulus. The reason is that the
cortex of early visual processing areas is laid out somewhat like the pixels of a
digital image and responds similarly. When neurons that are arranged in this man-
ner fire, the pattern of activation forms a topographical map—their spatial layout
in the brain is analogous to the layout of space in the environment. The presence
of many such topographically organized anatomical structures in the brain sug-
gests the presence of images.
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An_image in the brain

(a) The “spokes of a wheel” stimulus shown to a monkey. (b) The activation that occurred on the sur-
face of Area V1 of the monkey's brain in the left occipital lobe (which processed only the right half of the
stimulus) as the monkey viewed the stimulus. The pattern of brain activation is similar to the visual pat-
tern, suggesting that the brain is using some form of image-like representation in early visual processing.
(Tootell, R. B. H., Silverman, M. S,, Switkes, E., & DeValois, R. L. [1982].)

Another example of neural evidence for images comes from the case of patient
M.G.S. (Farah et al., 1992). Clinical diagnosis of M.G.S.’s seizures had localized
their source in her right occipital lobe, the region that processes the left half of the
visual field. To reduce her seizures, M.G.S. elected to have her right occipital lobe re-
moved. In addition to reduction of seizures, another result was, as expected, blind-
ness in her left visual field.

What would be the effect of this removal on M.G.S.’s ability to process visual
images? Much research has shown that visual images are represented partly in the
brain’s occipital lobes, and that the brain represents these images topographically, at
least in some cases (e.g., Kosslyn et al., 1995, 2006). The investigators reasoned that
if the occipital lobes do indeed represent visual images, then the loss of M.G.S.’s
right occipital lobe should decrease the size of her visual images by one-half (a pro-
portion analogous to her loss in vision). To test this hypothesis, the investigators
measured the size of M.G.S.’s visual-imagery field before and after her surgery. As
predicted, M.G.S.’s imagery field after the operation was approximately half its orig-
inal size (Figure 4-4).

The two studies reviewed here, along with many others, have convinced most
researchers that the brain uses images as one form of representation. Not only have
mental images been found in the visual system, they have also been found in the mo-
tor system, as discussed in Chapter 11 (e.g., Grézes & Decety, 2001; Jeannerod,
1995, 1997), and in the auditory system (e.g., Halpern, 2001).
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(a) Diagram of an intact, undamaged brain and a perceived visual image. (b) After surgery. Because
visual images are represented in the occipital lobes, removing the right occipital lobe reduced image size
by one-half (because the horizontal dimension was now restricted to one half of its previous extent).

(Fig. 66.2 from p. 968 of Farah, M. . (2000). The neural bases of mental imagery. In M. S. Gazzaniga (ed.), The
Cognitive Neurosciences (2nd ed., pp. 9656-974). Cambridge, MA: The MIT Press. Reprinted with permission.)

In addition to all the neural evidence that has accumulated for mental images,
much behavioral evidence has accumulated as well. Indeed many clever behavioral
experiments provided the first evidence for imagery, preceding the neural evidence by
two decac|les (for reviews, see Finke, 1989; Kosslyn, 1980; Shepard & Cooper, 1982).
In these experiments, researchers asked research participants to construct mental im-
ages while performing a cognitive task. If the participants actually constructed mental
images, then these images should have perceptual qualities, such as color, shape, size,
and orientation. Experiment after experiment did indeed find that perceptual variables
like these affected task performance, suggesting that participants had constructed
mental images having perceptual qualities. See the accompanying A Closer Look box
for a detailed discussion of such a finding for the perceptual variable of size.

Although the camera has proved a useful metaphor in this discussion, brain im-
ages differ significantly from those taken by a camera. In particular, brain images are
not as continuous and complete as photographs. For example, work on the phenome-
non of change blindness, the failure to be aware of changing stimuli in the visual field
(see Chapter 3), indicates that people’s perceptual images do not have a uniform level
of detail; some areas are not as well represented as others (e.g., Henderson & Holling-
worth, 2003; Wolfe, 1999). Figure 4-5 illustrates this contrast. Figure 4-5a captures a
relatively even and complete image of a scene, whereas an image in the brain, like the
manipulated picture in Figure 4-5b, is much more uneven, with some areas better rep-
resented than others. Visual attention appears responsible for this unevenness: the
well-represented patches of a scene are often regions where attention is focused
(Hochberg, 1998). When attention does not focus on a region of a scene, the content
of that region is not encoded as well into the image (e.g., Coltheart, 1999).



(a) The birthday scene. (b) Rather than representing the scene at the top at equal resolutions across
all points, attended parts of the image (in this case, the cake and gifts) are represented at a higher
resolution than the unattended parts of the image (in this case, the table and everything in the back-
ground). As a result of the unequal distribution of attention, the image represents some parts of the
scene better than others.
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Afth' has been considerable“anecdotal.evidence for mental imagery, scientific behavioral evi-
de ought by Kosslyn; he reported his.résults in 1975 in “Information Representation in Visual Im-
£ gnitive Psychology, 7, 341-370.

ilntroductron

' !t is an obvious perceptual fact that when something i |s close P and large in the visual field, it is easy to
~ recognize, but when it ls"far away and small, the task is_not so easy..You have no trouble recognizing a
.‘frlend standing just a few’ feet away, but recognizing your friend would be rmuch harder if the two of you

" were at opposite énds. of a football field. The mvestxgator used this fact about perception to demonstrate
"~ that people have i ‘ntal images.

Method

Part|c1pants were asked to vrsuahze a target ob;ect (for example a goose) T next to one of two reference ob-
each case the proportlonal size of the target object relative to that of the reference object was to be main-
tained. (Thus, the image of the goose would be larger when paired with the fly than when paired with the
elephant.) While holding one of these two pairs of images in mind, such as goose-and-fly or goose-and-
elephant, participants heard the name of a property (for example, ."Iegs ") and had to decide as quickly as
possible whether or not the target animal has that property by refernng to their image; the participants were
told that if the animal has the property, they.should be able to find it in the image.

Results

Participants were an average of 211 milliseconds faster to verify properties when they imagined the tar-
get objects next to the fly than when next to the elephant. In a control condition, in which participants
visualized enormous flies and tiny elephants next to the normal-sized animals, the results were reversed—
the participants were faster when the queried animal was visualized next to a tiny elephant. So, it wasn't
the fly or elephant per se that produced the results, but rather their size relative to that of the queried
animal.

Discussion

The finding parallels the motivating observation, namely, that recognizing a friend is easier up close
than across a football field. When a given object was imaged as relatively large (next to a fly), it was
easier to process visually than when it was imaged as relatively small (next to an elephant). As the
property named became larger in the image, it was easier to identify. From this result, the investigator
concluded that the participants used images to answer the questions asked of them and to verify the
properties named.
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The Mental Image Field

What do we see in the mental image field? (a) On some trials, participants were asked to imagine a target object,
such as a goose, next to a fly. They were asked to fill the image field with the two objects, while maintaining their true
relative sizes (that is, keeping the goose much larger than the fly). (b) On other trials, they were asked to imagine the
same object next to an elephant, again while filling the image field and maintaining relative size. The size of the critical
object (the goose, in this case) was larger in absolute terms when imaged next to the fly than when imaged next to the
elephant. As a result, parts of the critical object (for example, the goose's legs) were larger next to the fly, and could
be “seen” faster. This result provides behavioral evidence that we can use images to verify object properties.

Another important qualification about mental images is that they are inter-
preted (e.g., Chambers 8 Reisberg, 1992). If you focus your attention on the left
edge of the ambiguous object in Figure 2-33b on page 96, it appears to be a duck,
but if you focus your attention on the right edge, it appears to be a rabbit. Depend-
ing on where you focus attention, your interpretation of the object varies. A photo-
graph does not contain interpretations of the entities it contains. If you consider the
image format in isolation, you can see that nothing in it offers the potential to aid in
the interpretation of its contents. A photographic image is simply a record of light
energy that impinges on each pixel; it contains no categorizations of larger entities :
across pixels. But mental images are representations within a processing system that !
interprets them in specific ways; to understand imagery, we must consider both the
representation and the accompanying processes. The importance of interpreting rep-
resentations will become a central theme in this chapter.

2.2.2. Modality-Specific Representations: Feature Records

From this point on, the representations we consider will be more sophisticated than
those taken by image-capturing artifacts such as cameras. It will become clear that
natural intelligence is superior to current technology when it comes to representa-
tion. Art will imitate nature: the future of sophisticated representational technology
lies in implementing the natural representations we will be discussing.

At the heart of sophisticated representation lies the categorization of meaningful
entities. A meaningful entity is an object or event that plays an important role in an or-
ganism’s survival and pursuit of goals. In contrast, a pixel is a relatively meaningless
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entity. We don’t just want to know whether light impinges on a particular point in
space; we want to know what the patterns of pixels—or areas of neural activation—
represent in the world. This doesn’t mean that images are useless. Indeed, more mean-
ingful representations are derived from images.

The visual system of the frog presents a case of more sophisticated representa-
tion. If you were a frog, what would be meaningful to you? Bugs. What does a frog
need in order to get bugs? Clearly it needs a motor system that can capture a bug fly-
ing by, but before it can do that it must be able to detect the bug. Here nature has ap-
plied meaningfulness and interpretation to the problem of representation, taking
natural representational systems beyond images.

Early and important work (Lettvin et al., 1959) showed that neurons in the
frogs visual system respond differentially to small objects moving within the frog’s
visual field (Figure 4-6). These researchers inserted electrodes into individual neu-
rons of a frog’s brain and then varied the stimulus—sometimes a round stationary
object, sometimes a moving object—to the frog’s eyes. They found that some neu-
rons fire in response to small round objects (largely independent of motion), whereas
others fire in response to object movement (largely independent of the object).
Different populations of neurons appeared to detect different types of information in
the visual field.

The information that these neurons detect is information that is meaningful to
frogs: “small, round” and “moving” are features of flying insects. We have discussed

Flying motion Small round object

N

@

N

firing rate —
firing rate —

In the frog’s brain, one population of neurons is firing in response to the small round object; a second
population is firing in response to the motion of this object. Together these two sets of neurons, along
with others, allow the frog to detect the presence of a small, round, flying object.
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features in the two previous chapters, but will now look at them from a new point
of view: A feature is a meaningful sensory aspect of a perceived stimulus. Unlike a
pixel, which registers all light that falls on it in a general and undifferentiated accu-
mulation of information, these frog neurons respond only when information mean-
ingful to a frog is present. They could be tricked if a small, round, moving object in
the frog’s visual field isn’t a bug—but in nature it probably is a bug, and that’s the
point. The function of these populations of neurons is to detect entities in the world
meaningful to frogs. They don’t constitute an image of the visual field, patchy or
otherwise. Instead, they interpret regions of images as indicating the presence of a
particular feature. When these feature-detecting neurons become active, they cate-
gorize a region of an image as containing a meaningful feature of an object or event.
Feature detection is accomplished not by single neurons, but by populations of neu-
rons. This allows for a graded, rather than an all-or-nothing, response and is there-
fore more reliable. Furthermore, these neurons are often sensitive to more than a
single feature, and the information to which they respond may change both with ex-
perience and with the organism’s goals at a given time (e.g., Crist et al., 2001).

Do feature-detecting neurons meet the criteria for a representation? Yes. First, in-
tentionality: they have been honed by evolution to stand for things in the world, to wit,
bugs. Second, information: the neurons themselves, by their firing, carry information
about the world. The evidence? If a frog blinks (closes its eyes), these neurons, once
activated, continue to fire and carry information about the entity they collectively stand
for—a bug.

As we saw in Chapter 2, the discovery of feature-detecting neurons in the brain
revolutionized the field of perception. Since then, there have been hundreds if not
thousands of follow-up studies, and much has been learned about such populations
of neurons in the primate visual system. Examples of the processing stages to which
such populations contribute are illustrated in Figure 4-7. As we saw in Chapter 2, as
visual signals travel along pathways from the primary visual cortex in the occipital
lobe to the temporal and parietal lobes, various types of features are extracted, such
as the shape, orientation, color, and movement of objects. Farther along the pro-
cessing stream, populations of conjunctive neurons, as their name suggests, integrate
featural information extracted earlier into object representations. Conjunctive neu-
rons, for example, might integrate information about size, shape, and movement to
establish a featural representation of a flying bug, which can be of interest to humans
as well as to frogs, especially in summer.

The collection of feature detectors active during the processing of a visual object
constitutes a representation of that object. This representational format, unlike an
image, is not depictive; its elements do not correspond to spatial points of contrast,
or to edges of the object. Instead, it draws on different meaningful features of the ob-
ject, that is, aspects of meaningful entities found in an organism’s environment. Such
a representation built up of features complements an image of the same object that
might reside in early topographically organized areas.

Researchers have found populations of feature-detecting neurons for all modal-

ities, not just vision. Feature-detection systems also reside in audition, touch, taste,
and smell (e.g., Bear et al., 2002).
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From visual input, populations of neurons extract shape, color:‘)'orientation, and motion, along with
other features, along pathways in the occipital, temporal, and parietal lobes. At later stages of
processing, conjunctive neurons in various brain regions, such as the temporal lobes, combine
these features to form integrated featural representations of perceived entities.

2.2.3. Amodal Symbols

Modality-specific representations reside in the perceptual and motor systems of the
brain, and are thus perceptually related to the objects they represent. Is it possible that
amodal representations exist that are built from arbitrary, abstract symbols? The dom-
inant view is “yes,” but the question is still open; see the accompanying Debate box.

How would amodal symbols work? Imagine the birthday scene, as in Figure
4-8a. An image of that scene resides early in the visual system. Farther along the
ventral stream, feature detectors that represent aspects of meaningful entities have
become active. Finally, amodal symbols—abstract and arbitrary—describe the prop-
erties of and relations among meaningful entities in the scene (see p. 12). Figures
4-8a—c present some examples of what these symbols might stand for.

Amodal symbols, lying outside the modalities and with no modality-specific
characteristics, are usually assumed to reside in a knowledge system that constructs
and manipulates descriptions of perceptual and motor states. Thus, the amodal rep-
resentations in Figure 4-8 describe the contents of a visual state but lie outside the

- visual system, and are part of a more general system that is used in language and
other tasks that do not involve vision per se.

The content of the amodal representations in Figure 4—8 are symbols such as
ABOVE, LEFT-OE candles. So are amodal representations words? Certainly there’s
nothing in the line forms that constitute the word candles (or velas in Spanish, or
bougies in French) that relates to a visually (or tactilely) perceived candle. So the
answer is, close—but no cigar. Researchers exploring the idea of amodal symbols



As useful as they are in building theory, a strong empirical case has
never been established for amodal symbols in the brain (Barsalou, 1999). Nonetheless, the
idea of amodal symbols has dominated theories of representation for decades. The intellectual rea-
sons are attractive to many. First, amodal symbols provide powerful ways of expressing the meaningful
content of images by representing objects (and their properties) and the relations between them. Second,
the important functions of knowledge such as categorization, inference, memory, comprehension, and
thought arise readily from the theory of amodal symbols (e.g., J. R. Anderson, 1976, 1983; Newell, 1990;
Newell & Simon, 1972). Third, the idea of amodal symbols has allowed computers to implement knowl-
edge; amodal descriptive representations can be easily implemented on computers.

There is in fact a theoretical gap as well as a deficiency of empirical support for amodal symbols.
What are the mechanisms? What process links regions of visual images to the relevant amodal symbols?
Conversely, when the amodal symbol for an object becomes active in memory, how does the symbol acti-
vate visual representations of the object’s appearance? No one has yet figured out a compelling theory of
how amodal symbols become linked to perceptual and motor states. Theorists are increasingly finding fault
with the notion of amodal symbols (e.g., Barsalou, 1999; Glenberg, 1997; Lakoff, 1987; Newton, 1998).
Some researchers are turning away from amodal symbols, arguing that other formats underlie knowledge
representation in the brain.

ABOVE {[LEFT-OF(gifts, cake)],table}

/ ABOVE
table LEFT-OF
/ \
gifts cake
(b)
— CAKE
layers
frosting
candles
sweet
sticky

() ()

| Three amodal representations of elements in the birthday scene at left

(a) A frame, (b) a semantic network, and (c) a property list. Although words are used here for clarity,
amodal representations are assumed to be constructed of nonlinguistic symbols.




2. Representations and Their Formats

believe that amodal symbols and words are two different things, that words stand
for the amodal symbols that underlie them. According to this view, underlying the
word candles, for example, is an amodal symbol in the brain that stands for candles.
To malke this distinction clear, researchers could use a symbol like @ to stand for the
things that are candles. They use the word candles, though, so that it is easier to see
what the symbol stands for.

The amodal symbols named in Figure 4-8 build three types of amodal representa-
tions: frames, semantic networks, and property lists. A frame is a structure, rather like an
algebraic expression, that specifies a set of relations that links objects in the environment.
For example, the frame in Figure 4-8a specifies that the gifts are to the left of the cake,
and that this LEFT-OF configuration is ABOVE the table. A semantic network (Figure
4-8b) represents essentially the same relations and objects in diagram form. A property
list names the characteristics of the entities belonging to a category; for instance, the
property list in Figure 4-8c names some of the properties of a cake, such as frosting and
candles. Unlike frames and semantic networks, property lists omit the relations between
properties. How do the properties in a property list differ from the features in modality-
specific records? First, the symbols that represent properties in a property list are
amodal, lying outside perceptual and motor systems, whereas the features in modality-
specific records are modal, lying in a perceptual or motor system (for example, vision).
Second, the properties in a property list capture relatively abstract aspects of an object,
such as the presence of frosting, whereas the features in modality-specific records tend to
capture fundamental perceptual details such as edges and colors.

Amodal symbols complement images in that they categorize the regions of an im-
age meaningfully—they don’t just record points of light or other sensory data. Amodal
symbols continue the interpretive process begun when feature detectors categorize
elementary properties of images, in the service of identifying meaningful entities. In the
semantic network in Figure 4-8c, the amodal symbol for cake categorizes the respec-
tive region of the image as being a particular kind of thing. The same region could be
categorized differently if different amodal symbols were assigned to it that categorize
the same entity in different ways: dessert, pastry, fattening food. Furthermore, a sym-
bol could categorize an entity inaccurately: you might dimly see the cake in the dark
and categorize it as a hat—and meet with disaster when you put it on your head.

2.2.4. Statistical Patterns in Neural Nets

Although amodal symbols work well in computers, it’s not clear how well they
would work in biological systems. Another possible means of representation is the
neural net (see pp. 42—43), a construct in which the cake in the birthday scene is rep-
resented by a statistical pattern such as 1100101000101 (Figure 4-9), which offers
greater scope than the amodal system for two reasons (Smolensky, 1988).

First, the elements of a statistical pattern can be viewed as neurons or as populations
of neurons that are on or off—that fire or do not fire. Each 1 in the pattern represents a
neuron (or neuron population) that fires, and each 0 represents one that does not. Thus
the statistical approach has a natural neural interpretation that makes it a plausible can-
didate for biological representation. Second, whereas in an amodal system a single
amodal symbol typically represents a category, in a neural net multiple statistical



1110101000101
1100011000111
1100101010101
1110001010111
1100111000101

A1 or 0 indicates whether a particular neuron in a population of neurons is firing (1) or not firing (0).
Different statistical patterns can represent slightly different versions of the same thing (for example,
a cake), although these patterns are usually highly similar to one another.

patterns can represent the same category, as in Figure 4-9. The flexibility offered by
varying statistical patterns reflects the reality in the world: not all cakes are exactly the
same. Because cakes differ, their representations should differ as well. And because even
different cakes are more similar to one another than they are to tables, the representa-
tions of cakes should be more similar to one another than to the representations of ta-
bles. Although the representations that could stand for a cake differ to some extent,
they should generally be highly similar. Statistical patterns capture these intuitions.

For these two reasons, statistical representations of knowledge have become in-
creasingly interesting to researchers. Although amodal symbols are still used widely,
models that rely on statistical approaches are increasingly plausible.

2.3. Multiple Representational Formats in Perception and Simulation

Some researchers have argued that an abstract descriptive representational format
underlies all knowledge. But the brain is a complex system, and knowledge is used
in many ways; representations play many roles in the myriad processes that consti-
tute cognition. It is implausible that a single format would serve all these roles; it is
much more likely that multiple formats—images, feature detectors, amodal symbols,
and statistical patterns—are required.

Again imagine viewing your birthday party scene. On perceiving this scene, your
brain constructs a somewhat patchy visual image of it, largely in the occipital cortex.
As this image is developing, feature detection systems extract meaningful features from
it in particular regions of the occipital, temporal, and parietal lobes. Finally, a statistical
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—> 1110101000101

Perception

(a)

Simulation

(b)

Perception and simulation processes

(a) The levels of processing that occur during the perception of a scene: a patchy image in the occipi-
tal lobes; feature extraction in the occipital, temporal, and parietal lobes; and the integration of this in-
formation using a statistical pattern, perhaps in the temporal lobes. (b) An example of the simulation
process, which is thought to be the process in part (a) run in reverse. Hearing someone say the word
cake may activate the statistical pattern used previously to integrate information about the cake in the
birthday scene that is now in the past. In tumn, the statistical pattern would partially reactivate the fea-
tures extracted for the cake, along with the accompanying image.

pattern in the temporal lobes becomes active to stand for the image and feature
information extracted previously, and to associate all this information (Figure 4—10a).
Because the neurons representing the statistical pattern are conjunctive neurons (that
is, they have a linking function), the neurons active in the image, along with the neu-
rons active in the feature analysis, all became associated with the neurons that repre-
sent the statistical pattern. Each element in the statistical pattern develops associations
back to the image and feature units that activated it. Together, this sequence of pro-
cessing phases establishes a multilevel representation of the scene as it is perceived.

It is possible, as it were, to “run the film backward.” In a process known as
simulation, a statistical pattern can reactivate image and feature information even
after the original scene is no longer present (Figure 4-10b). For instance, say the fol-
lowing day, a friend reminds you how great the cake was. Your friend’s words acti-
vate the statistical pattern that integrated information stored for the cake at the time
you saw and tasted it. Now, in a top-down manner, this statistical pattern partially
reactivates features extracted from the cake, along with aspects of the image that
represented it. The associative structure linking all this information allows you to
simulate the original experience. Whereas bottom-up processing through a percep-
tual system produces a statistical representation, top-down processing back the
other way reenacts, at least partially, the original visual processing. This top-down
capability allows you to generate mental images and to remember past events. We
shall have more to say about how mental simulations work in Chapter 11.

<— 1110101000101 <— “cake”



1. What representational formats are likely to exist in the brain? Why?

2. How might multiple representational formats work together in the brain to rep-
resent and simulate an object?

3. FROM-REPRESENTATION TO CATEGORY KNOWILEDGE

The aim of an actor is to provide for the audience the “illusion of the first time”—
the sense that what is happening now on stage has never happened before, neither in
the real world nor in last night’s performance. But the constant illusion of the first
time in life would lead to chaos and confusion. When you arrived at your birthday
party bereft of knowledge, the experience was bewildering. Representations are the
means; the end is knowledge. The question before us now is how large assemblies of
representations develop to provide knowledge about a category.

Category knowledge develops first from establishing representations of a cate-
gory’s individual members and second from integrating those representations. You
have undoubtedly experienced members of the “cake” category many times. On
each occasion, a multiformat representation became established in your brain. How
might the representations of these different cakes have become integrated?

Consider the five different cakes in Figure 4—11a. Each cake produces a statistical
pattern that integrates the results of its image and feature processing. Because the cakes
are so similar, they produce similar statistical patterns, but because they differ to some
extent, the patterns are not identical. If you study the five individual patterns, you can
see that 11—0——10—01—1 is common to all five (where — indicates a unit that is not
shared across cakes). The eight units corresponding to the 1s and Os in this shared pat-
tern offer a natural way of integrating the five memories. Because all five memories
share these units, all the memories become associated to this common “hub” (Figure
4-11b). The result is the representation of a category. At one level, all category mem-
bers become linked by virtue of the common statistical units they share. At another
level, these shared units constitute a statistical representation of the category, not just
of one member. (As we note later, though, natural concepts are less neat than this sim-
ple example—it’s hard to think of a feature that’s true of all possible cakes.)

Furthermore, the shared units offer a means of retrieving category members from
memory. Because all category members become associated with a common hub, the
hub serves as a mechanism for remembering category members at later times. When
the associative structure is run in a top-down manner (Figure 4-11c), the hub reacti-
vates the image and the feature processing associated with a category member,
thereby simulating it. Notably, this process may often mix memories of multiple cat-
egory members together during retrieval to produce a blending (e.g., Hintzman,
1986). As a result, the simulated category member may often be more like an average
category member than like a specific one (as shown in Figure 4-11c ). This process of
simulating average category members provides one mechanism for generating
prototypes, as will be described later.
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(a) Five individual cakes perceived on different occasions are each represented with a unique statisti-
cal pattern; the conjunctive units common to all are highlighted. (b) The shared conjunctive units
across statistical pattems establish a representation of the cake category. These shared units further
integrate memories of the image and feature processing that occurred across cakes. (c) The shared
statistical pattern becomes active in the absence of a particular cake, and produces a simulation of
image and feature processing that is roughly the average of previously experienced cakes.

3.1. The Inferential Power of Category Knowledge

Armed with the concept of category knowledge, we can begin to understand what
makes organisms more intelligent than cameras. The power of category knowledge
comes from capturing and integrating diverse pieces of information about a cate-
gory. When you encounter a new category member, you activate the relevant
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knowledge of that general category, which provides a tremendous amount of useful
information for dealing with this new entity. You aren’t like a camera that operates
exactly the same way whether its subject is making a first time appearance or has
been photographed a hundred times before. Despite your parents’ best efforts, how
you dealt with your cake at your 3rd birthday party probably left something to be
desired, but your 20th birthday cake presumably didn’t end up in your hair. And
when you encounter a new birthday cake at your next birthday party, your category
knowledge about birthday cakes makes you an expert on it. You know how to act—
blowing out the candles, cutting the cake, eating a piece of it. You can predict what
will be inside, and pretty much how it will taste. You can explain generally how it
was made and predict what will happen if it is left out for a few days. All these in-
ferences are possible because you have integrated diverse pieces of information
about birthday cakes into a body of category knowledge.

Even simply hearing the phrase “birthday cake” when there’s nary a cake in sight
activates your category knowledge of birthday cakes; you may not know whether it’s
chocolate or angel food, but you understand what’s being talked about. In each case,
as you encounter something associated with the category, other knowledge becomes
active. Because your category knowledge contains diverse kinds of information that
goes considerably beyond what’s immediately before your eyes, you can draw many
useful inferences and perform various intelligent functions (Bruner, 1957).

3.2. The Multimodal Nature of Category Knowledge

Cakes are not only seen, they are also tasted, smelled, touched, and acted on; per-
haps the one modality by which cakes are not experienced much is sound. Guitars,
on the other hand, are heard, seen, touched, and acted on, but neither tasted nor
smelled. Depending on the category, a different profile of information across the six
modalities of vision, audition, action, touch, taste, and smell is salient (Cree &
McRae, 2003). Emotion and motivation offer further modes of experience that en-
ter into a category’s representation. Cakes are associated with positive emotion,
poor grades with negative emotion; restaurants are associated with feeling hungry,
pillows with feeling sleepy. The very name of a category opens the door to category
knowledge: either through hearing the name, seeing its sign-language form, or, for
the literate, seeing its orthographic (i.e., written) form or feeling its Braille configu-
ration.

Integration is obviously the key: how does the brain do it, combining category
name and all the relevant information across modalities? One proposal is the con-
vergence zone theory (Damasio, 1989; for a more developed account, see Simmons
& Barsalou, 2003). A convergence zone (also known as an association area) is a
population of conjunctive neurons that associates feature information within a
modality. These patterns integrate information from image and feature analyses
within a given modality, such as vision. For cakes, image and feature information
would similarly be integrated within the taste modality and also within the modali-
ties for smell, touch, and action. Much neuroscience research indicates that associa-
tion dreas store modality-specific information (e.g., Tanaka, 1997).
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Damasio (1989) further proposes that higher order convergence zones in the tem-
poral, parietal, and frontal lobes integrate category knowledge across modalities, to-
gether with the category name. (Note that a convergence zone is not modality
specific, suggesting the importance of amodal “symbols.”). In general, these higher
order convergence zones integrate the conjunctive neurons that reside in the earlier
convergence zones for specific modalities. Thus, a convergence zone in the parietal
lobe might integrate conjunctive neurons in visual and motor areas, which in turn in-
tegrate specific visual and motor features. Alternatively, convergence zones in the left
anterior temporal lobe might integrate the names of categories with category knowl-
edge. Throughout the brain, convergence zones integrate category knowledge in var-
ious ways, such that category knowledge captures the multimodal character of
category members. As a result, all the relevant features across modalities for a cate-
gory become integrated, so that they can all be retrieved together. When you think of
cakes, higher order convergence zones activate how they look, taste, smell, and feel,
and how you eat them. \

If the convergence zone account of category knowledge is correct, two predic-
tions follow. First, simulations in the brain’s modality-specific areas should repre-
sent knowledge. To represent knowledge of how a cake looks, the relevant
convergence zones should reactivate features that have previously been used to
represent cakes in visual perception. Second, the simulations that represent a cate-
gory should be distributed across the particular modalities that are relevant for
processing it. The simulations that represent “cakes” should arise not only in the
visual system but also in the taste and motor systems. Both behavioral and neural
findings increasingly support these predictions (for reviews, see Barsalou, 2003b;
Barsalou et al., 2003; Martin, 2001).

3.3. Multimodal Mechanisms and Category Knowledge:
Behavioral Evidence

If simulations in perceptual systems underlie knowledge, then it should be possible
to demonstrate the contribution of perceptual mechanisms in the representation of
categories. To investigate this possibility, investigators focused on the perceptual
mechanism of modality switching, a process in which attention is shifted from one
modality to another, as, say, from vision to audition (Pecher et al., 2003). Re-
searchers have shown that modality switching takes time. In one study, participants
had to detect whether a stimulus—which might be a light, a tone, or a vibration—
occurred on the left or right (Spence et al., 2000). Because the various stimuli were
randomly mixed, participants had no way of predicting which particular type of sig-
nal would occur on a given trial. When the modality of the signal switched between
two trials, participants took longer to detect the second signal than when the modal-
ity stayed the same. For example, the time to detect a tone was faster when the
previous stimulus was a tone than when it was a light or a vibration. Switching
modalities carries a cost.

Pecher and colleagues (2003) predicted that the perceptual mechanism of
modality switching should be found not only in perception but also in category
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processing. They reasoned that if simulations represent category knowledge, then
switching costs analogous to those incurred while processing perceptual information
should be incurred while processing information about categories. Participants in
this study verified the properties of objects. On a given trial, the word for a category
(for example, “cakes”) was followed by a word for a possible property, both words
presented visually. Half the time the property was true of the category (“frosting”)
and half the time it was false (“crust”). As in the earlier perception experiment,
sometimes the properties referred to the same modality on two consecutive trials: a
participant might verify that “rustles” is a property of “leaves” and on the next trial
verify that “loud” is a property of “blenders.” Most of the time, however, the prop-
erties across two consecutive trials referred to different modalities.

Pecher and colleagues (2003) found that switching modalities in this property
verification task produced a switching cost, just as in the perception experiment by
Spence and colleagues (2000). When participants had to switch modalities to verify
a property, they took longer than when they did not have to switch modalities. This
finding is consistent with the idea that perceptual mechanisms are used in the repre-
sentation of category knowledge: to represent the properties of categories, partici-
pants appeared to simulate them in the respective modalities.

Many other behavioral findings similarly demonstrate that perceptual mecha-
nisms play a role in the representation of category knowledge. The visual mechanisms
that process occlusion, size, shape, orientation, and similarity have all been shown to
affect category processing (e.g., Solomon & Barsalou, 2001, 2004; Stanfield &
Zwaan, 2001; Wu & Barsalou, 2004; Zwaan et al., 2002). Motor mechanisms have
also been shown to play central roles (e.g., Barsalou et al., 2003; Glenberg &
Kaschak, 2002; Spivey et al., 2000). Across modalities, behavioral findings increas-
ingly implicate modality-based representations in the storage and use of category
knowledge.

3.4. Multimodal Mechanisms and Category Knowledge:
Neural Evidence

When talking about modality-specific mechanisms, conclusions drawn from be-
havioral evidence, no matter how suggestive, have their limits: behavioral experi-
ments don’t measure brain mechanisms directly. But neuroimaging does, and much
supportive evidence for the perceptual underpinnings of category knowledge
comes from neuroimaging research. In these studies, participants lie in a PET or
fMRI scanner while performing various category-related tasks, such as naming vi-
sually presented objects (for example, a dog), listening to the names of categories
(for example, “hammer”), producing the properties of a category (for example,
“vellow” for a lemon), or verifying the properties of a category (for example, an-
swering the question “Does a horse run?”).

For example, in a study by Chao and Martin (2000), participants were asked to
observe pictures of manipulable objects, buildings, animals, and faces while their
brains were scanned using fMRI. The investigators found that when participants
viewed manipulable objects such as hammers, a circuit in the brain thatunderlies the
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The left-hemisphere grasping circuit (for right-handed participants) became active only while partici-
pants viewed pictures of tools, not while they viewed pictures of faces, animals, or buildings.

grasping of manipulable objects became active (Figure 4-12). This circuit did not be-
come active when buildings, animals, or faces were observed. In much previous work,
this grasping circuit has been found to become active while monkeys and humans
perform actions with manipulable objects and while they watch others perform such
actions (e.g., Rizzolatti et al., 2002). Even though Chao and Martin’s participants
were not allowed to move in the scanner, and even though they viewed no agents or
actions, this grasping circuit nevertheless became active. From this result, the inves-
tigators concluded that activation of the grasping circuit constituted a motor infer-
ence about how to act on the perceived object. As participants viewed an object (for
example, a hammer), they accessed category knowledge about it that included mo-
tor inferences (for example, “a hammer can be swung”). These inferences appear to
be represented in the motor system, as we would expect if mental simulations are
used to represent the objects and their categories.

Many further neuroimaging studies (reviewed by Martin, 2001; Martin & Chao,
2001; Martin et al., 2000) have shown that other modality-specific regions become
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active as other kinds of category knowledge are processed. In a striking correspon-
dence, category knowledge about color, shape, and motion is processed near the re-
spective brain areas that process this information in visual perception (Figure 4-13 on
Color Insert B). When participants retrieve an object’s shape properties, an area 1n the
fusiform gyrus that overlaps visual shape processing areas becomes active durlng PET
and fMRI scans. Similarly, when participants retrieve an object’s color properties from
category knowledge, an area in the occipital cortex that overlaps an area that processes
color in perception (V4) becomes active. When participants think about performing ac-
tions on objects, motor areas become active. When participants retrieve an object’s mo-
tion properties, regions in the posterior temporal gyrus that overlap motion processing
areas in vision become active. When participants retrieve the sounds of objects, an au-
ditory brain area becomes active (Kellenbach et al., 2001). And when they access
knowledge of foods, gustatory areas in the brain become active that represent tastes
(Simmons et al., 2005). Together these findings demonstrate that an object category’s
representation is distributed across the brain’s perceptual and motor systems.

1. How might multimodal representations of a category’s members become inte-
grated in the brain to establish category knowledge?

2. What behavioral and neural evidence exists to support the hypothesis that
the brain’s modality-specific areas are involved in representing category knowl-
edge?

4. STRUCTURES IN CATEGORY KNOWLEDGE

Category knowledge is not an undifferentiated mass of data; it contains many dif-
ferent structures, organized in many different ways. As we shall see in this section,
exemplars, rules, prototypes, background knowledge, and schemata all play roles in
creating the category knowledge that allows us to live lives cognizant of ourselves
and the world around us. Furthermore, we possess powerful and dynamic abilities
for using these structures.

4.1. Exemplars and Rules

The simplest structures that category knowledge contains are memories of individ-
ual category members; these are known as exemplars. The first time you see an un-
familiar type of dog and are told its breed, a memory of that dog is stored along with
the name of the breed. As you see more of these dogs, a memory for each one simi-
larly becomes associated with the breed name, and thereby with other memories of
that breed. Over time, a collection of memories results for these category exemplars,
all integrated in the appropriate memory store (as illustrated earlier in Figure
4-11a). This sort of content is relatively simple because each type of memory is
stored independently of the others.
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Much research has shown that exemplar memories are common in our category
knowledge (e.g., Brooks, 1978; Lamberts, 1998; Medin & Schaffer, 1978; Nosofksy,
1984), and that they play a powerful role. For example, participants in a study by
Allen and Brooks (1991) were told about two categories of imaginary animals;
builders and diggers. Individual animals might have long or short legs, an angular or
curved body, and spots or no spots. A rule—that is, a precise definition of the crite-
ria for a category—determined whether a particular animal was a builder or digger:

An animal is a builder if it has two or three of the following properties: long legs,
angular body, spots; otherwise it is a digger.

Some participants were told the two-out-of-three rule. These participants were
then shown pictures of the imaginary animals sequentially and instructed to indicate
which were builders and which were diggers. Presumably they used the rule to do
this, counting the number of critical properties for each animal. If they made an er-
ror, the experimenter told them the correct category. Once the participants demon-
strated that they could apply the rule for the categories effectively, they received a
surprise test. On each trial they saw an animal that they hadn’t seen earlier. Again
they had to say whether the animal was a builder or digger, but this time the exper-
imenter didn’t say whether their categorizations were correct or Incorrect.

Allen and Brooks (1991) suspected that even though participants knew a rule
for the categories, they might nevertheless be storing exemplar memories and using
them in categorization. From earlier research, the investigators believed that the hu-
man brain automatically stores and uses exemplar memories, even when doing so is
not necessary. But how to determine this? Figure 4-14 illustrates the clever tech-
nique that the investigators used. In the test phase of the experiment, participants
were shown some of the animals they had seen before and some new ones. Two of
the new ones were builders. One of these differed from a builder seen during train-
ing in only one characteristic; this type of correspondence, between two entities of
the same category, is referred to as a positive match. The other new builder, while
fulfilling the rule, differed in only one characteristic from a digger seen previously;
this kind. of correspondence, between two entities of different categories, is a
negative match.

Here’s the key prediction. If participants do not store exemplar memories and
use only the rule, the positive- and negative-match animals should be equally easy to
categorize: both fulfill the rule for builders. If, however, participants stored exemplar
memories—even though they did not have to in order to make the call—then the
negative-match animal, which shared more characteristics with the digger, should be
harder to categorize correctly than the positive-match one.

Why? Think about what happens when participants encounter the negative-
match animal. If an exemplar memory of its counterpart from training exists, it is
likely to become active. If it does, then because the two animals are so similar, shar-
ing as they do two characteristics, the negative-match animal is a reminder of the
counterpart seen earlier. But the counterpart was in the other category! So if the ex-
emplar memory is active, the temptation to miscategorize is strong; rule and exem-
plar memory conflict.
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TRAINING TEST

Known Builder Positive Match (Builder)

Known Digger Negative Match (Builder)

The original builders and diggers

Left column: A builder and a digger that participants studied while they learned the rule for builders.
Right Column: Positive and negative test matches. A positive match was a builder that differed only by
one property from a builder studied earlier; a negative match was a builder that differed only by one
property from a digger studied earlier. If participants use only rules to categorize builders, the positive
and negative matches should be equally easy to categorize, given that both have two of the three
builder properties. Alternatively, if participants also use exemplars to categorize builders, the negative
match should be harder to categorize because it is so similar to a member of the wrong category.

(Adapted from Allen, S. W, & Brooks, L. R. (1991). Specializing the operation of an explicit rule. Journal of Experimen-
tal Psychology: General, 120, pp. 3-19, Fig. 1, p. 4. Copyright © 1991 American Psychological Association. Adapted-
with permission.)

What happens when participants encounter the positive-match animal and ex-
emplar memory is active? Again, they will be reminded of the similar animal they
saw in training, which in this case is in the correct category. This time both the ex-
emplar memory and the rule point to the right answer.

Numbers told the story: the results demonstrated clearly not only that exem-
plar memories had been stored but also that they had a profound impact on cate-
gorization. Participants correctly categorized the positive-match exemplars 81
percent of the time, but correctly categorized the negative-match exemplars only 56
percent of the time. Even though participants knew a good rule for categorizing all
the test animals, their memories of earlier exemplars intruded on categorization of
negative-match animals, causing 25 percent more errors than in the other condi-
tion. If exemplar memories hadn’t been stored, there shouldn’t have been any dif-
ference in categorizing positive- and negative-match animals, given that both
satisfied the rule equally well. Many similar findings in the literature demonstrate
that exemplars are ubiquitous structures in category knowledge.
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Does this finding suggest that we store only exemplars and not rules? Before we
can answer, we need to look at another side of the coin. A second group of participants
received the same training, learning by feedback from the experimenter whether their
categorizations were correct. The difference? This second group was 7ot told the rule
for categorizing builders and diggers. These “no-rule” participants then were shown
the same series of positive- and negative-match animals at test as the “rule” partici-
pants in the first group.

Two findings are of interest. Like the rule participants, the no-rule participants
were more accurate on the positive-match animals (75 percent correct) than on the
negative-match animals (15 percent correct). For these participants, similarity to ex-
emplar memories played the central role in categorization. The effect of exemplar
memories was significantly larger in the no-rule condition (incorrect negative-match
categorization, 85 percent) than in the rule condition (incorrect negative-match
categorization, 44 percent). Rule participants had stored a rule in their category
knowledge that made them less vulnerable to exemplar memories than were no-rule
participants. By applying the rule on some occasions, rule participants were more
likely to categorize negative-match animals correctly. These and other results demon-
strate that we can store rules for categories, not just exemplars (e.g., Ashby & Maddox,
1992; Blok et al., 2005; Nosofsky et al., 1994).

Thus the Allen and Brooks (1991) study established that, depending on the train-
ing conditions, we acquire exemplar memories, rules, or both for the categories we
learn. To corroborate these behavioral findings with neural evidence, neuroimaging
was conducted while two groups performed the task, either in the rule condition or
the no-rule condition (Patalano et al., 2001; see also E. Smith et al., 1998). The in-
vestigators made the following predictions. First, in the no-rule condition, the brain
areas used should be those that store exemplar memories (because the exemplars
were experienced only visually, the primary sites of brain activation should be in the
visual system). Second, in the rule condition, the primary brain areas used should be
those that represent rules. (Because people rehearse a rule to themselves while they as-
sess its fit to exemplars, motor areas that implement the implicit speech actions for
rehearsal should become active.)

The results of the brain scans bear out the predictions. In the no-rule condi-
tion, most of the active sites were in occipital areas where vision is processed. As
predicted, when participants did not know a rule, they primarily used visual mem-
ories of exemplars to categorize. In the rule condition, there were active sites in
frontal motor areas. Again as predicted, when participants knew a rule, they re-
hearsed it silently to themselves, and the actions of internal rehearsal engaged the
motor system.

The conclusion? Different brain systems become active to represent exemplars
and to represent rules. Furthermore, the particular systems that become active sup-
port the notion that category knowledge is represented in modality-specific areas: vi-
sual areas represent the content of exemplars, motor areas implement the process of

rehearsing rules. (For other work that also localizes various category representations
in the brain, see Ashby & Ell, 2001.)
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4.2. Prototypes and Typicality

Prototypes offer a different way to summarizing a category’s members. Whereas an
exemplar offers a reference for direct comparison, and a rule is a rigid requirement
about the properties required for membership in a category, a prototype simply spec-
ifies what properties are most likely to be true of a category. A set of nine new builders
is shown in Figure 4-15. These new builders have various combinations of horns,
tails, ears, and a hump, as well as the familiar long legs, angular bodies, and spots.

What structures could represent these nine creatures, no two identical but all
builders? Nine exemplar memories would do the job, but that doesn’t seem very
economical. A rule could summarize their shared properties. What rule? One possi-
bility, borne out by inspection of this herd of nine, is that a creature possessing at
least two of the following four properties—long legs, angular bodies, spots, horns—
is a builder. This rule is good, but complicated to apply.

Knowing the prototype—that is, knowing the combination of properties most
likely to appear in a builder—seems the most efficient approach here. The prototype of
the nine builders is the set of properties that occurs most often across builder-category
members, excluding properties that occur rarely. Let’s define a rare property as one
that occurs less than 40 percent of the time, thus excluding tails, ears, and hump. All
the remaining properties end up in the prototype, so the prototype of a builder is an
animal with spots, angular body, long legs, and horns. Because the prototype sum-
marizes statistical information about the category’s most likely properties, the pro-
totypical builder in Figure 4.15 results from combining the properties of spots

\l

An augmented builder category

These builders can have the additional properties of horns, tail, ears, or hump, along with the usual
properties of long legs, an angular body, or spots. The category prototype is a builder that has any
property included in at least 60 percent of the population of nine builders.
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(which appear in 78 percent of the population), angular body (in 67 percent,) long -

legs (in 67 percent), and horns (in 67 percent). Many theories assume that proto-
types develop to represent categories. (For further discussion of prototype theories,
see (Barsalou, 1990; Barsalou & Hale, 1993; E. Smith & Medin, 1981; J. Smith &
Minda, 2002).

If a category has a prototype, category members similar to the prototype are
viewed as typical category members, whereas category members different from the
prototype are viewed as atypical. If the prototype for birds indicates that they tend to
fly, nest in trees, and be small, then sparrows, which fit this prototype well, are typi-
cal; ostriches, on the other hand, which have none of these properties, do not fit the
prototype and are therefore atypical. Typicality is not an on—off condition. Eagles fit
the prototype moderately well, and so they are moderately typical. In general, the
members of a category vary continuously in how similar they are to the prototype;
thus, different birds vary continuously along this continuum of typicality, from highly
typical to highly atypical. Such typicality gradients occur universally across categories
(Barsalou, 1987; Rosch, 1973). Every category ever studied has one, even categories
with precise rules (e.g., Armstrong et al., 1983).

Typicality gradients have substantial effects on how we process categories. When
learning categories, we tend to learn typical members of a category before atypical
ones (e.g., Mervis & Pani, 1980). When we categorize individuals, we categorize typ-
ical ones faster than atypical ones (e.g., Rosch, 1975), and with greater accuracy (e.g.,
Posner & Keele, 1968). When we draw inferences from category members, we draw
stronger ones from typical than from atypical category members (e.g., Osherson et
al., 1990; Rips, 1975). In general, typical category members enjoy a privileged status
in the kingdom of categories.

Such typicality effects have been widely viewed as implicating prototypes in the
representation of categories (e.g., Hampton, 1979; Rosch & Mervis, 1975; E. Smith
et al., 1974). Typicality effects can arise, however, even if no prototype is stored for
a category and only exemplar memories represent the category (Medin & Schaffer,
1978). Much research has attempted to identify whether typicality gradients result
from prototypes, exemplars, or other types of representations (e.g., Barsalou, 1985,
1987, 1990; Medin & Schaffer, 1978; J. Smith & Minda, 2002). Whatever way typ-
icality gradients happen to originate, there is no doubt that categories have them,
and that typicality is one of the most important factors in the acquisition and use of
category knowledge.

4.3. Background Knowledge

An implicit assumption underlying exemplar memories, rules, and prototypes is
that the properties constituting them are processed in a vacuum. To establish an
exemplar memory of a chair, for example, the perceived object is simply added to
a set of memorized exemplars of the object. To update a rule or prototype, newly
perceived properties are simply integrated into its previously established property
information. In either learning process, properties accumulate in relative isolation.
Increasingly, however, researchers have come to appreciate that properties

S



typically activate background knowledge in memory that specifies how properties
originate, why they are important, and how they are related to one another (e.g.,
Ahn & Luhmann, 2005; Goodman, 1955; Murphy & Medin, 1985). Rather than
being processed in a vacuum, properties are processed within a larger context of
associated knowledge.

For instance, suppose that someone tells you that an object has wheels and a
large sheet of canvas. In representing this object to yourself, do you assume that it has
only these two properties and imagine a set of stationary wheels linked by a canvas
axle? No. You could probably draw the additional inferences that the cloth is a sail,
that the object uses wind power to roll along the ground, and that this “land sailboat”
contains other parts, such as a metal axle, a mast, and a seat. Where did this interpre-
tation come from? Background knowledge about wind, rolling, and transportation
became active to explain and integrate the two stated properties. This example illus-
trates how readily background knowledge becomes active in interpretation and how
it complements perceived properties. Rather than perceiving the properties of an
entity in isolation, we almost always bring background knowledge to bear on inter-
preting them. (For a review of findings, see Murphy, 2000).

Here’s another illustration (Barsalou, 1983). Participants were presented with
the names of several objects—rock, chair, brick, potted plant—and asked to identify
a category to which they all belong. (Not so easy—what’s your guess?) But here’s
some background knowledge. The day is hot and windy. You want to keep your
door open, but it keeps blowing shut. You decide to do something about it, maybe
hold the door open with . . . right. With this information, people often instantly see
that rock, chair, brick, and potted plant all belong to the category of things that will
hold a door open on a windy day. The category did not become apparent until you
activated the relevant background knowledge, another demonstration of the central
role of background knowledge in processing categories.

A structure for representing background knowledge is the schema, a structured
representation that captures the information that typically applies to a situation or
event (for reviews, see Barsalou, 1992; Barsalou & Hale, 1993; Rumelhart & Norman,
1988). Schemata are described as “structured” because they are not lists of inde-
pendent properties but instead establish coherent sets of relations that link proper-
ties. Thus the schema for a birthday party (like yours) might include guests, gifts,
and cake; the structure is that the guests give gifts to the birthday celebrant, and that
everyone eats cake. Schemata are similar to rules and prototypes in that they sum-
marize the members of a category. They differ from rules and prototypes in that they
contain much information that is not essential for categorizing entities but that is im-
portant for understanding the events surrounding them. The schema for a birthday
party provides useful background knowledge about birthday cakes; seeing a birth-
day cake activates the schema for birthday parties, so useful inferences can be drawn
about why the cake is there and how it will be used.

Much evidence for schemata can be found across all aspects of cognition. When
processing visual scenes, we expect to see particular configurations of objects (e.g.,
Biederman, 1981; Palmer, 1975). In a given social situation, we expect to observe
(and engage in) particular relations among the those present (e.g., Fiske & Taylor,
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1991). In the realm of memory, schemata produce strong expectations about what is
likely to have occurred in the past, expectations that can distort our memories (e.g.,
Bartlett, 1932; Brewer & Treyens, 1981; Schooler et al., 1997). Schemata play cen-
tral roles in aspects of reasoning such as analogy, problem solving, and decision
making (e.g., Gentner & Markman, 1997; Markman & Gentner, 2001; Markman
& Medin, 1995; Ross, 1996).

4.4, Dynamic Representation

As we have seen, many different structures can underlie the knowledge of a given cat-
egory: exemplars, rules, prototypes, and schemata. When we think of a particular cat-
egory, do all the structures representing it become fully active? Or does the cognitive
system vary the most active information about a category dynamically, highlighting
the information most useful on the current occasions?

Much evidence indicates that not all possible information for a category is ac-
tivated when the category is accessed, but rather information relevant in the current
context is preferentially activated. Dynamic representation refers to the ability of
the cognitive system to construct, and call on as necessary, many different repre-
sentations of a category, each emphasizing the category knowledge currently most
relevant.

One source of evidence for dynamic representation comes from cross-modality
priming studies. Participants listen to a sentence over headphones. Immediately fol-
lowing the last spoken word, they see a string of letters. Their task is to indicate as
quickly as possible whether the string forms a word (for example, yellow) or a non-
word (for example, yeelor). This basic task can be used to demonstrate dynamic rep-
resentation (e.g., Greenspan, 1986; Tabossi, 1988). Here’s how it works. Let’s say
that the last word of an auditorally presented sentence is beachball and that this word
appears in one of two sentences:

The swimmer saw the gently bobbing beachball.
The air hissed out of the punctured beachball.

If beachball is represented dynamically in these two sentences, then the information
active for it should vary, reflecting the most relevant property about beachballs in
each situation. After presentation of the first sentence, the property “floats” should
be more active than the property “is flat.” But following the second sentence, “is
flat” should be more active than “floats.” If the representation of “beachball” is
not dynamic, the activations of “floats” and “is flat” should not change across
sentences. If all category knowledge is equally active for a category on every occa-
sion, then the change of sentence should not affect the conceptual representation of
“beachball.”

Many experiments, using cross-modal priming and many other techniques, have
consistently produced results that support dynamic representation (for reviews, see
Barsalou, 1987, 1989; L. Smith & Samuelson, 1997; Yeh & Barsalou, 2004). The in-
formation that is most active varies from occasion to occasion. Furthermore, the
most active information is typically relevant to the current context.
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1. Do we use memories of individual category members to represent knowledge, or
do we always summarize the properties of category members to do so? Justify
your answer.

2. On a given occasion when the brain represents a category, describe what hap-
pens. Also address how this process might vary across occasions on which the
same category is represented.

b. CATEGORY DOMAINS AND ORCANIZATION

For what domains in the world do we establish category knowledge? It seems we de-
velop categories that reflect the kinds of things in the world—what philosophers
concerned with ontology, the study of being or the essence of things, call ontological
types (e.g., Sommers, 1963). Ontologists generally agree that important ontological
types include living natural things (“kinds” in the language of ontology), nonliving
natural kinds, artifacts, locations, events, mental states, times, and properties. Most
ontologists believe that ontological categories are probably universal; that is, they
are categories that every normal human knows regardless of culture. Psychologists
believe that different domains of category knowledge develop for different ontolog-
ical types (e.g., Keil, 1979).

Within each domain of category knowledge lie many more specific categories.
“Living natural kinds” includes “mammals” and “trees.” “Nonliving natural kinds”
includes “water” and “gold.” “Artifacts” includes “tools” and “clothes.” “Loca-
tions” includes “oceans” and “parks.” “Events” includes “meals” and “birthday
parties.” “Mental states” includes “emotions” and “ideas.” “Times” includes
“night” and “summer.” “Properties” includes “green” and “expensive.” Many of
these more specific categories within domains also appear to be known universally
across cultures (e.g., Malt, 1995). As categories become increasingly specific,
though, they are less likely to be known in all cultures (for example, tank top, paper
shredder, foods high in vitamin C).

5.1. Distinguishing Domains of Category H(nowiedge in the Brain

o~

The various domains of category knowledge certainly seem different, at least intu-
itively: animals seem in their essence different from artifacts, objects seem different
from thoughts. Are these intuitive differences realized in the brain’s representational
systems? Is knowledge of different categories stored in different regions of the brain?
Or is all category knowledge stored in a single brain area? To address this question,
researchers have assessed category knowledge in patients who have suffered brain le-
sions, seeking to learn which particular categories are lost and whether these losses
can be associated with particular brain regions.

Typically when a brain-damaged patient loses category knowledge, only some
knowledge is lost, while other knowledge is preserved. For example, Warrington and
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Shallice (1984) described four patients with brain damage who exhibited a deficit for
animal categories (such as “dogs” and “robins”). But, although these patients had dif-
ficulty naming and defining various animals, they had little trouble naming and defin-
ing artifact categories (such as “hammers” and “chairs”). More rarely, patients show
the opposite deficit (e.g., Warrington 8 McCarthy, 1983, 1987), exhibiting less knowl-
edge of artifacts than of animals. This double dissociation of animals and artifacts sug-
gests that different localized brain areas represent these two kinds of categories. Various
deficits for other categories have been reported as well, such as deficits for number cat-
egories and abstract categories (e.g., Thioux et al., 1998; Tyler & Moss, 1997).

How can these selective deficits in category knowledge be explained? Modality-
specific representations of categories may provide a clue. Both behavioral and neu-
ral evidence suggest that the representation of a category is distributed across the
modality-specific brain systems that process its properties. For example, in Western
culture, at any rate, many people see animals (engaging the visual modality) far more
often than they work with them (engaging the motor system). In contrast, knowl-
edge of artifacts generally relies much more heavily on motor information than on
visual information (try to describe a screwdriver while keeping your hands still).
Given these different profiles of multimodal information, lesions to the visual system
might produce larger deficits for living things than for artifacts, whereas lesions to
the motor system might produce larger deficits for artifacts. Perhaps the multimodal
profiles for different domains of categories interact with lesions in this way to pro-
duce different deficits in category knowledge when the corresponding brain area is
damaged. Many theorists have reached this conclusion (e.g., Damasio & Damasio,
1994; Farah & McClelland, 1991; Gainotti et al., 1995; Humphreys & Forde, 2001;
Pulvermiiller, 1999). To the extent that this account is correct, it offers further
evidence for the claim that category knowledge is distributed across the modality-
specific systems that process it.

But the verdict is not in. Some researchers believe that this account is too crude
to explain the subtle patterns of deficits that are often seen in patients with brain
damage (Cree & McRae, 2003). Most typically, a patient does noz lose just a single
category but rather loses several. Foods can be lost along with living things, and so
can musical instruments. Fruits and vegetables are typically lost together, and can be
lost with either living things or nonliving things. Figure 4-16 presents seven patterns
of category deficits that Cree and McRae identified in their review of the literature;
there is no way that loss of either visual or motor processing could explain all these
different patterns.

Cree and McCrae (2003) believe that deficits result from specific losses to a much
wider variety of properties, for which the processing is distributed across the brain.
To assess this hypothesis, they asked people to produce the properties for the kinds of
categories that patients lose following brain lesions, such as the properties of birds,
fruit, and tools. Once they had established each category’s properties, they assessed
what Zypes of properties the various categories in each deficit pattern shared, along
with the types that differed. Of central interest was whether the multiple categories in
a particular deficit pattern had one or more property types in common—yvisual
motion, say, or color? If so, lesions to areas that process a given property type could
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Deficit Pattern Shared Properties

1. Multiple categories that Visual motion, visual parts, color
constitute living creatures

2. Multiple categories that Function, visual parts
constitute nonliving things

3. Fruits and vegetables Color, function, taste, smell

4. Fruits and vegetables with living Color
creatures

5. Fruits and vegetables with Function
nonliving things

6. Inanimate foods with living Function, taste, smell
things
(especially fruits and vegetables) Sound, color

7. Musical instruments with living things

Seven patterns of category deficits that result from brain lesions

These are sets of categories for which patients with brain damage simultaneously exhibit much
poorer knowledge than normal. There is evidence that when a brain lesion compromises representa-
tions of particular properties, the categories that rely heavily on them are impaired.

cause categories that share it to be lost together. For example, if color areas are dam-
aged, then categories for which color is important, such as animals and foods, might
be compromised simultaneously.

The results were illuminating (see Figure 4-16). Cree and McRae (2003) found,
for example, that the categories in the first pattern of deficits, living creatures, typically
share many properties: they generally move, have interesting and salient parts, and
have relatively informative colors. The categories in the fifth pattern (fruits, vegetables,
and nonliving things) share properties for functions, in that all these things have roles
in our life—fruits and vegetables in our diet, nonliving artifacts in our manipulation of
the world around us. Thus, a more complicated formulation of the original theory
might explain the patterns of category-specific deficits found in the literature.

As provocative as these conclusions are, the issue of how the brain represents
categories is far from settled. Cree and McRae (2003) show that factors besides
shared properties are important, such as property uniqueness. Alternative ac-
counts for category-specific deficits in terms of amodal symbols have also been of-
fered (e.g., Capitani et al., 2003; Caramazza & Shelton, 1998; Tyler & Moss,
2001), and it is likely that a variety of mechanisms produce category-specific
deficits, not just one (e.g., Coltheart et al., 1998; Simmons & Barsalou, 2003).
Furthermore, studies of patients with brain damage suffer from a variety of
methodological problems, including difficulties in measuring behavioral deficits,
along with difficulties in measuring lesions and fully understanding their implica-
tions for brain operation (see Chapter 1). Nevertheless, a conclusion emerging
from this research is that different types of categories are represented primarily in
different brain areas. Consistent with the multimodal-simulation view, a category’s
representation appears, at least in part, to be distributed across the modality-
specific areas of the brain that process its members.

5
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Further support for this conclusion comes from neuroimaging studies that have
measured brain activity while participants process categories from different do-
mains, particularly the domains of animals and artifacts. Different patterns of brain
activity are observed for these domains. Consistent with findings from research with
brain-damaged patients, for example, artifacts tend to activate premotor areas more
than do animals (see Figure 4-12)."

For the “animals” domain, studies of patients with brain damage and neu-
roimaging studies show an interesting difference (Martin, 2001). On the one hand,
studies show that damage to the temporal lobes often produces a categorical
deficit for animals; on the other hand, neuroimaging studies often show extensive
activation for animals in the occipital lobes. Why do these different patterns
occur? Martin suggests that the temporal lobes are association areas that work to
integrate category knowledge. When there is damage to these areas, the statistical
patterns stored there cannot trigger simulations in the occipital lobes that repre-
sent the properties of animal categories. When these association areas are intact, as
they are for most participants in neuroimaging studies, the statistical patterns
stored there can trigger simulations in the occipital lobes, which are then detected
by neuroimaging. Thus, the differential pattern of results offers support for the
idea that representations are distributed in the brain, as described earlier.

Neuroimaging studies also have found that using knowledge of object shape (for
example, the shape of a cat) activates the fusiform gyrus, whereas using knowledge of
object motion (for example, how a cat moves) activates the posterior temporal gyrus
(Chao et al., 1999; Martin & Chao, 2001; Martin et al., 1996). Furthermore, these
studies have found that accessing different kinds of categories activates somewhat dif-
ferent fusiform areas for shape, and somewhat different temporal areas for motion. Al-
though the sites for shape are near each other, they differ. Whereas the shapes of
animals, people, and faces tend to activate lateral fusiform areas, the shapes of tools
tend to activate more medial ones. The same is true for motion sites. Whereas animals,
people, and faces tend to activate superior temporal areas, tools tend to activate more
inferior ones. These slightly different sites are a further indication that different do-
mains of category knowledge rely on different brain systems. Increasingly, studies sug-
gest that different domains of category knowledge are distributed differently across the
brain’s modality-specific areas. The intuitive differences that we experience for different
domains indeed reflect important differences in the underlying neural implementations.

5.2. Taxonomies and the Search for a “Basic Level”

Within a domain of category knowledge, categories are not represented in isolation,
but rather in various structures that link related categories. One important organi-
zational form is the taxonomy, a set of nested categories that vary in abstraction,
each nested category a subset of its higher order category (Figure 4-17). Thus, the
category of objects includes living things and artifacts. “Artifacts” includes “tools,”
“vehicles,” “clothing,” . .. “Tools” includes “screwdrivers,” “hammers,” “saws,”
“Screwdrivers” includes “slot,” “Phillips,” “ratchet” screwdrivers.
Taxonomies such as these examples sound like the result of formal education and,
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Slot Phillips Ratchet

A taxonomy for objects

Increasingly specific categories are nested in more general ones.

certainly, to some extent they are. But in fact taxonomies are found universally
throughout cultures and are not dependent on formal training. After reviewing an-
thropological work on biological categories, Malt (1995) concluded that all cultures
studied so far, including traditional, nonindustrial ones, have taxonomies for plants
and animals.

A central question in this area has been the search for a basic level in tax-
onomies, a level that is more central than others in human cognition. In Figure 4-17,
for example, which levels—the lower ones? the middle ones? the higher ones?—are
likely to be the most important for cognition? '

In classic anthropological work on biological categories, Berlin, Breedlove, and
Raven (1973) argued that the middle levels are the most important. For one thing,
more words for categories exist at middle levels than at those above and below—
more words such as “dog,” “horse,” and “lion” exist than words such as “mam-
mal” (above) or “collie,” “poodle,” and “terrier” (below). Although it is logically
necessary that more categories become possible as you go lower in a taxonomy, the
important finding here was that more single-word names exist for categories at mid-
dle levels than at lower ones. Another important finding was that names for cate-
gories at middle levels are shorter than names for categories above and below (for
example, “dog” vs. “mammal” above and vs. “poodle” below). Zipf’s law in lin-
guistics states that the more frequently a word occurs in a language, the shorter it be-
comes as the language evolves over many generations of speakers. Names for
categories at middle taxonomic levels are shortest, suggesting that these are the
names used most often and therefore most important.

Cross-cultural conclusions from Malt (1995) further demonstrate the impor-
tance of middle-level categories in taxonomies. Across all cultures, traditional and
developed, there is high agreement in middle-level categories: names for middle-level
categories such as “deer,” “eagle,” and “alligator” tend to be found wherever these




5. Category Domains and Qrganization

animals are part of the environment. Furthermore, these names refer to essentially
the same groups of entities in the environment—*“deer,” for example, refers to pretty
much the same creature across cultures. Finally, cultures typically have names for
these categories even when they play no role in people’s lives. Across cultures, many
plants and animals that have no function still have names at the middle level. Middle-
level categories in biological taxonomies are sufficiently salient perceptually that
members of nearly all cultures perceive and develop names for them (for example, in
our culture, many wild animals).

Much psychological research further shows that the middle levels in a taxonomy
are most important. Investigators found that categories at mid-taxonomic levels are
processed faster than are categories at other levels (Rosch et al., 1976). When par-
ticipants have to match a pictured object to a category name (for example, “poodle,”
“dog,” “animal”), they match middle-level names fastest (in this case, “dog”). These
investigators also found that children learn names for middle-level categories earlier
than they do the names for categories at other levels. Much other research has
reported similar results (for a review, see Murphy & Lassaline, 1997). On the basis
of results like these, Rosch and colleagues called middle-level categories the basic
level, the level of a taxonomy used most often, learned most easily, and processed
most efficiently.

Names for categories at higher and lower levels show much less agreement
across cultures (e.g., Malt, 1995). For example, cultures that eat butterfly larvae
have many categories for different kinds of larvae; cultures that don’t, don’t. When
similar categories at higher and lower levels do exist in two cultures, they often do
not refer to the same sets of things in the environment. One culture might have a cat-
egory for “trees,” another might have a category for “firewood” that includes only
those trees that are burnable. Furthermore, both high- and low-level categories are
more likely to deviate from scientific taxonomies than are middle-level categories.

So what is it about middle-level categories? Why do they show these advan-
tages? Why are they the most common; why are their names shortest? Why are these
the categories most agreed on across cultures and the closest to scientific tax-
onomies? Why do we learn and process them most easily?

Although this issue is far from settled, a dominant account has emerged (e.g.,
Malt, 1995; Tversky & Hemenway, 1985). Middle-level categories are important
because their members (unlike members of categories at higher and lower levels) typ-
ically share a common configuration of physical parts, and this configuration differs
from that of other categories at the same level. For example, deer have four legs, two
ears, pointed hooves, a tail, and other physical properties in a particular arrange-
ment; most butterflies have a specific arrangement of head, body, antennae, and
large flat wings. For hundreds of years, biologists have used these morphological de-
scriptions to define natural categories. Evolutionary and genetic theories have made
it possible to link the genetic histories of species directly to these morphological
structures.

At higher levels, there is no common morphological structure within a category—
lots of mammals are built nothing like deer. At lower levels, such as varieties of but-
terflies, the morphology is shared across different categories, making different varieties
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confusable. To discriminate the difference between categories, it is necessary to learn
subtle visual features that are much less salient than the morphological characteristics
that distinguish the deer and butterflies categories at the middle level.

Why is the morphology of middle-level taxonomies so salient? One explanation
is that our visual feature-detection systems have become tuned over evolutionary
time to the features that distinguish different morphologies from one another. Labo-
ratory evidence for this conclusion can be found in Tversky and Hemenway (1985),
Jolicoeur et al. (1984), and Murphy and Brownell (1985); Biederman (1987) pres-
ents a related theory of object recognition.

Still, many researchers are reluctant to adopt the construct of a “basic level.”
One reason is that middle-level categories are not always the dominant ones. In
Western culture, for example, the dominant level for categories of plants and birds
is not at a mid-taxonomic level. Many Westerners know little about different types
of plants and birds and cannot name the middle-level categories for them; besides,
they often find higher level categories of plants and birds sufficiently informative
for their purposes (e.g., Rosch et al., 1976). As Western culture has increasingly lost
touch with the natural environment, the dominant taxonomic level for natural liv-
ing kinds has shifted upward. Wolff and colleagues (1999) counted the taxonomic
terms for trees in the Oxford English Dictionary from the sixteenth through the
twentieth centuries, and discovered that the number of words for tree categories
generally increased over this period, as knowledge about the natural world in-
creased. In the twentieth century, however, names for tree categories decreased pre-
cipitately—especially for middle levels—indicating an upward taxonomic shift in
knowledge about the natural environment.

So, one difficulty with middle-level categories as a basic level is that many people
simply use higher level categories instead (see also Mandler & McDonough, 1998,
2000). A related problem, at the other end of the scale, is that when people become
expert in a domain, they become able to process lower level taxonomic categories as
effectively as middle-level ones (e.g., Gauthier et al., 1999; Johnson & Mervis, 1997;
Tanaka & Curran, 2001; Tanaka & Gauthier, 1997).

Furthermore, the most useful taxonomic level can vary with the current goal
(e.g., Cruse, 1977). You want your dog with you on a once-in-a-lifetime trip to Lon-
don? In this situation, your travel agent does not use the basic level and simply tell
you that all “dogs” coming into the United Kingdom are subject to a six-month
quarantine. Because the law actually applies to all non-human mamsmals, your travel
agent tells you that all non-human “mammals” coming into the United Kingdom are
subject to quarantine. Even though the basic level is normally more salient than the
next level up, your travel agent moves up a level so that you understand the full ex-
tent of the law. Under these conditions, a non—basic level is most important.

Thus, although there is an overall tendency for middle-level categories to domi-
nate categories at other levels in many important ways, so many exceptions exist
that many researchers believe that referring to middle-level categories as “basic”
confers on them an objective reality not warranted by the data. The relative impor-
tance of a taxonomic level reflects a wide variety of mediating factors and fluctuates
with need and circumstance.




Revisit and Reflect

1.

R e e
ension Chec
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How do we organize large systems of categories?

2. How do different profiles of modality-specific information represent different

types of categories?

Revisit ancz R(fﬂfrt

1.

What roles does knowledge play in cognition, and how is it represented in the
brain?

It has been said you can’t step into the same river twice, or in a sense, even
once—it is constantly changing. If you were now to reread the description at the
beginning of this chapter about the apparently bizaire birthday party—bizarre
because you lacked all knowledge—all sorts of things may come to mind that
didn’t the first time. Your understanding has been changed by the knowledge
that you acquired from reading this chapter.

Knowledge permeates every aspect of cognitive activity. It completes percep-
tions and guides attention; it enables categorization and produces rich inferences
that go beyond the information given. Knowledge interprets memories, confers the
meanings of words, and produces the representations that underlie thought.
Without knowledge we would be like cameras that represent images but cannot
interpret or make use of them.

Think Critically
® If a camera had knowledge, how would its functionality change?

# Does knowledge play the same roles in nonhuman species of animals as in
humans? What might some similarities and differences be?

If a person really lost all knowledge, what sorts of social support systems
would have to be implemented to help this person cope in the world?

What representational formats are most likely to exist in the brain, and how do mul-
tiple representational formats work together to represent and simulate an objeci?

Knowledge can be represented in various formats, including depictive images,
feature analyses, amodal symbols, and statistical patterns. Most likely, the brain
uses multiple formats, with images, features, amodal symbols, and statistical
patterns all playing a role in many tasks.

On perceiving an object, representations in multiple formats become active,
beginning with images in the brain’s topographically organized areas. Feature
detection systems then extract meaningful features that identify functionally im-
portant aspects of the object. Finally, statistical patterns in convergence zones in-
tegrate the information extracted from images and features. This process
apparently can be run in reverse to simulate category members in their absence;
by activating the statistical pattern for a once-perceived entity, a partial simula-
tion of its image and features can be reenacted.
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Think Critically

B How does the representation of knowledge in computers (documents, photos,
music files, etc.) differ from the representation of knowledge in humans?
How are they similar?

B How could multiple formats of representation be implemented and combined
in cameras and computers to make them more sophisticated?

B What important roles does attention play in creating knowledge? Can you
think of any further roles not discussed in Chapter 3 or in this chapter?

. How do representations distributed across the brain become integrated to es-
tablish category knowledge?

Because different members of a category activate similar statistical patterns, they
probably become associated to shared conjunctive neurons. As a result, bodies
of category knowledge develop in the brain that can be used to produce useful
inferences. Perceived aspects of a category member activate category knowledge,
which then produces inferences about its as-of-yet unperceived aspects. Once
category knowledge develops, it provides a wealth of inferential knowledge that
helps us go beyond the information given.

Category knowledge also results from the integration of information expe-
rienced across modalities for category members. Information in all the relevant
modalities for a category becomes integrated in higher order convergence zones.
Because different categories are experienced in different modalities, the profile
of relevant modalities varies from category to category.

Think Critically

For many categories, no single feature is shared by all category members.
How does the account of exemplar integration provided here explain the in-
tegration of exemplars for such categories?

@ On perceiving a category member, why aren’t all possible inferences gener-
ated? Would it be useful to generate all inferences? Why or why not?

B If categories are represented in the modalities that are used to process their
members, then how are abstract categories such as “love” represented? (Hint:
Think of the situations where love is experienced, and then think of aspects of
those situations—both in the world and in the mind—that “love” refers to.)

What different types of representational structures underlie category knowl-
edge, and how are they accessed on particular occasions?

Multiple types of structures underlie category knowledge. Most basically, the

brain stores specific memories of category exemplars. The brain also summa-

rizes these exemplar memories in rules and prototypes. Additionally, the brain
situates category knowledge in background knowledge and schemata.

On a given occasion, only a small number of the structures associated with

a category are activated. Depending on the current situation and goals, differ-

ent subsets of background knowledge become active to represent the category.




Revisit and Reflect:

As a result, the representation of a category may vary widely, with the repre-
sentation on a given occasion being tailored to a person’s current context.

\

Think Critically -

What constitutes an exemplar memory? Imagine seeing a particular member
of a category, such as a chair in your living room. Is an exemplar an inte-
grated representation of all the times you’ve perceived this chair, or does each
occasion produce a different exemplar? What defines the spatiotemporal
boundaries of an exemplar?

What types of information reside in background knowledge and schemata?
Can you suggest any particular kinds of information that are likely to be in-
cluded? Likely to be excluded? Also, how are these structures likely to be
organized?

/
. How are different domains of categories represented and organized?

Different domains of category knowledge exist for the diverse components of
human experience. Studies of patients with brain damage and neuroimaging
studies suggest that each domain establishes a unique presence across the brain’s
modality-specific areas. The modalities used to process a category’s members ap-
parently are the ones used to represent knowledge about it.

Within domains, categories are organized by taxonomies that contain cate-
gories on multiple levels. Typically, middle-level categories are most important
in everyday conceptual knowledge, often being shared extensively across cul-
tures. Nevertheless categories at other taxonomic levels often become important
for cultural and functional reasons.

Think Critically

What kinds of other organizations of category knowledge exist besides tax-
onomiies?

@ How might organizations of category knowledge be acquired?

How does an organizational structure affect the representations of the cate-
gories it includes? How might the representation of an individual category
affect the representation of an organizational structure?




